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Figure 1: Meta-representations of two families of shapes, where we show one selected probability distribution from each representation.
Here, we see the distribution for the angle between the main axes of airplane wings and fuselage, and the angle between the main axes of
chair backs and legs. Note that the main axes are oriented to the same direction, implying that two orthogonal parts form a zero angle. There
are two major modes in each distribution, where examples of shapes corresponding to the black dots are shown. Besides such exploration, the
meta-representation can also be used for applications like guided editing: the user deforms selected shapes, taking them to lower probability
states (red dots), and then the system, guided by the meta-representation, returns the shapes to higher probability states (green dots).

Abstract
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We introduce a meta-representation that represents the essence of a
family of shapes. The meta-representation learns the conﬁgurations
of shape parts that are common across the family, and encapsulates
this knowledge with a system of geometric distributions that encode
relative arrangements of parts. Thus, instead of predeﬁned priors,
what characterizes a shape family is directly learned from the set of
input shapes. The meta-representation is constructed from a set of
co-segmented shapes with known correspondence. It can then be
used in several applications where we seek to preserve the identity
of the shapes as members of the family. We demonstrate applications of the meta-representation in exploration of shape repositories, where interesting shape conﬁgurations can be examined in the
set; guided editing, where models can be edited while maintaining
their familial traits; and coupled editing, where several shapes can
be collectively deformed by directly manipulating the distributions
in the meta-representation. We evaluate the efﬁcacy of the proposed
representation on a variety of shape collections.

High-level shape analysis goes beyond low-level analysis of the geometric properties of shapes and attempts to extract higher-level semantic information to aid in shape manipulation [Mitra et al. 2013].
As part of this effort, single shapes, particularly man-made objects,
have been analyzed to extract semantic relations that can be made
useful in various applications. One example is in applying constraints on a shape editing process, thereby achieving an intelligent
edit where the prescribed geometric characteristics of the manipulated shape are preserved [Gal et al. 2009; Xu et al. 2009; Li
et al. 2010; Zheng et al. 2011]. Ideally, the aim is to understand
the essence of the family of shapes directly from their object geometry, in order to use this knowledge in the applications to determine
the geometric shape and conﬁguration of shape parts.
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Introduction

Analyzing an individual shape, however, is inherently limited as
we are looking at a single example from a speciﬁc class of shapes.
It is difﬁcult to understand what really characterizes the family of
the shape without additional information or other examples from
the same class. Humans typically rely on their prior knowledge to
infer this information. Hence, with the growth of shape repositories,
researchers have focused on co-analyzing sets of shapes in order to
beneﬁt from the collective information in the group [Kalogerakis
et al. 2010; Huang et al. 2011; Sidi et al. 2011; Wang et al. 2012;
Kim et al. 2013]. However, the typical outcome of these methods,
a segmentation and/or correspondence, does not really summarize
properties that deﬁne the shapes as elements of a set.
Starting from a set of co-segmented shapes, we create a representation that captures the essence of the shape family, towards the goal
of quantifying validity of the shapes. We call this representation
a meta-representation. Speciﬁcally, we learn a system of geometric distributions to encode relative arrangements of parts across the
family. Note that our representation is complementary to the one
proposed by Kalogerakis et al. [2012] who learn a Bayesian network to capture co-occurrence statistics of parts for the purpose of
shape synthesis. Instead, we focus on the distribution of part arrangements as learned from a collection of shapes. For example, in
ACM Transactions on Graphics, Vol. 33, No. 4, Article 34, Publication Date: July 2014
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Abstract
We introduce focal points for characterizing, comparing, and organizing collections of complex and heterogeneous data and apply the concepts and algorithms developed to collections of 3D indoor scenes. We represent each scene by a graph of its constituent
objects and deﬁne focal points as representative substructures in a
scene collection. To organize a heterogeneous scene collection, we
cluster the scenes based on a set of extracted focal points: scenes in
a cluster are closely connected when viewed from the perspective
of the representative focal points of that cluster. The key concept of
representativity requires that the focal points occur frequently in the
cluster and that they result in a compact cluster. Hence, the problem
of focal point extraction is intermixed with the problem of clustering groups of scenes based on their representative focal points. We
present a co-analysis algorithm which interleaves frequent pattern
mining and subspace clustering to extract a set of contextual focal points which guide the clustering of the scene collection. We
demonstrate advantages of focal-centric scene comparison and organization over existing approaches, particularly in dealing with hybrid scenes, scenes consisting of elements which suggest membership in different semantic categories.
CR Categories: I.3.5 [Computing Methodologies]: Computer
Graphics—Computational Geometry and Object Modeling;
Keywords: 3D indoor scenes, contextual focal point, heterogeneous collection, scene organization, retrieval, exploration
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“I can think of no better expression to characterize these similarities than ‘family resemblances’; for the various resemblances between members of a family: build, features, colour of eyes, gait,
temperament, etc. etc. overlap and criss-cross in the same way.”
— Ludwig Wittgenstein [1953]
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Introduction

Recent works on organizing and exploring 3D visual data have
mostly been devoted to object collections [Ovsjanikov et al. 2011;
Jain et al. 2012; Kim et al. 2012; van Kaick et al. 2013; Huang et al.
2013b]. In this paper, we are interested in analyzing and organizing visual data at a larger scope, namely, 3D indoor scenes. Even
a moderately complex indoor scene would contain tens to hundreds
of objects. Compared to the individual objects therein, a scene is

Figure 1: We analyze and organize 3D indoor scenes in a heterogeneous collection from the perspective of focal points (sub-scenes in
color). Scene comparisons may yield different similarity distances
(left) depending on the focal points.

more complex with looser structural and spatial relations among
its components and a more diverse mixture of functional substructures. The latter point is attested by hybrid scenes which contain
elements reminiscent of different semantic categories. For example, the middle scene in Figure 1 is partly a bedroom and partly a
living room. The greater intra-class variabilities and richer characteristics in scene data motivate our work to go beyond providing
only a holistic and singular view of a scene or a scene collection.
We introduce the use of focal points for characterizing, comparing,
and organizing collections of complex data and apply the concepts
and algorithms developed to 3D indoor scenes. In particular, we
are interested in organizing scenes in a heterogeneous collection,
i.e., scenes belonging to multiple semantic categories. Analyzing
complex and heterogeneous data is difﬁcult without references to
certain points of attention or focus, i.e., the focal points. For example, comparing New York City to Paris as a whole will unlikely
yield a useful answer. The comparison is a lot more meaningful
if it is focused on particular aspects of the cities, e.g., architectural
style or fashion trends. One of the natural consequences of the focal
point driven data view is that scene comparison may yield different
similarity distances depending on the focal points; see Figure 1 for
an illustration, as well as the accompanying video.
We represent an indoor scene by a graph of its constituent objects.
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Figure 2: Focal points (marked red in the scenes) are contextual
and depend on scene composition in a collection. With more bedrooms (a) or more living rooms (b), different focals were extracted
and hybrid scenes are pulled towards one of the clusters.
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Figure 1: We introduce a computational framework for constructing functional map networks that can be used to capture structural
similarities within heterogeneous shape collections. The shared structure emerges in the network as consistent basis functions across the
shape collection. This network representation enables many joint shape analysis tasks, including co-segmentation and shape exploration.
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The construction of networks of maps among shapes in a collection enables a variety of applications in data-driven geometry
processing. A key task in network construction is to make the
maps consistent with each other. This consistency constraint, when
properly deﬁned, leads not only to a concise representation of such
networks, but more importantly, it serves as a strong regularizer
for correcting and improving noisy initial maps computed between
pairs of shapes in isolation. Up-to-now, however, the consistency
constraint has only been fully formulated for point-based maps or
for shape collections that are fully similar.

Links:

In this paper, we introduce a framework for computing consistent
functional maps within heterogeneous shape collections. In such
collections not all shapes share the same structure — different types
of shared structure may be present within different (but possibly
overlapping) sub-collections. Unlike point-based maps, functional
maps can encode similarities at multiple levels of detail (points
or parts), and thus are particularly suitable for coping with such
diversity within a shape collection. We show how to rigorously
formulate the consistency constraint in the functional map setting.
The formulation leads to a powerful tool for computing consistent
functional maps, and also for discovering shared structures, such
as meaningful shape parts. We also show how to adapt the procedure for handling very large-scale shape collections. Experimental
results on benchmark datasets show that the proposed framework
signiﬁcantly improves upon state-of-the-art data-driven techniques.
We demonstrate the usefulness of the framework in shape cosegmentation and various shape exploration tasks.
CR Categories: I.3.5 [Computing Methodologies]: Computer
Graphics—Computational Geometry and Object Modeling;
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1 Introduction
As large on-line shape collections (e.g., Trimble 3D Warehouse)
are becoming available, there is a growing need to design effective
algorithms for organizing, searching and exploring such collections
in order to make them accessible and useful. Towards this goal,
an important task is to estimate high-quality maps connecting the
shapes. These maps enable us to transport information between the
shapes, perform joint shape understanding [Kim et al. 2012; Kim
et al. 2013; Huang et al. 2013], and design data-driven solutions to
other geometry processing tasks such as shape reconstruction [Nan
et al. 2012] and shape modeling [Funkhouser et al. 2004; Kalogerakis et al. 2012].
Yet there are two fundamental challenges when computing maps
within large and diverse on-line shape collections. The ﬁrst challenge is ﬁnding a suitable map representation. Most previous work
has focused on building point-based maps (either point-to-point or
fuzzy) between pairs of shapes. Although point-based representations have proven to be effective on organic shape collections
(e.g., mammals and humans), they become less suitable for typical
on-line shape repositories of inanimate objects (e.g., furniture or
vehicles), which exhibit greater geometric and structural variability.
The second challenge is generating high-quality maps between
the shapes. Most existing work has focused on matching pairs
of shapes. However, these algorithms are largely designed for
matching very similar shapes, and they could easily fail when
matching typical shape pairs in heterogeneous shape collections.
Recently, there has been a series of works on data-driven shape
matching [Nguyen et al. 2011; Huang et al. 2012; Kim et al.
2012; Huang and Guibas 2013], which utilize a cycle-consistency
constraint among networks of maps (i.e., the compositions of maps
along cycles should approximate the identity map) to improve
the maps computed between pairs of shapes in isolation. These
algorithms have shown great potential in ameliorating map quality,
but all of them are limited to small-scale shape sets and/or fully
similar shapes.
To address these two challenges, we introduce in this paper a
framework for computing consistent functional maps among hetACM Transactions on Graphics, Vol. 33, No. 4, Article 36, Publication Date: July 2014

Estimating Image Depth Using Shape Collections
Hao Su
Qixing Huang
Stanford University

Niloy J. Mitra
University College London

Yangyan Li
Leonidas Guibas
Stanford University

Figure 1: We attribute a single 2D image of an object (left) with depth by transporting information from a 3D shape deformation subspace
learned by analyzing a network of related but different shapes (middle). For visualization, we color code the estimated depth with values
increasing from red to blue (right).

Abstract
Images, while easy to acquire, view, publish, and share, they lack
critical depth information. This poses a serious bottleneck for many
image manipulation, editing, and retrieval tasks. In this paper we
consider the problem of adding depth to an image of an object, effectively ‘lifting’ it back to 3D, by exploiting a collection of aligned
3D models of related objects. Our key insight is that, even when
the imaged object is not contained in the shape collection, the network of shapes implicitly characterizes a shape-speciﬁc deformation subspace that regularizes the problem and enables robust diffusion of depth information from the shape collection to the input
image. We evaluate our fully automatic approach on diverse and
challenging input images, validate the results against Kinect depth
readings, and demonstrate several imaging applications including
depth-enhanced image editing and image relighting.
CR Categories: I.3.5 [Computer Graphics]: Computational Geometry and Object Modeling—Geometric algorithms.
Keywords: data-driven shape analysis, pose estimation, depth estimation, image retrieval, shape collections
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Introduction

Images remain by far the most popular visual medium. Nowadays
they are easy to acquire and distribute, contain rich visual detail,
can easily be viewed and understood and, as a result, are ubiquitous
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in the Web. As 2D projections of our 3D world, however, they
may lack certain semantical information. For example, important
parts of objects may be occluded, and depth data is typically missing. This poses serious challenges to applications involving image
recognition, manipulation, editing, etc. that could greatly beneﬁt
from this omitted information. Hence, there is a strong motivation
to lift images to 3D by inferring attributes lost in the projection. In
this paper we are speciﬁcally interested in inferring depth for the
visible object areas — the key coordinate missing in the projection.
As the problem of recovering depth from single image is naturally
ill-posed, various priors have been proposed for regularization. The
most common and classical approach is to match the input image to a set of 3D objects in a database (i.e., priors), and use the
best matching shape to ﬁll in missing depth information. However,
large-scale deployment of such a method is fundamentally limited
because only a limited number of 3D models is available. Most
often, we do not even have a 3D model of the same or sufﬁciently
similar object from which the image was taken.
In this paper we consider the problem of estimating depth for an image of an object by exploiting, in a novel joint fashion, a collection
of 3D models of related but largely different objects (see Figure 1).
Key to our approach is the estimation of correspondences between
the image and multiple models, with the help of correspondences
estimated between the models themselves. We address the depth
inference problem in its purest form, where we assume that the object image has been segmented from its background (such images
are now commonplace in shopping web sites), while our 3D models
are typically untextured and come from shape collections, such as
the Trimble 3D warehouse.
Our image-based but shape-driven modeling technique is fully automatic and reconstructs a 3D point cloud from the imaged object.
The algorithm consists of a preprocessing stage, which aligns the
input shapes to each other and learns a deformation model for each
shape; and a reconstruction stage, which uses a continuous optimization to recover the image object pose and reconstruct a point
cloud from the image that aligns with relevant 3D models extracted
from the collection. We show how to formulate an appropriate objective function, how to obtain an initial solution, and how to effectively reﬁne the solution using an alternating optimization.
In our approach, we jointly match the depth-augmented image, i.e.,
the popup point cloud of the image, with a group of related shapes
ACM Transactions on Graphics, Vol. 33, No. 4, Article 37, Publication Date: July 2014
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Figure 1: Our wave coding transforms 7D pressure ﬁelds (dependent on source/listener location and time) generated by numerical wave simulation to timeinvariant 6D ﬁelds based on four perceptual parameters. Consistent with everyday experience, these parameters vary smoothly in space, aiding compression.
Scene geometry (‘Deck’) is shown on the left, followed by a 2D slice of the parameter ﬁelds for a single source (blue dot). Direct sound loudness (LDS )
exhibits strong shadowing while early reﬂection loudness (LER ) captures numerous scattered/diffracted paths, and consequently shadows less. Low LDS
combined with high LER conveys a distant and/or occluded source. Early decay time (TER ) and late reverberation time (TLR ) together indicate scene size,
reﬂectivity and openness. TLR is spatially smoother than TER , being determined by many more weaker and higher-order paths in this complex space.
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The acoustic wave ﬁeld in a complex scene is a chaotic 7D function
of time and the positions of source and listener, making it difﬁcult to compress and interpolate. This hampers precomputed approaches which tabulate impulse responses (IRs) to allow immersive, real-time sound propagation in static scenes. We code the
ﬁeld of time-varying IRs in terms of a few perceptual parameters
derived from the IR’s energy decay. The resulting parameter ﬁelds
are spatially smooth and compressed using a lossless scheme similar to PNG. We show that this encoding removes two of the seven
dimensions, making it possible to handle large scenes such as entire
game maps within 100MB of memory. Run-time decoding is fast,
taking 100μs per source. We introduce an efﬁcient and scalable
method for convolutionally rendering acoustic parameters that generates artifact-free audio even for fast motion and sudden changes in
reverberance. We demonstrate convincing spatially-varying effects
in complex scenes including occlusion/obstruction and reverberation, in our system integrated with Unreal Engine 3TM .

Numerical wave simulation generates environmental sound effects
of compelling realism that complement visual effects, reveal information about occluded parts of the scene, and establish a scenedependent mood. But it is too expensive to compute in real time.
Precomputed approaches allow real-time performance for dynamic
sources in static scenes by storing the simulated impulse response
(IR) as a function of source and listener position. Memory cost is
prohibitive, requiring hundreds of megabytes even for a constrained
2D distribution of source locations in small scenes [Raghuvanshi
et al. 2010]. To render the acoustics at run-time, a convolution is
performed on the anechoic (unpropagated) audio signal emitted by
each source with the IR between the source and receiver locations.
This expensive processing is typically performed on a busy shared
audio core, allowing only a few dynamic sources.
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Introduction

We take a novel parametric approach to more compactly encode
the wave ﬁeld and render it faster. The acoustic ﬁeld in a typical
environment is spatially chaotic, making it hard to compress directly [Ajdler et al. 2006]. On the other hand, our perception of that
environment changes smoothly as we or the sound source moves
– the human auditory system extracts only a few salient properties such as loudness, directionality, and reverberance, not individual information about the huge number of diffracted and scattered
wavefront arrivals [Gade 2007]. We therefore convert a ﬁeld of IR
signals into a set of scalar ﬁelds corresponding to a few perceptual parameters (Figure 1). We observe that even in scenes of high
geometric complexity, each resulting parameter ﬁeld is smooth as
expected, which we exploit using lossless compression similar to
PNG. Our approach reduces memory by orders of magnitude compared to [Raghuvanshi et al. 2010]. Scaling results (Section 7) show
that spatial compression essentially removes an entire spatial dimension from the 6D ﬁeld over 3D source and listener locations.
Our run-time engine reverses the encoding to apply IRs that conform to the precomputed parameters. We capitalize on the considerable ﬂexibility involved using a novel, fast rendering algorithm. It
uses a small set of canonical ﬁlters, optimized to cover the parameter space, allow artifact-free linear interpolation, and yield physically plausible results. Instead of interpolating and convolving an
IR for each source, we split each source signal into scaled copies
and accumulate a sum over all sources for each canonical ﬁlter.
This ﬁxed-bus architecture produces identical results but largely reACM Transactions on Graphics, Vol. 33, No. 4, Article 38, Publication Date: July 2014
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Figure 1: Our high-order diffraction and diffuse reﬂection algorithms are used to generate plausible sound effects at interactive rates on
large static and dynamic scenes: (left) interior ofﬁce (154K triangles); (center) oil reﬁnery (245K triangles); (right) city (254K triangles).

Abstract
We present novel algorithms for modeling interactive diffuse reﬂections and higher-order diffraction in large-scale virtual environments. Our formulation is based on ray-based sound propagation
and is directly applicable to complex geometric datasets. We use an
incremental approach that combines radiosity and path tracing techniques to iteratively compute diffuse reﬂections. We also present
algorithms for wavelength-dependent simpliﬁcation and visibility
graph computation to accelerate higher-order diffraction at runtime.
The overall system can generate plausible sound effects at interactive rates in large, dynamic scenes that have multiple sound sources.
We highlight the performance in complex indoor and outdoor environments and observe an order of magnitude performance improvement over previous methods.
CR Categories: I.3.5 [Computer Graphics]: Computational Geometry and Object Modeling—Physically based modeling; I.3.5
[Computer Graphics]: Applications—Sound rendering;
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Introduction

Virtual environment technologies are widely used in different applications, including engineering design, training, architecture, and
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entertainment. In order to improve realism and immersion, it is important to augment visual perceptions with matching sound stimuli
and auralize the sound ﬁelds. The resulting auditory information
can signiﬁcantly help the user evaluate the environment in terms of
spaciousness and sound localization.
In this paper, we address the problem of interactive sound propagation and rendering in large-scale virtual environments composed of
multiple moving sources and objects. These include large urban environments spanning kilometers and made up of tens or hundreds of
buildings with multiple moving vehicles. Other scenarios include
large indoor environments such as auditoriums, ofﬁces, or factories
with volumes up to tens or hundreds of thousands of cubic meters.
The model complexity and large dimensions of these spaces result
in many acoustic effects including reﬂections, scattering between
the objects, high-order diffraction, late reverberation, echoes, etc.
The most accurate propagation algorithms for modeling various
acoustic effects are based on numerically solving the acoustic wave
equation. However, the complexity of these methods increases as a
linear function of the surface area of the primitives or the volume
of the acoustic space, and as at least a cubic function of the maximum simulated frequency. Recently, many wave-based precomputation techniques have been proposed for interactive applications
[James et al. 2006; Tsingos et al. 2007; Raghuvanshi et al. 2010;
Mehra et al. 2013; Yeh et al. 2013]. However, current algorithms
are limited to static scenes and the computational and memory requirements increase signiﬁcantly for large virtual environments.
Some of the widely used techniques for interactive sound propagation are based on geometric acoustics (GA) and use computations
based on ray theory. These are used to compute early reﬂections and
diffractions in static scenes [Funkhouser et al. 1998; Tsingos et al.
2001; Chandak et al. 2009] or to precompute reverberation effects
[Tsingos 2009; Antani et al. 2012b]. A major challenge is to extend these GA techniques to complex virtual worlds with multiple
moving objects or sources. In a large environment, surface scattering and edge diffraction components tend to overshadow specular
reﬂections after a few orders of reﬂection [Kuttruff 1995]. Recent
advances in ray tracing are used to develop fast sound propagation algorithms for dynamic scenes [Lentz et al. 2007; Pelzer and
Vorländer 2010; Taylor et al. 2012], but these methods still cannot
compute compute high-order edge diffraction or diffuse reﬂections
at interactive rates.
ACM Transactions on Graphics, Vol. 33, No. 4, Article 39, Publication Date: July 2014
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Figure 1: Eigenmode Compression: (Left) This complex Heptoroid model’s displacement eigenmode matrix has 194 audible modes, 81884
vertices, and consumes 186 MB. By approximating each eigenmode with moving least squares (MLS), and nonlinearly optimizing the control
points (shown in white), we compressed the entire model down to 3.1 MB—a 60:1 compression ratio—with negligible audible difference.
(Middle) mode #17 (2.67 kHz, 276 MLS control points), (Right) mode #53 (5.21 kHz, 610 MLS control points).

Abstract

1

We propose and evaluate a method for signiﬁcantly compressing
modal sound models, thereby making them far more practical for
audiovisual applications. The dense eigenmode matrix, needed to
compute the sound model’s response to contact forces, can consume
tens to thousands of megabytes depending on mesh resolution and
mode count. Our eigenmode compression pipeline is based on nonlinear optimization of Moving Least Squares (MLS) approximations. Enhanced compression is achieved by exploiting symmetry
both within and between eigenmodes, and by adaptively assigning
per-mode error levels based on human perception of the far-ﬁeld
pressure amplitudes. Our method provides smooth eigenmode approximations, and efﬁcient random access. We demonstrate that, in
many cases, hundredfold compression ratios can be achieved without audible degradation of the rendered sound.

3D modal sound models are one of the most effective and widely
used techniques for rigid-body sound in animation and virtual environments. These methods beneﬁt from the ability to precompute
a solid object’s eigenmode matrix and eigenfrequencies, to enable
rapid integration of decoupled eigenmode vibrations, which are linearly composed for sound synthesis; since we do not hear object
vibrations directly, acoustic transfer models can be precomputed
to efﬁciently estimate sound pressure at the virtual listeners’ positions. Previous decades have seen various advances to improve
their speed, real-time performance, quality, measurement, contact
dynamics, and acoustic radiation modeling, all to generally make
them faster and better.

Keywords: sound synthesis, modal analysis, eigenmode, contact sounds,
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Unfortunately, despite their 1000
success, high-quality 3D
800
modal sound models still
suffer from a serious, basic
600
limitation:
high memory
400
requirements. Simply storing
the precomputed displace200
ment eigenmode matrix U, a
large dense N -by-M matrix
0.5
1
1.5
Diameter (m)
for N/3 vertices and M
modes, requires N M ﬂoats—tens to hundreds of megabytes even
for small objects, dwarﬁng the size of other sound-model data,
such as acoustic transfer. The problem is worse for larger and
more complex objects, since they can have larger meshes (larger
N ) and more audible eigenmodes (larger M ). For example,
simply scaling up a large bronze bowl can quickly reach 1 GB
of eigenmode storage (see inset). To make matters worse, future
virtual worlds will involve not just one, but many distinct sound
objects, each contributing to potentially massive memory overhead.
Multi-gigabyte footprints are unacceptable and highly impractical
for many applications. Unfortunately, without knowing where
the objects are hit, or how they are temporally driven, or where
the listener will be, there is no principled way to a priori discard
eigenmodes without potentially degrading the achievable sound
quality.
Modal matrix size (MB)
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Introduction

To address this memory bottleneck without degradation to highquality modal sound, we propose an eigenmode compression
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Inverse-Foley Animation: Synchronizing rigid-body motions to sound
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Figure 1: Rigid-body motion from sound: Given a recording of contact sounds produced by passive object dynamics, Inverse Foley
Animation can estimate plausible rigid-body motions that have similar contact events occuring at similar times (Carton example).

Abstract
In this paper, we introduce Inverse-Foley Animation, a technique
for optimizing rigid-body animations so that contact events are
synchronized with input sound events. A precomputed database
of randomly sampled rigid-body contact events is used to build a
contact-event graph, which can be searched to determine a plausible sequence of contact events synchronized with the input sound’s
events. To more easily ﬁnd motions with matching contact times,
we allow transitions between simulated contact events using a motion blending formulation based on modiﬁed contact impulses. We
ﬁne tune synchronization by slightly retiming ballistic motions.
Given a sound, our system can synthesize synchronized motions
using graphs built with hundreds of thousands of precomputed motions, and millions of contact events. Our system is easy to use, and
has been used to plan motions for hundreds of sounds, and dozens
of rigid-body models.
CR Categories: I.3.7 [Computer Graphics]: Three-Dimensional Graphics
and Realism—Virtual Reality; I.6.8 [Simulation and Modeling]: Types of
Simulation—Animation; H.5.5 [Information Systems]: Information Interfaces and Presentation—Sound and Music Computing;
Keywords: motion control, rigid-body dynamics, motion graphs, sound
design, sound rendering, sound synthesis
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Introduction
Synchresis: “... the spontaneous and irresistible mental
fusion, completely free of any logic, that happens between a sound and a visual when these occur at exactly
the same time.” [Chion 1994]

If you hear contact sounds of an object bouncing around on the
ﬂoor, you can probably create a plausible picture in your mind of
what is happening. Unfortunately, computers and robots do not
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know how to hallucinate such motions just from the sound alone.
In this work, we explore how contact sounds can be used to automatically synthesize plausible synchronized animations. Beyond
pure intellectual curiosity, there are several reasons for doing so.
Applications include low-cost sound-based motion capture, where
plausible motion can be estimated or designed using sound alone.
Sound can also help improve video-based estimation of rigid-body
motion by providing contact event times, especially for blurry images of fast moving or small objects. In computer animation and
games, synchronized contact sounds are commonly added “after the
fact,” by hand, or with event-triggered sound clips, or using digital
sound synthesis. Unfortunately, manually adding sound to complex
animated phenomena can degrade audiovisual synchronization, especially for rigid body motion, where mis-synchronized sound and
impact events can be apparent. In contrast, digital sound synthesis
can compute synchronized sound directly from the physics-based
computer animation, but it can be difﬁcult to achieve the realism
of recorded sounds for many common objects. In this paper, we
explore an alternate computational way to ensure audio-visual synchronization for physically based animation, while retaining the
richness of pre-recorded and custom-designed sound effects.
Our technique, Inverse-Foley Animation (IFA), optimizes rigidbody animations to synchronize contact events with input sound
events. We explore this sound-constrained motion design problem
in the context of passive rigid-body dynamics (see Figure 1).
Given an input recording of contact sounds produced by a single
object, a user indentiﬁes contact event times when simulated rigidbody contact events likely occur. A virtual rigid-body dynamics
model is constructed that approximates the scenario in which the
sound was recorded. Since it is very difﬁcult, if not impossible, to
optimize a rigid-body simulation’s parameters (initial conditions,
restitution, friction, geometry, etc.) to produce contact events at
the exact same times, we use the following data-driven approach.
First, stochastic sampling is used to generate a rigid-body motion database, which we interpret as a library of rigid-body contact
events (nodes) connected by ballistic rigid-body motions (edges).
To help synthesize plausible contact event sequences that match the
desired event times, we construct a contact-event graph, and introduce additional transition edges between contact-event nodes with
similar attributes, e.g., similar orientation and velocity. By precomputing motion on a plane, we are able to globally adjust position,
and planar orientation of contact events, using suitable transformations. We blend from one post-impact trajectory to another by optimizing a small impulse correction to match the subsequent contact
state, e.g., orientation. A cost function is used to penalize implausible motion transitions, and to better synchronize with the sound.
Modest motion retiming is used to obtain perfect synchronization
ACM Transactions on Graphics, Vol. 33, No. 4, Article 41, Publication Date: July 2014
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Figure 1: Our system transfers high-ﬁdelity facial animation data from a source facial model to a target facial model while allowing the user
to control and edit the retargeted animation sequence in the spacetime domain.

Abstract

1

Recent technological advances in facial capture have made it possible to acquire high-ﬁdelity 3D facial performance data with stunningly high spatial-temporal resolution. Current methods for facial expression transfer, however, are often limited to large-scale
facial deformation. This paper introduces a novel facial expression
transfer and editing technique for high-ﬁdelity facial performance
data. The key idea of our approach is to decompose high-ﬁdelity
facial performances into high-level facial feature lines, large-scale
facial deformation and ﬁne-scale motion details and transfer them
appropriately to reconstruct the retargeted facial animation in an
efﬁcient optimization framework. The system also allows the user
to quickly modify and control the retargeted facial sequences in
the spatial-temporal domain. We demonstrate the power of our
approach by transferring and editing high-ﬁdelity facial animation
data from high-resolution source models to a wide range of target
models, including both human faces and non-human faces such as
“monster” and “dog”.

One of the most successful approaches for creating realistic facial
animation is the use of prerecorded facial data. However, in most
applications, the digital character that needs to be animated is often
not a digital replica of the performer. This inevitably requires solving the problem of transferring the recorded facial performances to
the desired facial model. The problem is challenging because the
target facial model generally has a size and proportions different
from the original actor.
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Introduction

For decades researchers in computer graphics and animation have
explored a number of approaches for 3D facial performance transfer, including geometric mapping, blendshape mapping and datadriven methods [Pighin and Lewis 2005]. However, current methods for facial performance transfer are mainly focused on largescale facial deformation. Due to recent technological advances in
facial capture [Beeler et al. 2011; Huang et al. 2011], which have
made it possible to acquire high-ﬁdelity 3D facial performances
with stunningly high spatial-temporal resolution, there is an increasing demand for transferring high-ﬁdelity facial performances
of a high-resolution source model to a desired target model.
Another challenge for facial performance cloning is the lack of control over the retargeted animation. In practice, no facial retargeting
system is perfect as the facial proportions of the source model could
be signiﬁcantly different from the desired target model. Therefore,
additional manual work by an animator is typically required to correct or adjust the retargeted animation. Even if the retargeting algorithm is perfect, the results of facial retargeting do not necessarily meet the requirements of the ﬁnal animation. For example, the
desired performance is not what the actor performed; the required
expression is not present in the motion capture data, or it needs to
be exaggerated [Havaldar 2006]. However, thus far, very few facial retargeting methods allow for adjustment and correction of the
retargeted facial performances.
In this paper, we present a new solution for transferring and editing
high-ﬁdelity facial animation. Our approach takes a source reference expression, a source facial animation sequence and a target
ACM Transactions on Graphics, Vol. 33, No. 4, Article 42, Publication Date: July 2014
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Figure 1: Real-time facial tracking and animation for different users using a single camera.
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We present a fully automatic approach to real-time facial tracking
and animation with a single video camera. Our approach does not
need any calibration for each individual user. It learns a generic
regressor from public image datasets, which can be applied to any
user and arbitrary video cameras to infer accurate 2D facial landmarks as well as the 3D facial shape from 2D video frames. The
inferred 2D landmarks are then used to adapt the camera matrix
and the user identity to better match the facial expressions of the
current user. The regression and adaptation are performed in an alternating manner. With more and more facial expressions observed
in the video, the whole process converges quickly with accurate facial tracking and animation. In experiments, our approach demonstrates a level of robustness and accuracy on par with state-of-theart techniques that require a time-consuming calibration step for
each individual user, while running at 28 fps on average. We consider our approach to be an attractive solution for wide deployment
in consumer-level applications.

With the wide spread of commodity RGBD cameras such as Microsoft’s Kinect, performance-driven facial animation, a high end
technology in ﬁlm and game production, is now ready for deployment in consumer-level applications. State-of-the-art techniques
[Weise et al. 2011; Bouaziz et al. 2013; Li et al. 2013] demonstrate
impressive real-time facial tracking and animation results by registering a DEM (Dynamic Expression Model) with the depth data
from an RGBD camera.
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Introduction

Video cameras, however, are more widely available on PCs and
mobile devices than RGBD cameras, and video-based facial tracking remains a challenging problem. The recent regression-based
algorithm proposed by Cao et al. [2013a] can reach the same level
of robustness and accuracy as demonstrated in RGBD-based algorithms, while requiring only an ordinary web camera. It learns a
3D shape regressor to infer the 3D positions of facial landmarks
from 2D video frames, which are then used to register the DEM.
The regressor and DEM, however, are constructed for each speciﬁc user in a time-consuming calibration step, which greatly hinders its practical adoption in consumer-level applications. The latest calibration-free techniques (e.g., [Saragih et al. 2011a]) often
assume weak perspective camera projection and can provide good
tracking results, but cannot achieve the level of robustness and accuracy demonstrated in [Weise et al. 2011; Cao et al. 2013a].
In this paper, we propose a fully automatic approach to robust and
efﬁcient facial tracking and animation with a single video camera.
Our approach does not need any calibration for each individual user.
It learns a generic regressor from public image datasets, which can
be applied to any user and arbitrary video cameras to infer accurate
2D facial landmarks as well as the 3D facial shape from 2D video
frames, assuming the user identity does not change across frames.
The inferred 2D landmarks are then used to adapt the camera matrix and the user identity to better match the facial expressions of
the current user. The regression and adaptation are performed in an
alternating manner, effectively creating a feedback loop. With more
and more facial expressions observed in the video, the whole process converges quickly with accurate facial tracking and animation.
To facilitate the above regression and adaptation processes, we inACM Transactions on Graphics, Vol. 33, No. 4, Article 43, Publication Date: July 2014

Rigid Stabilization of Facial Expressions
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Figure 1: Captured facial expressions always contain a superposition of rigid transformation due to head motion on top of the non-rigid
deformation caused by the expression (left: captured shapes). Rigid stabilization estimates and removes this rigid transformation given only
observations of the non-rigidly deforming skin, which allows to automatically extract the pure facial expression (right: stabilized shapes).

Abstract

1

Facial scanning has become the industry-standard approach for creating digital doubles in movies and video games. This involves capturing an actor while they perform different expressions that span
their range of facial motion. Unfortunately, the scans typically contain a superposition of the desired expression on top of un-wanted
rigid head movement. In order to extract true expression deformations, it is essential to factor out the rigid head movement for
each expression, a process referred to as rigid stabilization. In order to achieve production-quality in industry, face stabilization is
usually performed through a tedious and error-prone manual process. In this paper we present the ﬁrst automatic face stabilization
method that achieves professional-quality results on large sets of
facial expressions. Since human faces can undergo a wide range
of deformation, there is not a single point on the skin surface that
moves rigidly with the underlying skull. Consequently, computing the rigid transformation from direct observation, a common approach in previous methods, is error prone and leads to inaccurate
results. Instead, we propose to indirectly stabilize the expressions
by explicitly aligning them to an estimate of the underlying skull
using anatomically-motivated constraints. We show that the proposed method not only outperforms existing techniques but is also
on par with manual stabilization, yet requires less than a second of
computation time.

Human facial animation is one of the most important and widespread topics of computer graphics. However, it is also one of the
most challenging tasks, since audiences are well-trained to identify
even the slightest inaccuracies in facial performances, which can
lead to strong feelings of unfamiliarity and the infamous uncanny
valley effect. Despite several decades of research, we continue to
strive for perfectly realistic digital 3D face animation. In current
practices, facial animation is typically performed using a blendshape face rig, which consists of a set of face shapes that span the
range of desired expressions of the character. Using this rig, new
poses for animation can be created by blending different amounts
of the expression shapes together. Clearly, the quality of the ﬁnal
animation depends highly on the quality of the underlying blendshapes.
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Introduction

Face blendshapes can be created through manual sculpting, which
is common for creatures and other ﬁctional characters. However, for human-like characters the blendshapes are usually reconstructed by scanning real actors performing the expressions. Highresolution digital face scanning is a growing trend in the entertainment industry. This can be attributed to the increasing demand for
photorealistic digital actors, coupled with recent advances in highquality facial reconstruction [Ma et al. 2007; Beeler et al. 2010;
Bradley et al. 2010; Alexander et al. 2010; Beeler et al. 2011;
Huang et al. 2011; Ghosh et al. 2011; Fyffe et al. 2011]. In addition to entertainment demands, facial expression capture is a key
element of statistical face analysis, for example in the recent FaceWarehouse database [Cao et al. 2013a], and the latest trend is to
capture actor-speciﬁc blendshape rigs for real-time facial animation [Weise et al. 2011; Bouaziz et al. 2013; Li et al. 2013; Cao
et al. 2013b].
A major problem that arises when scanning actors performing different expressions is that the resulting scans contain both expression
movement as well as rigid head movement, since the actor cannot keep their head perfectly still while performing a wide range
of expressions (Figure 1, left). If the expression shapes contain
this ”baked-in” rigid motion, then any facial animation or statistical analysis constructed from the expressions will also contain
un-wanted rigid head motion. Therefore, the scanned expressions
must be rigidly aligned to a common frame of reference - which is
ACM Transactions on Graphics, Vol. 33, No. 4, Article 44, Publication Date: July 2014
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Figure 1: Starting from an unstructured 3D point cloud, we deﬁne morphological operators based on a single projection procedure and
propose advanced shape analysis applications in the form of simple sequences of these operators.

Abstract
We introduce a complete morphological analysis framework for 3D
point clouds. Starting from an unorganized point set sampling a
surface, we propose morphological operators in the form of projections, allowing to sample erosions, dilations, closings and openings of an object without any explicit mesh structure. Our framework supports structuring elements with arbitrary shape, accounts
robustly for geometric and morphological sharp features, remains
efﬁcient at large scales and comes together with a speciﬁc adaptive sampler. Based on this meshless framework, we propose applications which beneﬁt from the non-linear nature of morphological
analysis and can be expressed as simple sequences of our operators, including medial axis sampling, hysteresis shape ﬁltering and
geometry-preserving topological simpliﬁcation.
CR Categories: Computer Methodologies [Computer Graphics]:
Shape Modeling—Point-based Models, Shape Analysis;
Keywords: point-based modeling, shape analysis, morphology
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Introduction

Point-based modeling aims at processing, analyzing and interacting with digital shapes which are represented by unorganized point
samplings without any explicit connectivity. The related set of
meshless operators are particularly attractive in the context of 3D
and 4D capture but can also beneﬁt any computer graphics application as long as they can provide a point sampling of their surface
models. For instance multiple registered range maps coming from
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laser scanners, dense point sets generated using multiview stereovision or large polygon soups designed in CAD software can all be
expressed as a list of point samples with attributes and consequently
be processed within the same point-based pipeline.
Standard point-based methods take place at the earliest stages of
the processing pipeline, prior to mesh reconstruction and are often
based on operators which alter the point sampling and embedding.
The majority of these operators mimic the classical signal processing primitives, namely ﬁltering, sampling and reconstruction. They
commonly allow to remove noise, increase/decrease the point density or improve its distribution. Although these local geometric
computations signiﬁcantly enhance data quality for the upcoming
processing steps, the global analysis of the shape is usually delayed
until post-meshing stages, where the mesh connectivity makes it
possible explore its components, medial structures and topology.
This typical pipeline has two major drawbacks: ﬁrst, the shape analysis is performed too late to avoid dealing with topology changes
and large geometric alterations on a mesh structure, which is often
unstable and prone to artifacts, in particular when the manifoldness of the mesh is not guaranteed; second, the meshing process
itself would beneﬁt from this analysis if performed at the earliest
stages. Actually, it would be preferable to deﬁne shape analysis
methods which can act directly on the point set and inﬂuence the
global geometry and (implicit) topology of the shape prior to the
reconstruction of a mesh, if ever required.
Among the various shape analysis frameworks that exist for structured 2D and 3D data, mathematical morphology appears as one
of the most powerful and versatile, with the advantage of providing a large number of high level shape transformations employing
a restricted set of operators. Image ﬁltering, segmentation, skeletonization, recognition and many other processes have successfully
beneﬁted from discrete mathematical morphology, in the context of
medical imaging, metrology and robotics.
In this paper, we propose point morphology (see Fig. 1), a complete
morphological framework for analyzing and processing 3D point
sets (Sec 3). Using a new model for the underlying structuring
element (Sec. 3.2), we reformulate the basic morphological operators, namely erosion and dilation, as projections (Sec 3.3). Used
with a new feature-aware point sampler (Sec 3.5), we deﬁne closing
and opening accounting robustly for the sharp morphological structures which appear even on simple shapes, keeping computations
tractable.
ACM Transactions on Graphics, Vol. 33, No. 4, Article 45, Publication Date: July 2014
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Figure 1: Floating Scale Surface Reconstruction example. 6 out of 384 input images of a multi-scale dataset (left). Registered images are
processed with multi-view stereo which yields depth maps with drastically different sampling rates of the surface. Our algorithm is able to
accurately reconstruct every caputured detail of the dataset using a novel multi-scale reconstruction approach (right).

Abstract

1

Any sampled point acquired from a real-world geometric object or
scene represents a ﬁnite surface area and not just a single surface
point. Samples therefore have an inherent scale, very valuable information that has been crucial for high quality reconstructions. We
introduce a new method for surface reconstruction from oriented,
scale-enabled sample points which operates on large, redundant and
potentially noisy point sets. The approach draws upon a simple yet
efﬁcient mathematical formulation to construct an implicit function
as the sum of compactly supported basis functions. The implicit
function has spatially continuous “ﬂoating” scale and can be readily evaluated without any preprocessing. The ﬁnal surface is extracted as the zero-level set of the implicit function. One of the key
properties of the approach is that it is virtually parameter-free even
for complex, mixed-scale datasets. In addition, our method is easy
to implement, scalable and does not require any global operations.
We evaluate our method on a wide range of datasets for which it
compares favorably to popular classic and current methods.

Surface reconstruction from sampled data is a long-standing and extensively studied topic in computer graphics. Consequently, there
exists a broad and diverse range of methods with various strengths
and weaknesses. One well-known example is VRIP [Curless and
Levoy 1996], an efﬁcient and scalable method able to create high
quality models. Due to these properties, it was extensively used in
the context of the Digital Michelangelo project [Levoy et al. 2000]
to merge the captured range images. Since then many new techniques were developed that, e.g., use more advanced mathematical
concepts, are able to smoothly interpolate holes, or employ hierarchical techniques. These approaches come, however, often at
the cost of limited efﬁciency, scalability or certain quality issues.
Moreover, they frequently treat reconstruction as completely separate from the actual sample acquisition process.
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Introduction

Our goal in this paper is to present a method that is able to efﬁciently reconstruct high quality meshes from acquired sample
data even for large and noisy datasets using a virtually parameterfree method. Examples of such reconstructions from hundreds of
millions of samples are the Fountain dataset (Figure 1) and the
full-sized David statue (Figure 12) from the Digital Michelangelo
project [Levoy et al. 2000]. Following on earlier work, we attach
a scale value to each sample which provides valuable information
about the surface area each sample was acquired from.
The sample scale can in general be easily derived from the acquisition process (e.g., from the sample footprint in a structured light
scan or the patch size in a multi-view stereo algorithm). This deﬁnition of scale that has been used in prior work [Muecke et al. 2011;
Fuhrmann and Goesele 2011]. Knowing scale allows us to reliably
identify redundancy in the samples and avoid intermingling data
captured at different scales (such as in multi-view stereo depth maps
reconstructed from images at various distances to the geometry, as
shown in Figure 1). Without scale information, datasets containing
non-uniform redundancy, sample resolution or noise characteristics
will, in general, lead to poor reconstructions. Many methods do
adapt the reconstruction resolution to the input data in some way.
These decisions, however, are often based on the density of the input data. Figure 2 shows a common case that demonstrates why
density and scale are not always related: An increased sample denACM Transactions on Graphics, Vol. 33, No. 4, Article 46, Publication Date: July 2014
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Figure 1: From a noisy input point set of 87K points (a) we hierarchically build a reduced Gaussian mixture representing its density (b).
On this mixture, a Continuous Projection operator is applied, which efﬁciently produces an L1 reconstruction of 72K point positions (c) at
∼ 9 FPS. In contrast, an L2 reconstruction (d) with small feature-preserving kernel exhibits heavily visible noise (top), while a larger kernel
biases and oversmoothes the result (bottom). Our method runs at up to 7 times the speed of a fast GPU implementation of standard WLOP
while providing comparable or even better quality, allowing for interactive robust reconstruction of unordered dynamic point sets.

Abstract

1

With better and faster acquisition devices comes a demand for fast
robust reconstruction algorithms, but no L1 -based technique has
been fast enough for online use so far. In this paper, we present a
novel continuous formulation of the weighted locally optimal projection (WLOP) operator based on a Gaussian mixture describing
the input point density. Our method is up to 7 times faster than
an optimized GPU implementation of WLOP, and achieves interactive frame rates for moderately sized point clouds. We give a
comprehensive quality analysis showing that our continuous operator achieves a generally higher reconstruction quality than its discrete counterpart. Additionally, we show how to apply our continuous formulation to spherical mixtures of normal directions, to also
achieve a fast robust normal reconstruction.

In recent years, many robust surface reconstruction techniques have
been developed that can deal with a variety of acquisition errors
like noise, outliers, missing data (holes) or registration artifacts.
They are commonly based on a robust L1 -optimization approach
and are able to produce high-quality output despite very difﬁcult
data. However, current L1 techniques are typically too expensive
to achieve interactive reconstruction times for at least moderately
sized point sets, even for parallel implementations. Hence, due to
their nature, they are designed for quality rather than performance.
The availability of modern online acquisition devices has however
created new research challenges in performing instant surface reconstruction of such dynamic point data. A variety of methods have
recently been proposed for online L2 reconstruction of static [Izadi
et al. 2011] as well as dynamic scenes [Zhou et al. 2008]. However, a major challenge for a dynamic point-based reconstruction
technique is its robust performance in the face of corrupt and noisecontaminated data, as is commonly given in real-world scanning
scenarios due to sensor accuracy, occlusions, imperfect registration
and other issues.
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Introduction

In this paper, we introduce a highly efﬁcient variant of the locally
optimal projection (LOP) operator [Lipman et al. 2007]. LOP robustly ﬁts a set of resampling particles to a noisy point cloud by iteratively applying a system of attractive forces deﬁned by the input
points. Characteristically, LOP requires high computational effort
for the iterative evaluation of all mutual forces between the particles and the discrete set of points. Our approach reformulates this
operator to be applicable to a much more compact, continuous representation of the point cloud’s attractive potential ﬁeld. We use a
Gaussian mixture model (GMM) to describe the point cloud’s density in a geometry-preserving manner and show how to compute an
efﬁcient analytic solution to the integral forces exerted on the particles by each of its continuous components. By operating on a small
set of Gaussians instead of the large input point cloud, Continuous
LOP (CLOP) achieves speedups of up to a factor of 7 over a comparable LOP implementation on the GPU. This makes a robust reconstruction at interactive frame rates for moderately sized dynamic
point sets possible (see Figure 1). We also demonstrate that the
ACM Transactions on Graphics, Vol. 33, No. 4, Article 47, Publication Date: July 2014
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Figure 1: Eustoma model generated with our technique. From a CT volume (a) of a sample ﬂower (b: photograph), we reconstructed a
ﬂower model (c). Pane (x) is a cross section of the volume (a). The reconstructed ﬂower model was rendered with texture (d).

Abstract
This paper presents a novel three dimensional (3D) ﬂower modeling technique that utilizes an X-ray computed tomography (CT)
system and real-world ﬂowers. Although a CT system provides
volume data that captures the internal structures of ﬂowers, it is
difﬁcult to accurately segment them into regions of particular organs and model them as smooth surfaces because a ﬂower consists
of thin organs that contact one another. We thus introduce a semiautomatic modeling technique that is based on a new active contour model with energy functionals designed for ﬂower CT. Our
key idea is to approximate ﬂower components by two important
primitives, a shaft and a sheet. Based on our active contour model,
we also provide novel user interfaces and a numerical scheme to ﬁt
these primitives so as to reconstruct realistic thin ﬂower organs efﬁciently. To demonstrate the feasibility of our technique, we provide
various ﬂower models reconstructed from CT volumes.
CR Categories: I.3.5 [Computer Graphics]: Computational Geometry and Object Modeling; I.3.6 [Computer Graphics]: Methodology and Techniques—Interaction Techniques; I.4.6 [Image Processing]: Segmentation—Edge and feature detection.
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Introduction

Plant modeling has been an important and challenging problem in
the graphics community. Various interesting methods, including
procedural modeling [Prusinkiewicz and Lindenmayer 1990; Palubicki et al. 2009], image-based modeling [Quan et al. 2006], and
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sketch-based modeling [Ijiri et al. 2005; Anastacio et al. 2009],
have been presented and have achieved some realistic tree and
plant models. However, it remains difﬁcult to model complex ﬂowers, because ﬂowers usually contain highly occluded structures and
many thin organs contacting one another.
One effective way to model ﬂowers is by reconstruction from realworld samples. The goal of this paper is to present a reconstruction technique for realistic and complex ﬂower models. We use an
X-ray computed tomography (CT) system that provides grayscale
volumes whose intensity corresponds to X-ray attenuation rates
and that can clearly capture internal structures of ﬂowers (Fig. 1a).
Anatomically, a ﬂower consists of six types of organs: stem, receptacle, pistil, stamen, petal, and sepal [Glimn-Lacy and Kaufman
2006]. Given a ﬂower CT volume, we construct surface models of
these organs. For two reasons, however, this is a computationally
challenging problem. One is that a ﬂower consists of many thin
organs with similar CT intensities, and the other is that a ﬂower
has many sheet-like organs (e.g., petals) that contact one another.
Generally, it is difﬁcult to segment such regions when using conventional approaches [Adams and Bischof 1994; Boykov and Jolly
2001].
In this paper, we propose a novel semi-automatic modeling technique based on a new active contour model consisting of active
curves and surfaces. We approximate ﬂower components by two
key primitives, a shaft and a sheet, and ﬁt them to the CT volume
with our active curve and surface models. When ﬁtting a shaft, we
compute its axis by using the active curve. When ﬁtting a sheet,
we ﬁrst compute a boundary curve network consisting of the active
curves and then interpolate the network by using the active surface.
We design active curve and surface energies speciﬁc to ﬂower organs and present an efﬁcient numerical scheme for our primitive
ﬁtting based on a shortest path algorithm and gradient descent optimization. We also provide a set of user interfaces for modeling
each of the six ﬂower organs intuitively with our active curves and
surfaces.
Our implementation works in real-time, and it ﬁts the primitives
immediately when the user speciﬁes control points. Fig. 1 shows a
Eustoma model, generated by our technique in 30 min interaction,
in which occluded internal organs and wavy petals were properly
reconstructed. Because the ﬂower models are reconstructed from
real-world samples, they are potentially suitable for botanical observations as well as for use in realistic animations and simulations.
ACM Transactions on Graphics, Vol. 33, No. 4, Article 48, Publication Date: July 2014
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Abstract
We present a technique for analyzing a set of animal gaits to predict
the gait of a new animal from its shape alone. This method works on
a wide range of bipeds and quadrupeds, and adapts the motion style
to the size and shape of the animal. We achieve this by combining
inverse optimization with sparse data interpolation. Starting with
a set of reference walking gaits extracted from sagittal plane video
footage, we ﬁrst use inverse optimization to learn physically motivated parameters describing the style of each of these gaits. Given
a new animal, we estimate the parameters describing its gait with
sparse data interpolation, then solve a forward optimization problem to synthesize the ﬁnal gait. To improve the realism of the results, we introduce a novel algorithm called joint inverse optimization which learns coherent patterns in motion style from a database
of example animal-gait pairs. We quantify the predictive performance of our model by comparing its synthesized gaits to ground
truth walking motions for a range of different animals. We also apply our method to the prediction of gaits for dinosaurs and other
extinct creatures.
CR Categories: I.3.7 [Computer Graphics]: Three-Dimensional
Graphics and Realism—Animation;
Keywords: character animation,optimization,locomotion
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Introduction

The animals seen in nature come in a great variety of shapes and
sizes, and move in a similarly diverse range of ways. Although the
availability of video footage and motion capture data makes it easy
to see how these animals locomote, natural curiosity compels us to
wonder beyond this data to the motions of other creatures. How
might animals which we don’t have data for move? Can the gaits
of living animals be used to guess at the gait for a dinosaur?
Our approach to gait synthesis takes a step toward answering these
questions by using a database of real-world gaits captured from 2D
sagittal plane video data to learn a model of how different animals
walk. We can then synthesize physically valid (sagittally dominant) walking gaits for other animals according to the similarity of
their shapes to the different animals in the database. This form of
generalization is made difﬁcult by the fact that many of its most
∗ e-mail:kwampler@adobe.com
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interesting applications are on to creatures (such as dinosaurs) with
a shape substantially different than anything currently living. This
necessitates a method which not only captures the salient aspects of
the gaits for the animals for which we do have data, but which is
also well-suited for generalizing these gaits to new creatures.
Our approach to addressing these issues is based on a combination
of inverse optimization and sparse data interpolation, and in particular upon a novel algorithm called joint inverse optimization which
uniﬁes these two concepts. The term joint in this case does not refer
to the animal’s joints, but rather to the fact that this technique solves
an inverse optimization problem jointly across multiple animals simultaneously. This method takes as input a database of animal gaits
extracted from video footage, and processes it into a compact form
describing the style of each gait. This style is captured with a set
of biologically meaningful parameters describing, for instance, the
relative preference for using different joints, the stiffness of these
joints, and the preference for avoiding motions likely to cause the
animal to trip. Unlike approaches such as [Liu et al. 2005] relying on traditional inverse optimization, our joint inverse optimization approach ensures that the learned parameters are well-suited to
generalization onto new animals. Thus, instead of learning speciﬁc
values of these parameters from a single motion, we learn coherent
patterns between the parameters for an entire set of different motions. These coherent patterns in style are then used to guess the
manner in which a new input animal should move. To the best of
our knowledge this is the ﬁrst method attempting to synthesize realistic motions across a wide range of both bipedal and quadrupedal
animals. This allows the synthesis of visually plausible gaits for
a wide range of extinct animals, and is validated to be more accurate than several potential alternative approaches at reproducing the
gaits of a range of living animals for which we do have data.

2

Related Work

The synthesis of realistic legged locomotion is a well-studied but
difﬁcult problem in character animation. Although part of this difﬁculty is inherent in the synthesis of locomotion (realistic or otherwise) for complex characters, synthesizing realistic locomotion
presents the particular challenge in that it requires a precise deﬁnition of what constitutes “realistic”. Although this problem can be
addressed by relying on an artist or expert in the creation of the motion [Raibert and Hodgins 1991; Yin et al. 2007; Coros et al. 2010;
Kry et al. 2009; de Lasa et al. 2010], the most common method for
realistic locomotion synthesis is probably to rely on motion capture
or video data as a guide. This use of real-wold motion data is seen
in methods which directly rearrange and replay existing motions
[Bruderlin and Williams 1995; Witkin and Popović 1995; Lee et al.
2002; Arikan and Forsyth 2002; Kovar et al. 2002] or which take
a set of related motions for a character and use these to create new
motions for the same character [Safonova et al. 2004; Wei et al.
2011].
The reliance of many methods on pre-existing motion data poses
a special problem when it comes to the synthesis of realistic locomotion for animals. Not only is it substantially harder to acquire
motion data for animals than for humans, but there is also the more
fundamental problem that acquiring motion data for extinct or ﬁctional animals is impossible even in principle. Thus while some
techniques have been developed to successfully synthesize animal
ACM Transactions on Graphics, Vol. 33, No. 4, Article 49, Publication Date: July 2014
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Abstract
We present a general approach for simulating and controlling a human character that is riding a bicycle. The two main components
of our system are ofﬂine learning and online simulation. We simulate the bicycle and the rider as an articulated rigid body system.
The rider is controlled by a policy that is optimized through ofﬂine learning. We apply policy search to learn the optimal policies,
which are parameterized with splines or neural networks for different bicycle maneuvers. We use Neuroevolution of Augmenting
Topology (NEAT) to optimize both the parametrization and the parameters of our policies. The learned controllers are robust enough
to withstand large perturbations and allow interactive user control.
The rider not only learns to steer and to balance in normal riding situations, but also learns to perform a wide variety of stunts, including wheelie, endo, bunny hop, front wheel pivot and back hop.
CR Categories: I.3.7 [Computer Graphics]: Three-Dimensional
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Introduction

The bicycle was voted as the best invention since the 19th century
[BBC 2005] because it is an inexpensive, fast, healthy and environmentally friendly mode of transportation. However, riding a
bicycle is nontrivial due to its inherently unstable dynamics: The
bike will fall without forward momentum and the appropriate human control. Getting onto the bike, balancing, steering and riding
on bumpy roads all impose different challenges to the rider. As one
important child development milestone, learning to ride a bicycle
often requires weeks of practice. We are interested to ﬁnd whether
it is possible to use a computer to mirror this learning process. In
addition to the basic maneuvers, the most skillful riders can jump
over obstacles, lift one wheel and balance on the other, and perform
a large variety of risky but spectacular bicycle stunts. Performing stunts requires fast reaction, precise control, years of experience and most importantly, courage, which challenges most people.
Can we design an algorithm that allows computers to automatically
learn these challenging but visually exciting bicycle stunts?
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Figure 1: A human character performs stunts on a road bike, a
BMX bike and a unicycle.

Designing an algorithm to learn to ride a bicycle presents unique
challenges. Riding a bicycle involves complex interactions between
a human rider and a bicycle. While the rider can actively control
each joint, the bicycle is a passive system that can only be controlled by the human rider. To control a single degree of freedom
(DOF) of a bicycle, coordinated motions of multiple DOFs of the
rider are required. Moreover, the main difﬁculty in locomotion is
to control an under-actuated system by exploiting external contact
forces. Manipulating contact forces on a bicycle is indirect. All
of the rider’s control forces need to ﬁrst go through the bicycle dynamics to affect the ground reaction forces and vice versa. This
extra layer of bicycle dynamics between the human control and the
contact forces adds another layer of complexity to the locomotion
control. Balance on a bicycle is challenging due to its narrow tires.
The limited range of human motion on a bicycle makes balance
even harder. When the character’s hands are constrained to hold
the handlebar and their feet are on the pedals, the character loses
much of the freedom to move various body parts. He or she cannot employ ankle or hip postural strategies or wave their arms to
effectively regulate the linear and the angular momenta.
Balance during bicycle stunts is far more challenging than normal
riding. As a stunt example that illustrates the balance issues we plan
to tackle, consider a bicycle endo (bottom-left image of Figure 1), in
which the rider lifts the rear wheel of the bicycle and keeps balance
on the front wheel. In this pose, the rider encounters both the longitudinal and lateral instabilities. The small contact region of one
wheel and the lifted center of mass (COM) due to the forward leaning conﬁguration exacerbate the balance problem. Furthermore, the
off-the-ground driving wheel makes any balance strategies that involve acceleration impossible. The unstable conﬁgurations and the
restricted actions signiﬁcantly increase the difﬁculty of balance during a stunt.
This paper describes a complete system for controlling a human
character that is riding a bicycle in a physically simulated environment. The system consists of two main components: simulating the
ACM Transactions on Graphics, Vol. 33, No. 4, Article 50, Publication Date: July 2014
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Figure 1: An example of the synthesized animation (downsampled from the original 30 fps). Frame 1: balancing in the user-speciﬁed ready
stance. Frames 2,3: The character anticipates that the ball would hit it and dodges down. Frame 4: anticipation pose to get enough leg swing
momentum. Frames 5,6,7: swinging the leg around and following with the rest of the body to end up again in the ready stance. The ready
stance facing direction was not given as a goal.

Abstract

1

We present a Model-Predictive Control (MPC) system for online
synthesis of interactive and physically valid character motion. Our
system enables a complex (36-DOF) 3D human character model to
balance in a given pose, dodge projectiles, and improvise a get up
strategy if forced to lose balance, all in a dynamic and unpredictable
environment. Such contact-rich, predictive and reactive motions
have previously only been generated ofﬂine or using a handcrafted
state machine or a dataset of reference motions, which our system
does not require.

Production of 3D character animation is a slow, laborious process. Further, if one aims for expressive interaction and realism, the amount of animation required in interactive software like
games is practically inﬁnite. A long line of research addresses
these problems by seeking to transform the animator or game designer into a choreographer who commands virtual agents that algorithmically synthesize the desired motions based on high-level
goals. Successful synthesis results in physical validity (realistic
body part masses and muscle forces, respecting non-penetrating
contacts and friction), and leads naturally to movement qualities
like “squash-and-stretch” and anticipation [Witkin and Kass 1988;
Lasseter 1987].Following the seminal work of, e.g., Witkin and
Kass [1988] and Sims [1994], basic behaviors such as balancing
and locomotion can now be generated in real-time, and ofﬂine systems exist for synthesizing more complex motions [Geijtenbeek
et al. 2011; Al Borno et al. 2013; Erez et al. 2013]. However, online, interactive synthesis of difﬁcult, contact-rich movements, such
as acrobatics, remains a challenge, particularly in unpredictable dynamic environments where prior animation or motion capture data
is unavailable.

For each animation frame, our system generates trajectories of character control parameters for the near future — a few seconds —
using Sequential Monte Carlo sampling. Our main technical contribution is a multimodal, tree-based sampler that simultaneously
explores multiple different near-term control strategies represented
as parameter splines. The strategies represented by each sample
are evaluated in parallel using a causal physics engine. The best
strategy, as determined by an objective function measuring goal
achievement, ﬂuidity of motion, etc., is used as the control signal
for the current frame, but maintaining multiple hypotheses is crucial
for adapting to dynamically changing environments.

Introduction
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This paper tackles the problem using a novel approach based on
Sequential Monte Carlo (SMC) methods for multimodal tracking,
here applied to trajectory optimization and Model-Predictive Control (MPC). We present a trajectory optimization system with two
key design goals: 1) the resulting movement should be creative and
interesting with minimal input data, i.e., goals and constraints instead of pre-made animation or motion capture data, and 2) the
system should operate at an interactive frame rate at design time,
enabling rapid iteration of the goals and constraints. The output of
our system is a time-varying control strategy that drives the character towards the speciﬁed goals, while accounting for changes
in the environment. Furthermore, the output can be mapped to a
more lightweight runtime controller using standard machine learning techniques.
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We score the potential control strategies by an objective function
(a ﬁtness function) that measures goal attainment and the physical properties of the motion. The function is highly non-convex
and multimodal, reﬂecting the fact that many strategies may lead
to the desired goal. Naturally, some are better than others —
smoother, use less energy, “more natural”; however, ﬁnding the
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Breathing Life into Shape:
Capturing, Modeling and Animating 3D Human Breathing
Aggeliki Tsoli∗ Naureen Mahmood† Michael J. Black‡
Max Planck Institute for Intelligent Systems, Tübingen, Germany

Figure 1: Animating breathing. Here we add realistic breathing shape deformations to a 3D model of a person running. The Euclidean
distances between vertices of the breathing and non-breathing model are color coded (red is large, blue is small). Here the runner is breathing
mostly with the chest and the temporal pattern of breathing was animated by a “breath actor.”

Abstract

1

Modeling how the human body deforms during breathing is important for the realistic animation of lifelike 3D avatars. We learn
a model of body shape deformations due to breathing for different breathing types and provide simple animation controls to render lifelike breathing regardless of body shape. We capture and
align high-resolution 3D scans of 58 human subjects. We compute deviations from each subject’s mean shape during breathing,
and study the statistics of such shape changes for different genders,
body shapes, and breathing types. We use the volume of the registered scans as a proxy for lung volume and learn a novel non-linear
model relating volume and breathing type to 3D shape deformations and pose changes. We then augment a SCAPE body model
so that body shape is determined by identity, pose, and the parameters of the breathing model. These parameters provide an intuitive
interface with which animators can synthesize 3D human avatars
with realistic breathing motions. We also develop a novel interface for animating breathing using a spirometer, which measures
the changes in breathing volume of a “breath actor.”

We describe a method to animate realistic breathing in virtual humans with a simple intuitive interface. Realistic human models and
avatars are common in movies and video games. While 3D body
scanning technology produces realistic looking 3D body meshes,
making them look “alive” requires that they breathe. Moreover,
breathing is part of body language and is important for conveying emotions. Apart from visually pleasing animations in the ﬁlm
or video game industry, realistic animation of breathing is also essential in the medical domain (e.g. for planning radiation therapy).
Given the importance of breathing, there are surprisingly few techniques that produce realistic breathing motions, across a range of
body shapes, without extensive animation by hand.
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Introduction

Modeling breathing in a realistic, lifelike way is a hard problem.
First, it entails modeling subtle yet complex deformations of the human body that vary across time and context. Second, breathing has
a time-varying global effect on the human body; it induces shape
change mainly in the torso, but also posture changes over the whole
body. Previous work on animating breathing 3D avatars has been
either limited in realism or does not generalize easily to new shapes
and breathing types [Park and Hodgins 2006; Promayon et al. 1997;
Sanders et al. 2009; Zordan et al. 2004; Veltkamp and Piest 2009].
We propose a new approach for modeling body deformations due to
breathing using high-resolution 3D human scans, a statistical model
of the human body, and physiological parameters related to respiration. An example of animating the breathing of a running character
is shown in Fig. 1. To capture the subtle and complex deformations of the human body shape due to breathing, we scanned 58
human subjects at multiple time instants during natural breathing.
High resolution triangulated meshes were captured using 22 pairs of
stereo cameras and a random projected texture pattern together with
22 color cameras and a white-light ﬂash system; this system gives
high quality 3D meshes with registered texture. To elicit a range
of deformations, subjects were asked to breathe normally, with the
chest, and with the stomach. To separate breathing-induced shape
change in our data from pose-induced shape change, we register all
scans to a statistical model of body shape and pose variation. We
compute a mean shape for each subject and the deviations from the
mean due primarily to breathing.
We perform principal component analysis (PCA) on the estimated
breathing deformations to produce a low-dimensional model of
ACM Transactions on Graphics, Vol. 33, No. 4, Article 52, Publication Date: July 2014

Fast Multipole Representation of Diffusion Curves and Points
Timothy Sun∗

Papoj Thamjaroenporn∗

Changxi Zheng

Columbia University

(a)

(b)

(c)

(d)

(e)

(f)
(f)
(f

Figure 1: Starry Night: Starting with two diffusion curve images (a) and (b), the moon in (b) is cloned into (a), producing (c). Diffusion
points are added to simulate stars (d) and an aurora (e). For the reﬂection on the lake (f), the hue is shifted towards green. Finally, (e) and (f)
are composited with a mask to produce the ﬁnal image on the right. Note that the reﬂection is darker away from the horizon. All these editing
operations were performed on the fast multipole representation.

Abstract

1

We propose a new algorithm for random-access evaluation of diffusion curve images (DCIs) using the fast multipole method. Unlike
all previous methods, our algorithm achieves real-time performance
for rasterization and texture-mapping DCIs of up to millions of
curves. After precomputation, computing the color at a single pixel
takes nearly constant time. We also incorporate Gaussian radial
basis functions into our fast multipole representation using the fast
Gauss transform. The fast multipole representation is not only a
data structure for fast color evaluation, but also a framework for
vector graphics analogues of bitmap editing operations. We exhibit
this capability by devising new tools for fast diffusion curve Poisson
cloning and composition with masks.

Diffusion curves [Orzan et al. 2008] are powerful vector graphics
primitives for creating smoothly shaded images. Roughly, userdeﬁned colors along a set of control curves are diffused across the entire image plane. This model is compact and resolution-independent
like traditional vector graphics models, and its increasing popularity has motivated recent work on improving its runtime evaluation
performance [Pang et al. 2012; Jeschke et al. 2009; Ilbery et al.
2013], extending its expressiveness [Bezerra et al. 2010; Finch et al.
2011], shading volumetric objects [Takayama et al. 2010], and texturing [Sun et al. 2012].
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Introduction

One trend for rasterizing diffusion curve images makes use of boundary element methods (BEMs), which start by precomputing color
derivatives along the control curves. Current BEM-based algorithms [Sun et al. 2012; Ilbery et al. 2013] accelerate color evaluation by introducing adaptive schemes or evaluating several points
at once, but none are able to render images in real time.
In this paper, we propose a different BEM method, the fast multipole
representation (FMR), for rendering DCIs. The FMR stores a lattice
on the image plane, and for any point located in a cell, its color is described by a precomputed asymptotic expansion at the cell’s center
and a boundary integral of a few nearby curves. This representation
produces a continuous color distribution nearly identical to the original DCI. In contrast to previous methods, our color evaluation per
pixel has nearly constant complexity after precomputation except in
rare cases where many curves meet at a point.
Furthermore, using the fast Gauss transform [Greengard and Strain
1991], the FMR can also represent Gaussian radial basis functions,
which we call diffusion points in this context. We use diffusion
points for adding simple effects (Figure 1) to DCIs that are inefﬁcient to achieve with just diffusion curves. Unlike DCIs, evaluating
an image composed of diffusion points requires no boundary integral, and thus each pixel can be rendered in constant time.
ACM Transactions on Graphics, Vol. 33, No. 4, Article 53, Publication Date: July 2014
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Figure 1: The proposed system automatically reﬁnes sketch lines (a, c, e) (created by different users) roughly traced over a single image in
a three-level optimization framework. The reﬁned sketches (b, d, f) show closer resemblance to the traced images and are often aesthetically
more pleasing, as conﬁrmed by the user study. Image credits: John Ragai; Jeremy G.; Aubrey.

Abstract

1

We present a new image-guided drawing interface called EZSketching, which uses a tracing paradigm and automatically corrects sketch lines roughly traced over an image by analyzing and
utilizing the image features being traced. While previous edge
snapping methods aim at optimizing individual strokes, we show
that a co-analysis of multiple roughly placed nearby strokes better captures the user’s intent. We formulate automatic sketch improvement as a three-level optimization problem and present an efﬁcient solution to it. EZ-Sketching can tolerate errors from various
sources such as indirect control and inherently inaccurate input, and
works well for sketching on touch devices with small screens using
ﬁngers. Our user study conﬁrms that the drawings our approach
helped generate show closer resemblance to the traced images, and
are often aesthetically more pleasing.

Freeform drawing gives artists complete freedom but is rather difﬁcult to master. In contrast, the technique commonly known as “under painting” provides a target image as visual guidance and allows
users to paint or draw over it. This method has been widely adopted
by novice users as a means to improve their drawing skills, and to
generate a plausible drawing that otherwise they cannot achieve.
It has also been extensively used by professionals to improve the
composition and layout accuracy of their art work derived from the
image.
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Introduction

One popular drawing style is line drawing, i.e., using abstract
strokes to depict the shapes of objects in a scene. When drawing
over an image, the user usually wants input strokes to be aligned
with object boundaries for drawing accuracy. However, accurate
tracing is easy to achieve only when it is operated under direct manipulation and an input device is accurate, e.g., tracing a printed
photo with a pencil. Due to the gap between the control space and
the display space, indirect interaction makes it difﬁcult for the user
to accurately express his/her intention when drawing a stroke, even
if the input device (e.g., a computer mouse or even a graphic tablet
like Wacom Intuos) itself is of high precision. On the other hand,
when the input device is inherently inaccurate (e.g., existing touch
devices due to the well-known fat-ﬁnger problem), it is extremely
difﬁcult for the user to specify strokes that are accurate enough for
a high quality sketch.
This work introduces a novel stroke reﬁnement technique that automatically reﬁnes the location, orientation, and shape of input
strokes by exploiting gradient features from the underlying image
being traced (Figure 1). Automatically adjusting user strokes with
respect to image gradients, i.e., edge snapping is not an easy task,
since a desired image edge that the user intends to trace is often
mixed with other, possibly much stronger ones in complex image regions, and is difﬁcult to extract even with the state-of-the-art
ACM Transactions on Graphics, Vol. 33, No. 4, Article 54, Publication Date: July 2014

A Constructive Theory of Sampling for Image Synthesis
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Figure 1: Lighting in a Villa interior obtained from a photon map. For each shading point in the scene, the incoming light energy density is approximated using
64 hemispherical samples. The left image is computed using classical ﬁnal gathering using a low-discrepancy sequence. For the right image the same samples
were employed but with an integration rule derived using our theory of sampling, providing substantially reduced visual noise and lower numerical error rates.

Abstract

1

Sampling a scene by tracing rays and reconstructing an image from
such pointwise samples is fundamental to computer graphics. To improve the efﬁcacy of these computations, we propose an alternative
theory of sampling. In contrast to traditional formulations for image
synthesis, which appeal to nonconstructive Dirac deltas, our theory
employs constructive reproducing kernels for the correspondence
between continuous functions and pointwise samples. Conceptually,
this allows us to obtain a common mathematical formulation of
almost all existing numerical techniques for image synthesis. Practically, it enables novel sampling based numerical techniques designed
for light transport that provide considerably improved performance
per sample. We exemplify the practical beneﬁts of our formulation
with three applications: pointwise transport of color spectra, projection of the light energy density into spherical harmonics, and
approximation of the shading equation from a photon map. Experimental results verify the utility of our sampling formulation, with
lower numerical error rates and enhanced visual quality compared
to existing techniques.

Existing computational techniques for image synthesis rely extensively on pointwise sampling: path tracing computes the transport
over a ﬁnite number of ray paths, photon mapping interpolates discrete “photons”, and Metropolis light transport mutates existing
pointwise paths, to name a few examples. Motivated by this importance of pointwise techniques, we present an alternative theory of
sampling for image synthesis. In contrast to existing approaches
that rely on nonconstructive sampling operators based on Dirac
deltas, we instead employ constructive reproducing kernels to relate
a continuous function to pointwise samples. This enables pointwise numerical techniques to be designed for light transport and
devised for the ﬁnite sample counts and non-equidistant distributions employed in practice. Our example applications demonstrate
that this can provide considerably improved visual ﬁdelity and lower
numerical error rates. Through its functional analytic foundation,
our formulation also enables us to employ Galerkin projection to
obtain sampling based algorithms such as path tracing and photon
mapping. This overcomes the dichotomy between radiosity-based
and ray tracing techniques that exists in the current literature.

CR Categories: I.3.3 [Computer Graphics]: Three-Dimensional
Graphics and Realism—Display Algorithms I.3.7 [Computer Graphics]: Three-Dimensional Graphics and Realism—Radiosity;
Keywords: sampling, light transport simulation, reproducing kernel Hilbert space
Links:

DL

PDF

W EB

V IDEO

DATA

C ODE

∗ e-mail:lessig@dgp.toronto.edu

ACM Reference Format
Lessig, C., Desbrun, M., Fiume, E. 2014. A Constructive Theory of Sampling for Image Synthesis using
Reproducing Kernel Bases. ACM Trans. Graph. 33, 4, Article 55 (July 2014), 14 pages.
DOI = 10.1145/2601097.2601149 http://doi.acm.org/10.1145/2601097.2601149.
Copyright Notice
Permission to make digital or hard copies of all or part of this work for personal or classroom use is granted
without fee provided that copies are not made or distributed for prot or commercial advantage and that
copies bear this notice and the full citation on the rst page. Copyrights for components of this work owned
by others than ACM must be honored. Abstracting with credit is permitted. To copy otherwise, or republish,
to post on servers or to redistribute to lists, requires prior specic permission and/or a fee. Request permissions from permissions@acm.org.
Copyright © ACM 0730-0301/14/07-ART55 $15.00.
DOI: http://doi.acm.org/10.1145/2601097.2601149

Introduction

The foundation of our formulation of sampling are reproducing
kernels. These provide a theoretically insightful yet numerically
practical conceptualization of the correspondence between pointwise
samples and continuous functions. Reproducing kernels kλ (x) have
the sifting property δλ [f ] = kλ (x), f (x) = f (λ) of the Dirac delta
δλ but are constructive Hilbert space functions. This enables us
to employ kernels kλi (x) “located” at a set of points λi as basis
functions. The basis expansion of an arbitrary signal f (x) in such a
reproducing kernel basis takes the form
m
m


f (x) =
f (y), kλi (y) k̃i (x) =
f (λi ) k̃i (x).
i=1

i=1

This equation is at the heart of our work: pointwise samples f (λi )
provide the basis function coefﬁcients—without computing inner
products—and exact reconstruction from only these values f (λi ) is
possible using well deﬁned dual basis functions k̃i (x).
Our theory of sampling encompasses many classical results on the
subject. For example, the Shannon sampling theorem arises as an
orthonormal reproducing kernel basis for Fourier-bandlimited functions; the weights of quadrature rules, such as Gauss-Legendre, are
ACM Transactions on Graphics, Vol. 33, No. 4, Article 55, Publication Date: July 2014
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Figure 1: Using a carefully-designed set of subdivision rules, our approach constructs a self-similar, equi-area tiling that provides an even,
unstructured distribution of tile centroids. Per-tile sampling points are then generated through ofﬂine optimization of the tile centroids in a
series of local patches using any existing point set optimizer; the resulting offsets between original and optimized point locations are stored in
a lookup table. These offset vectors are ﬁnally used at runtime to convert tile centroids into point set distributions with spectral properties
closely matching those of the optimizer, but several orders of magnitude faster than current spectrum-controlled sampling methods.

Abstract
We introduce a fast tile-based method for adaptive two-dimensional
sampling with user-speciﬁed spectral properties. At the core of our
approach is a deterministic, hierarchical construction of self-similar,
equi-area, tri-hex tiles whose centroids have a spatial distribution
free of spurious spectral peaks. A lookup table of sample points,
computed ofﬂine using any existing point set optimizer to shape
the samples’ Fourier spectrum, is then used to populate the tiles.
The result is a linear-time, adaptive, and high-quality sampling of
arbitrary density functions that conforms to the desired spectral
distribution, achieving a speed improvement of several orders of
magnitude over current spectrum-controlled sampling methods.
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Introduction

Sampling is key in a variety of graphics applications. In rendering,
for instance, point sampling of continuous functions at strategically
chosen locations allows for the accurate evaluation of spatial integrals. The spectral properties of these point samples have long been
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understood to be crucial in deﬁning the notions of bias (systematic
deviation from the ground truth), variance (signal-to-noise ratio),
and aliasing (appearance of undesirable artifacts) in sampling-based
evaluations. In particular, blue noise point sets [Ulichney 1988] are
widely regarded as excellent due to their particular spectrum [Pharr
and Humphreys 2010].
Recent work has made more explicit the relationships between
spectral content of a signal, spectral properties of sampling points,
and resulting bias, variance, or aliasing [Durand 2011; Subr and
Kautz 2013]. Consequently, exercising precise control over the
spectral properties of sampling points has been a recent subject of
research [Zhou et al. 2012; Öztireli and Gross 2012; Heck et al.
2013]. Unfortunately, current algorithms offering spectral control
are prohibitively slow—and thus poorly suited for what is arguably
their most important application: Monte Carlo or Quasi-Monte Carlo
integration. The only methods able to achieve the high throughput of
blue noise sample points commonly needed in practical applications
are based on precomputed tiles [Lagae et al. 2008]. However, despite
heavy ofﬂine optimizations, tile-based methods always exhibit spurious peaks and deﬁciencies in their associated Fourier spectra. These
artifacts may be very pronounced if the tile barycenter is used as the
sole sample per tile (Fig. 2), and remain visible even when there are
multiple optimized samples per tile (Fig. 13) due to inherent patterns
in the shape and positioning of the tiles.
Contributions.

We present an efﬁcient tile-based sampling system
capable of generating high quality point distributions with controllable spectral properties at a rate of several millions of samples
per second on commodity hardware—several order of magnitudes
faster than current spectrum-controlled sampling methods. In sharp
contrast to previous work, our approach relies on a deterministic set
of production rules to produce self-similar, equi-area tiles whose
centroids generate a blue noise distribution free of spurious spectral
peaks. This tiling serves as a foundation for a lookup table based
sampling system, in which the optimal positions of sampling points
within each tile are determined by an ofﬂine optimization process
to conform to a user-deﬁned spectrum. Our approach thus allows
for linear-time adaptive sampling of arbitrary density functions with
precise spectral control over the resulting distributions.
ACM Transactions on Graphics, Vol. 33, No. 4, Article 56, Publication Date: July 2014
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Figure 1: (a) The CHESS scene, with defocus blur, area light direct and indirect illumination, rendered at 900×1024 with an average 138
atomic rays per pixel (rpp), in 3.14 sec on an NVIDIA Titan GPU. We compare to different methods in the insets. Readers are encouraged
to zoom into the PDF to examine the noise. The top row inset is a sharp in-focus region while the other two regions are defocus blurred; all
insets include noisy direct and indirect illumination. In (b) we compare to equal time stratiﬁed Monte Carlo (MC) sampling with 176 rpp; in
(c), Our method; and in (d), Equal quality MC with 5390 rpp is 40× slower. One of the key contributions of our method is factoring of texture
and irradiance, so that irradiance can be pre-ﬁltered before combining with texture. Without factoring, the defocus ﬁlter cannot remove noise
for in-focus regions as shown in (e), top inset. In (f) and (g) top row, we show ﬁlter size for texture and indirect irradiance. Black pixels
indicate that factoring cannot be used and irradiance cannot be pre-ﬁltered. In the bottom row we show number of primary rays and indirect
samples respectively. Our method uses separate sampling rates and ﬁlters for primary and secondary effects which makes it more effective.

Abstract
Monte Carlo (MC) ray-tracing for photo-realistic rendering often
requires hours to render a single image due to the large sampling
rates needed for convergence. Previous methods have attempted to
ﬁlter sparsely sampled MC renders but these methods have high
reconstruction overheads. Recent work has shown fast performance for individual effects, like soft shadows and indirect illumination, using axis-aligned ﬁltering. While some components of
light transport such as indirect or area illumination are smooth,
they are often multiplied by high-frequency components such as
texture, which prevents their sparse sampling and reconstruction.
We propose an approach to adaptively sample and ﬁlter for simultaneously rendering primary (defocus blur) and secondary (soft
shadows and indirect illumination) distribution effects, based on a
multi-dimensional frequency analysis of the direct and indirect illumination light ﬁelds. We describe a novel approach of factoring
texture and irradiance in the presence of defocus blur, which allows for pre-ﬁltering noisy irradiance when the texture is not noisy.
Our approach naturally allows for different sampling rates for pri-
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mary and secondary effects, further reducing the overall ray count.
While the theory considers only Lambertian surfaces, we obtain
promising results for moderately glossy surfaces. We demonstrate
30× sampling rate reduction compared to equal quality noise-free
MC. Combined with a GPU implementation and low ﬁltering overhead, we can render scenes with complex geometry and diffuse and
glossy BRDFs in a few seconds.
CR Categories: Computing Methodologies [Computer Graphics]:
Rendering—Ray Tracing
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1 Introduction
Monte Carlo distribution ray-tracing is an accurate way to render
multiple distribution effects such as depth-of-ﬁeld, soft shadows
in direct illumination, and indirect (global) illumination. But the
convergence to a noise-free image is slow, often requiring over a
thousand rays per pixel. Fortunately, there is signiﬁcant coherence
in the color between pixels, making adaptive sampling and ﬁltering
an obvious solution to reducing the ray-tracing cost. However,
these existing methods are usually memory intensive and have high
reconstruction overheads, even though they reduce the number of
samples in ray-tracing by one to two orders of magnitude.
The recent method of sheared ﬁltering ([Egan et al. 2009;
Egan et al. 2011]) utilized Fourier-domain sparsity of motionblurred or visibility light ﬁelds, to reduce sampling rate and ﬁlter
in light-ﬁeld space. To reduce the ﬁltering overhead, more recent
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A Compressive Light Field Projection System
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Figure 1: Compressive light ﬁeld projection for glasses-free 3D display. The system comprises a single light ﬁeld projector and a completely
passive screen. The angular range of the light ﬁeld emitted from the projector is limited to the size of the projection lens aperture, hence very
small. Keplerian telescopes inspire our screen design—the angular range of incident light is expanded for an observer on the other side,
creating a ﬁeld of view that is suitable for glasses-free 3D display. A prototype projector was implemented from scratch using two high-speed
spatial light modulators (SLMs); a prototype screen was fabricated from two lenticular sheets with different focal lengths, mounted backto-back. With the implemented system, we achieve high-rank light ﬁeld synthesis (center) for human observers with a critical ﬂicker fusion
threshold that is smaller than the product of the SLM refresh rates and the rank of the synthesized light ﬁeld. Note that color results above
are composited from multiple images captured from our grayscale prototype.

Abstract
For about a century, researchers and experimentalists have strived to
bring glasses-free 3D experiences to the big screen. Much progress
has been made and light ﬁeld projection systems are now commercially available. Unfortunately, available display systems usually
employ dozens of devices making such setups costly, energy inefﬁcient, and bulky. We present a compressive approach to light ﬁeld
synthesis with projection devices. For this purpose, we propose
a novel, passive screen design that is inspired by angle-expanding
Keplerian telescopes. Combined with high-speed light ﬁeld projection and nonnegative light ﬁeld factorization, we demonstrate
that compressive light ﬁeld projection is possible with a single device. We build a prototype light ﬁeld projector and angle-expanding
screen from scratch, evaluate the system in simulation, present a variety of results, and demonstrate that the projector can alternatively
achieve super-resolved and high dynamic range 2D image display
when used with a conventional screen.
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Introduction

Within the last few years, 3D movie theaters have become so popular and wide-spread that most new movies are released in 3D; even
classics are often re-rendered to ﬁt the increasing demand for 3D
content. For many people, the experience of watching a 3D movie
on a large screen is signiﬁcantly more immersive than conventional
2D screenings or watching smaller-scale 3D content on TV. Commercially available 3D projection technology is based on stereoscopic principles. An image pair depicting a scene from slightly
different perspectives is displayed such that observers perceive each
of these images with a different eye. Most often, this is achieved by
optically encoding the image pair in different polarization states or
color spectra and then decoding it with special glasses worn by the
observer. This approach can create viewer discomfort; furthermore,
the correct perspective is only observed from a single sweet-spot in
center of the theater.
As opposed to stereoscopic image generation, light ﬁeld displays
provide physically correct views for a wide range of perspectives
and do not require an observer to wear special glasses. Interestingly, inventors worldwide have investigated large-scale light ﬁeld
projection systems throughout the last century [Funk 2012]. Several light ﬁeld movie theaters were open to the public in Russia
and France in the 1940s. Most of these and subsequent installations employ large parallax barrier-type screens, resulting in severe
loss of image resolution and light throughput. Today, larger-scale
light ﬁeld projection systems are commercially available but require
dozens of devices [Balogh 2006], making these systems expensive,
power hungry, bulky, and difﬁcult to calibrate.
ACM Transactions on Graphics, Vol. 33, No. 4, Article 58, Publication Date: July 2014

Eyeglasses-free Display: Towards Correcting Visual Aberrations
with Computational Light Field Displays
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Figure 1: Vision correction with computational displays. On a conventional screen, people with optical aberrations see a blurred image (center left). Current approaches to aberration-correcting display use multilayer preﬁltering (center) or light ﬁeld displays (center right). While
the former technology enhances perceived image sharpness, contrast is severely reduced. Existing light ﬁeld-based solutions offer high contrast but require a very high angular sampling density, which signiﬁcantly reduces image resolution. In this paper, we explore the convergence
of light ﬁeld display optics and computational preﬁltering (right), which achieves high image resolution and contrast simultaneously.

Abstract

1

Millions of people worldwide need glasses or contact lenses to see
or read properly. We introduce a computational display technology that predistorts the presented content for an observer, so that
the target image is perceived without the need for eyewear. By
designing optics in concert with preﬁltering algorithms, the proposed display architecture achieves signiﬁcantly higher resolution
and contrast than prior approaches to vision-correcting image display. We demonstrate that inexpensive light ﬁeld displays driven by
efﬁcient implementations of 4D preﬁltering algorithms can produce
the desired vision-corrected imagery, even for higher-order aberrations that are difﬁcult to be corrected with glasses. The proposed
computational display architecture is evaluated in simulation and
with a low-cost prototype device.

Today, an estimated 41.6% of the US population [Vitale et al. 2009]
and more than half of the population in some Asia countries [Wong
et al. 2000] suffer from myopia. Eyeglasses have been the primary tool to correct such aberrations since the 13th century. Recent
decades have seen contact lenses and refractive surgery supplement
available options to correct for refractive errors. Unfortunately, all
of these approaches are intrusive in that the observer either has to
use eyewear or undergo surgery, which can be uncomfortable or
even dangerous.
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Introduction

Within the last year, two vision-correcting computational display
architectures have been introduced as non-intrusive alternatives.
Pamplona et al. [2012] proposed to use light ﬁeld displays to enable the display to correct the observer’s visual aberrations. This
correction relies on a 2D image to be shown within the observer’s
focal range, outside the physical display enclosure. Light ﬁeld
displays offering such capabilities require extremely high angular
sampling rates, which signiﬁcantly reduce spatial image resolution.
As a high-resolution alternative, Huang et al. [2012] proposed a
multilayer device that relies on preﬁltered image content. Unfortunately, the required preﬁltering techniques for these particular optical conﬁgurations drastically reduce image contrast. In this paper, we explore combinations of viewer-adaptive preﬁltering with
off-the-shelf lenslets or parallax barriers and demonstrate that the
resulting vision-correcting computational display system facilitates
signiﬁcantly higher contrast and resolution as compared to previous
solutions (see Fig. 1).
While light ﬁeld displays have conventionally been used for
glasses-free 3D image presentation, correcting for visual aberrations of observers is a promising new direction with direct beneﬁts for millions of people. We believe that our approach is the
ﬁrst to make such displays practical by providing both high resolution and contrast—the two design criteria that have been driving
the display industry for the last decade. We envision future display
systems to be integrated systems comprising ﬂexible optical conACM Transactions on Graphics, Vol. 33, No. 4, Article 59, Publication Date: July 2014

Cascaded Displays: Spatiotemporal Superresolution using Offset Pixel Layers
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Figure 1: A pair of off-the-shelf LCDs were modiﬁed to create a cascaded display: placed in direct contact with a ﬁxed lateral offset. In
comparison to any single LCD used in their construction, cascaded displays can quadruple spatial resolution by presenting attenuation layer
patterns that are optimized, in real time, using non-negative matrix factorization. (Motorsport image courtesy Aurélien Vialatte.)

Abstract

1

We demonstrate that layered spatial light modulators (SLMs), subject to ﬁxed lateral displacements and refreshed at staggered intervals, can synthesize images with greater spatiotemporal resolution
than that afforded by any single SLM used in their construction.
Dubbed cascaded displays, such architectures enable superresolution ﬂat panel displays (e.g., using thin stacks of liquid crystal displays (LCDs)) and digital projectors (e.g., relaying the image of one
SLM onto another). We introduce a comprehensive optimization
framework, leveraging non-negative matrix and tensor factorization, that decomposes target images and videos into multi-layered,
time-multiplexed attenuation patterns—offering a ﬂexible trade-off
between apparent image brightness, spatial resolution, and refresh
rate. Through this analysis, we develop a real-time dual-layer factorization method that quadruples spatial resolution and doubles
refresh rate. Compared to prior superresolution displays, cascaded
displays place fewer restrictions on the hardware, offering thin designs without moving parts or the necessity of temporal multiplexing.
Furthermore, cascaded displays are the ﬁrst use of multi-layer displays to increase apparent temporal resolution. We validate these
concepts using two custom-built prototypes: a dual-layer LCD and a
dual-modulation liquid crystal on silicon (LCoS) projector, with the
former emphasizing head-mounted display (HMD) applications.

The development of higher-resolution displays is of central importance to the display industry. Leading mobile displays recently transitioned from pixel densities of less than 50 pixels per cm (ppcm)
and now approach 150 ppcm. Similarly, the consumer electronics
industry is beginning to offer “4K ultra-high deﬁnition (UHD)” displays, having a horizontal resolution approaching 4,000 pixels, as
the successor to high-deﬁnition television (HDTV). Furthermore, 8K
UHD standards already exist for enhanced digital cinema. Achieving such high-resolution displays currently hinges on advances that
enable spatial light modulators with increased pixel counts.
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Introduction

Beyond these larger market trends, several emerging display technologies necessitate even greater resolutions than 4K/8K UHD standards will provide. For example, wide-ﬁeld-of-view head-mounted
displays (HMDs), such as the Oculus Rift, incorporate high-pixeldensity mobile displays. Such displays already approach or exceed
the resolution of the human eye when viewed at the distance of
a phone or tablet computer; however, they appear pixelated when
viewed through magnifying HMD optics, which dramatically expand the ﬁeld of view. Similarly, glasses-free 3D displays, including
parallax barrier [Ives 1903] and integral imaging [Lippmann 1908]
designs, require an order of magnitude higher resolution than today’s
displays. At present, HMDs and glasses-free 3D displays remain
niche technologies and are less likely to drive the development of
higher-resolution displays than the existing applications, hindering
their advancement and commercial adoption.
We propose an alternative to achieve displays with increased spatial
resolution using current-generation light-attenuating spatial light
modulator (SLM) technology, including liquid crystal displays
(LCDs), digital micromirror devices (DMDs), and liquid crystal
on silicon (LCoS) displays. Rather than directly pursuing the “brute
force” solution of increasing the addressable pixel count, we propose cascaded displays as an alternate construction: stacking two
or more SLMs on top of one another, subject to a lateral offset of
half a pixel or less along each axis. As shown in Figures 1 and 2,
lateral offsets are necessary so that each pixel on one layer modulates multiple pixels on another; in this manner, the intensity of each
subpixel fragment—deﬁned by the geometric intersection of a pixel
on one display layer with one on another layer—can be controlled,
thereby increasing the effective display resolution. In this paper, we
ACM Transactions on Graphics, Vol. 33, No. 4, Article 60, Publication Date: July 2014
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Figure 1: We introduce a reﬂectance display: a dynamic digital array of dots, each of which can independently display a custom, timevarying reﬂectance function. The display passively reacts to illumination and viewpoint changes in real-time, without any illuminationrecording sensors, head tracking, or on-the-ﬂy rendering. In this example the time-varying reﬂectance functions create a “reﬂectance video”
that gives the illusion of a dynamic 3D model being physically-shaded by the room’s ambient lighting. The top row shows a time-sequence
of photographs of the dynamic display from a stationary viewpoint under ﬁxed ambient lighting, and the bottom row shows how the display
reacts to changes in ambient lighting by passively inducing the appropriate 3D shading effects.

Abstract
We present a reﬂectance display: a dynamic digital display capable of showing images and videos with spatially-varying, userdeﬁned reﬂectance functions. Our display is passive: it operates
by phase-modulation of reﬂected light. As such, it does not rely
on any illumination recording sensors, nor does it require expensive on-the-ﬂy rendering. It reacts to lighting changes instantaneously and consumes only a minimal amount of energy. Our work
builds on the wave optics approach to BRDF fabrication of Levin
et al. shortciteLevinBRDFFab13. We replace their expensive onetime hardware fabrication with a programable liquid crystal spatial light modulator, retaining high resolution of approximately 160
dpi. Our approach enables the display of a much wider family of
angular reﬂectances, and it allows the display of dynamic content
with time varying reﬂectance properties—“reﬂectance videos”. To
facilitate these new capabilities we develop novel reﬂectance design algorithms with improved resolution tradeoffs. We demonstrate the utility of our display with a diverse set of experiments
including display of custom reﬂectance images and videos, interactive reﬂectance editing, display of 3D content reproducing lighting
and depth variation, and simultaneous display of two independent
channels on one screen.
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Introduction

Display technology has advanced signiﬁcantly in recent years, producing higher deﬁnition, richer color, and even display of 3D content. However, the overwhelming majority of current displays are
insensitive to the illumination in the observer’s environment. This
imposes a signiﬁcant barrier to achieving an immersive experience
because scenes can only be displayed under the same illumination
conditions in which they were captured. If the illumination in the
observer’s environment changes during playback, there are no corresponding effects on the shading, highlight positions, or cast shadows that are witnessed on the display.
To address this aspect of display technology we introduce
a computer-controlled spatially-varying reﬂectance display: a
computer-controlled array of dots that can each independently produce a user-deﬁned reﬂectance function. Instead of specifying a
gray level or RGB value at every dot, the control signal to the display speciﬁes a set of per-dot angular reﬂectance functions, and
these indicate the amount of light each dot will reﬂect for different
conﬁgurations of the observer’s viewpoint and the lighting in their
environment. A single control signal produces a “reﬂectance image” that passively allows the observer to witness different things as
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Figure 1: The design and fabrication by example pipeline: casual users design new models by composing parts from a database of fabricable
templates. The system assists the users in this task by automatically aligning parts and assigning appropriate connectors. The output of the
system is a detailed model that includes all components necessary for fabrication.

Abstract

1

We propose a data-driven method for designing 3D models that can
be fabricated. First, our approach converts a collection of expertcreated designs to a dataset of parameterized design templates that
includes all information necessary for fabrication. The templates
are then used in an interactive design system to create new fabricable models in a design-by-example manner. A simple interface
allows novice users to choose template parts from the database,
change their parameters, and combine them to create new models. Using the information in the template database, the system
can automatically position, align, and connect parts: the system
accomplishes this by adjusting parameters, adding appropriate constraints, and assigning connectors. This process ensures that the
created models can be fabricated, saves the user from many tedious
but necessary tasks, and makes it possible for non-experts to design
and create actual physical objects. To demonstrate our data-driven
method, we present several examples of complex functional objects
that we designed and manufactured using our system.
CR Categories: I.3.5 [Computer Graphics]: Computational Geometry and Object Modeling—Geometric algorithms, languages,
and systems I.3.8 [Computer Graphics]: Applications
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Introduction

We are approaching a time when ordinary people can fabricate their
own 3D objects and products. However, to fabricate an object one
ﬁrst needs to design it. Currently, only experienced experts possess the knowledge and design skills to build complex, functional
objects. This is because creating an object that can actually be fabricated involves more than just designing its shape. How should
the parts be connected? Is the design stable and sturdy? Are the
parts available for purchase or even affordable? In this work, we
propose a data-driven method that addresses these and other design
challenges, allowing non-experts to design and fabricate complex
objects.
Data-driven methods have previously been used to make geometric
design easier and therefore more accessible to non-experts.
In the “modeling by example” approach, ﬁrst presented by
Funkhouser and colleagues [Funkhouser et al. 2004], new objects
are constructed by assembling components of existing objects
in a database. This allows even novice users to model complex
3D geometry. However, in creating fabricable designs, several
challenges arise that have not been addressed in the previous
research. First, all the components in the example database must be
fabricable. Second, any manipulation applied to these components
must preserve structure and manufacturability. Third, standard
computer graphics techniques such as mesh blending cannot be
applied to connect and assemble components. In order to combine
parts, these parts must be accurately positioned, and real connectors
(e.g., screws or hinges) must be used. The best choice of connectors
will depend on the geometric, functional, and material properties of
the object. Finally, the resulting model must be structurally sound,
so that once it is built it will not topple or collapse.
In this work, we present an interactive design-by-example system for fabrication that addresses these challenges. To build the
database of examples, we have worked with domain experts to create a representative set of example designs for several categories of
objects. Each design is modeled using a commercial CAD software
and is composed of a collection of standard parts that can be purchased from suppliers. It also includes all assembly details such as
connectors and support structures, ensuring the object is fabricable.
We automatically convert these speciﬁc designs to parameterized
templates by extracting constraints and parameters from the modACM Transactions on Graphics, Vol. 33, No. 4, Article 62, Publication Date: July 2014
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Figure 1: An overview of our design system: the user provides a target shape (left) and sketches seams to indicate desired segment boundaries
(2nd from left). Our system automatically computes ﬂat panels such that the inﬂated structure (middle) is as close as possible to the target.
The generated panels (2nd from right) can be used to fabricate a physical prototype (right).

Abstract
We propose an interactive, optimization-in-the-loop tool for designing inﬂatable structures. Given a target shape, the user draws
a network of seams deﬁning desired segment boundaries in 3D.
Our method computes optimally-shaped ﬂat panels for the segments, such that the inﬂated structure is as close as possible to
the target while satisfying the desired seam positions. Our approach is underpinned by physics-based pattern optimization, accurate coarse-scale simulation using tension ﬁeld theory, and a specialized constraint-optimization method. Our system is fast enough
to warrant interactive exploration of different seam layouts, including internal connections, and their effects on the inﬂated shape. We
demonstrate the resulting design process on a varied set of simulation examples, some of which we have fabricated, demonstrating
excellent agreement with the design intent.
CR Categories: I.3.5 [Computer Graphics]: Computational Geometry and Object Modeling—Physically based modeling
Keywords: computational design, physics-based modeling, pattern optimization, seam design
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Introduction

Inﬂatables are structures made of ﬂat membrane elements that assume complex curved shapes when pressurized. Thanks to their
lightweight nature, rapid deployment, and cost efﬁciency, they en-
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joy widespread popularity in entertainment, advertisement, engineering, and architecture. From foil balloons to parade ﬂoats, inﬂatable furniture to portable architectural structures—myriad applications abound.
Designing inﬂatable structures requires solving a complicated patterning problem: what is the shape of the ﬂat panels that we must
cut, and how must we interconnect the panels, such that the ﬁnal assembly inﬂates to the desired curved shape? This task is extremely
challenging since the designer must anticipate, and invert, the effects of pressure on the shape of the structure, while simultaneously taking into account the aesthetics of seams. The combination
of functional and aesthetic requirements make patterning the most
difﬁcult aspect of current manual design processes.
We propose a computational approach for the interactive design of
inﬂatable structures. We assume that the designer already has a certain target shape at hand, perhaps acquired from real world data,
designed via modeling software, or provided as a speciﬁcation by a
client. Our goal is to help the designer to make plans for an inﬂatable structure that corresponds to the given target.
Our approach ensures that the designer retains full control over
aesthetic considerations; to do so, we lay aside fully automated
approaches in favor of an interactive, optimization-in-the-loop
methodology. As the designer sketches the proposed placement of
seams, the underlying optimizer alleviates the iterative and errorprone tasks of reverse-engineering the physics of inﬂation, proposing a set of panels that best accommodate the desired seams and
target shape.
The simplicity of this user experience requires some complex machinery under the hood. We develop a fast physics-based model for
inﬂatable membranes motivated by tension ﬁeld theory, and we employ a dedicated optimization method for computing the shape of
the 2D patterns. We demonstrate the resulting design process on a
set of inﬂatable structures with complex shapes and elaborate seam
layouts. Finally, we validate the feasibility of our designs on three
physical prototypes.

2

Related Work

Fabrication-Oriented Computational Design seeks to develop
software, typically based on a mix of interaction- and optimizationACM Transactions on Graphics, Vol. 33, No. 4, Article 63, Publication Date: July 2014

Computational Design of Linkage-Based Characters
Bernhard Thomaszewski*1
1

Stelian Coros*1

Disney Research Zurich

Damien Gauge2
Markus Gross1,2
2

ETH Zurich

3

Vittorio Megaro2

Eitan Grinspun3

Columbia University

Figure 1: Our design system allows the user to create linkage-based characters that are able to perform complex and compelling motions.

Abstract
We present a design system for linkage-based characters, combining form and function in an aesthetically-pleasing manner.
Linkage-based character design exhibits a mix of discrete and continuous problems, making for a highly unintuitive design space that
is difﬁcult to navigate without assistance. Our system signiﬁcantly
simpliﬁes this task by allowing users to interactively browse different topology options, thus guiding the discrete set of choices that
need to be made. A subsequent continuous optimization step improves motion quality and, crucially, safeguards against singularities. We demonstrate the ﬂexibility of our method on a diverse
set of character designs, and then realize our designs by physically
fabricating prototypes.
CR Categories: I.3.7 [Computer Graphics]: Three-Dimensional
Graphics and Realism—Animation;
Keywords: mechanical characters, linkage design, animation, fabrication, interactive design
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Introduction

From Heron’s Pneumatics, to da Vinci’s Mechanical Lion and von
Kempelen’s Automaton Chess Player—animated mechanical characters have intrigued mankind for millennia [Bedini 1964]. Unquestionably, these examples are creations of ingenious designers,
who were at the same time skillful engineers. With the advent of
3D printers, the machinery for fabricating personalized mechanical
* The ﬁrst two authors contributed equally.
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toys, artifacts, or even robots becomes widely available. Without
the assistance of specialized software, however, designing such animated characters is a virtually impossible task for casual users.
A standard approach to designing animated physical characters is
to start from a skeletal base consisting of rigid bodies that are connected through joints. In order to control the motion of the character, an actuator such as an electric motor or a hydraulic element is
placed at every joint. While this design allows for easily reconﬁgurable motions, the large number of actuators also entails problems
in terms of cost, weight, and control. Additionally, even if the character exhibits a complex motion path involving all joints, this motion is typically conﬁned to a low-dimensional subspace. Clearly,
having an actuator for every joint is unnecessary if the character
is performing a cyclic motion that could be controlled through a
single active degree-of-freedom (DoF).
An alternative to using many motors is to resort to compound mechanisms that can perform intricate motions. Inspired by the work of
contemporary artists such as Werner Gergaut [2011] and Andrew
Chase [2014], we consider mechanical linkages—networks of rigid
links and one degree-of-freedom joints. In engineering, linkages
are employed for their functionality: to transform a given input
force and movement into a desired output force and movement.
However, in the hand of a skillful designer, the linkage mechanism
itself can become a work of art. The shape of the rigid links, their
motions and the overall silhouette of the mechanisms can lead to
appealing kinematic sculptures or representations of animated characters; see, e.g., the linkages by Klann and Jansen or the kinetic
sculptures by Gergaut.
Despite the fact that linkages are made from very basic components,
they can create complex and often surprising motions. Indeed, even
for seemingly simple linkages, it is often difﬁcult to predict their
motion. Not surprisingly, the inverse problem of determining a
linkage that will reproduce or best approximate a desired motion
is even harder: one has to determine its topology, i.e., how its components are connected, and its parameters, i.e, the dimensions of
the components and their connection points.
Kinematic Linkage Design Finding a good or even optimal
topology for a linkage structure is difﬁcult. Indeed, the general
problem of kinematic linkage design has fascinated mathematicians for centuries. Kempe’s 1876 Universality Theorem, for instance, states that planar curves deﬁned by polynomial equations
can be traced out by linkages, leading to the famous ”there is a
ACM Transactions on Graphics, Vol. 33, No. 4, Article 64, Publication Date: July 2014
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Figure 1: (Left) Our model airplane design tool analyzes the aerodynamic properties of a glider and optimizes while the user interactively
designs the plane. (Center) The user fabricates the airplane. (Right) The airplane actually ﬂies.

Abstract

1

This paper introduces novel interactive techniques for designing
original hand-launched free-ﬂight glider airplanes which can actually ﬂy. The aerodynamic properties of a glider aircraft depend
on their shape, imposing signiﬁcant design constraints. We present
a compact and efﬁcient representation of glider aerodynamics that
can be ﬁt to real-world conditions using a data-driven method. To
do so, we acquire a sample set of glider ﬂight trajectories using
a video camera and the system learns a nonlinear relationship between forces on the wing and wing shape. Our acquisition system
is much simpler to construct than a wind tunnel, but using it we
can efﬁciently discover a wing model for simple gliding aircraft.
Our resulting model can handle general free-form wing shapes and
yet agrees sufﬁciently well with the acquired airplane ﬂight trajectories. Based on this compact aerodynamics model, we present a
design tool in which the wing conﬁguration created by a user is
interactively optimized to maximize ﬂight-ability. To demonstrate
the effectiveness of our tool for glider design by novice users, we
compare it with a traditional design workﬂow.

Humanity has always been fascinated with ﬂight, and most of us
have experienced the joy of creating simple ﬂying machines in
the form of paper airplanes. One only has to take model aircraft
slightly more seriously to discover the wide range of forms that
simple hand-launched gliders can take on (Figure 2). The advent
of personal fabrication devices, such as desktop 3D printers and
CNC cutters, has greatly expanded the ability of individuals to construct precise glider aircrafts. However, it is surprisingly complicated to design a simple glider that will actually ﬂy (let alone ﬂy
well). There are complex constraints between the shapes, positions,
and mass of the various plane components, which must obviously
be satisﬁed. Without domain knowledge of advanced aerodynamics, or extensive experimentation, novices (such as the authors) ﬁnd
designing even simple gliders to be quite frustrating. Designing
more complicated free-formed gliders is prohibitively difﬁcult for
novices because the data and required knowledge for estimating
their aerodynamics have not yet been well established.
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Introduction

We introduce a novel computation technique that can model the
aerodynamics of free-ﬂight gliders, and then use that model to automatically optimize a glider to maximize the ﬂight-ability in order to
aid in the free-form glider design process. This optimization is efﬁcient enough to run in real time, providing guidance when using our
interactive glider design tool. Figure 1 illustrates an example of optimization during interactive shape editing. After the user sketches
the glider components (wings and fuselage), then our tool optimizes
the design so that it will actually ﬂy. This design and optimization
cycle can be quickly iterated to reach a shape that is both aesthetically appealing and aerodynamically effective. Finally, the tool
outputs a blueprint of the glider, which can be sent to a CNC cutter
or 3D printer. The key technical challenge is efﬁciently estimating
the aerodynamics forces, which depend on the shape, orientation,
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Figure 2: Example of existing hand launched gliders.
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Figure 1: Wire mesh design allows creating physical realizations (1st and 5th images) of a given design surface (2nd and 4th images)
composed of interwoven material (middle image) in an interactive, optimization-supported design process. Both the torso and the Igea face are
constructed from a single sheet of regular wire mesh.

Abstract

1

We present a computational approach for designing wire meshes, i.e.,
freeform surfaces composed of woven wires arranged in a regular
grid. To facilitate shape exploration, we map material properties
of wire meshes to the geometric model of Chebyshev nets. This
abstraction is exploited to build an efﬁcient optimization scheme.
While the theory of Chebyshev nets suggests a highly constrained
design space, we show that allowing controlled deviations from the
underlying surface provides a rich shape space for design exploration. Our algorithm balances globally coupled material constraints
with aesthetic and geometric design objectives that can be speciﬁed
by the user in an interactive design session. In addition to sculptural
art, wire meshes represent an innovative medium for industrial applications including composite materials and architectural façades.
We demonstrate the effectiveness of our approach using a variety
of digital and physical prototypes with a level of shape complexity
unobtainable using previous methods.

Wire meshes enjoy broad application in art, architecture, and engineering, including handmade sculptures, ﬁlters, support structures in
composite materials, and architectural façades (see Fig. 3). Despite
their widespread use, a systematic design methodology for freeform
wire meshes is lacking. While physical exploration helps build
intuition in early concept design, rationalizing a surface entails numerous constraints that are often globally coupled. Artists currently
use an incremental, trial-and-error approach, where an initially ﬂat
piece of wire mesh is gradually bent by hand to conform to a desired
surface. Likewise, in architecture wire meshes are restricted to very
simple shapes, such as planes, cylinders, cones, or half-spheres, despite great interest in freeform façades. We show that a much richer
space of wire meshes can be more effectively explored using digital
tools, which automatically account for the strong global coupling of
physical and geometric constraints.
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Introduction

While in our fabrication examples (but not for our design tool), we
have focused on wire mesh made of steel, wire mesh encompasses a
much broader range of materials, such as ﬁshnet stockings, woven
reinforcements in composite materials, or even onion nets. Indeed,
even something as prosaic as a simple onion net reveals some of the
core structural properties of wire mesh: inextensible ﬁbers that are
woven in a criss-cross pattern such that the warp and weft directions
cannot stretch but may signiﬁcantly shear towards (or away from)
one another (see Fig. 5). In order to gain intuition for designing with
wire mesh, one may try to “dress” a given target shape, such as a
vase, a bust, or a ball with an onion net. Soon one then discovers
that due to shearing some features cannot be captured, that more
material may be required in certain areas, or that it is difﬁcult to
preserve the ﬁne details of the given target shape.
Such difﬁculties are ubiquitous when working and designing with
wire mesh: If a wire mesh is required to lie exactly on a given target
design surface, incremental layout often fails to adequately represent
the desired shape. We substantiate this observation by modeling
wire meshes as discrete Chebyshev nets (§3), revealing fundamental
limitations in the kind of shapes that can be equipped with a single
wire mesh. Further insights from the theory of Chebyshev nets allow
us to formulate an optimization scheme where the mesh can deviate
ACM Transactions on Graphics, Vol. 33, No. 4, Article 66, Publication Date: July 2014
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Abstract
We introduce a novel method for computing the earth mover’s distance (EMD) between probability distributions on a discrete surface. Rather than using a large linear program with a quadratic
number of variables, we apply the theory of optimal transportation
and pass to a dual differential formulation with linear scaling. After discretization using ﬁnite elements (FEM) and development of
an accompanying optimization method, we apply our new EMD
to problems in graphics and geometry processing. In particular,
we uncover a class of smooth distances on a surface transitioning
from a purely spectral distance to the geodesic distance between
points; these distances also can be extended to the volume inside
and outside the surface. A number of additional applications of our
machinery to geometry problems in graphics are presented.
CR Categories: I.3.5 [Computer Graphics]: Computational Geometry and Object Modeling—Geometric algorithms, languages,
and systems; G.1.6 [Numerical Analysis]: Optimization—Convex
programming
Keywords:
Optimal transportation, Wasserstein metric, earth
mover’s distance, ﬁnite elements, geometric median
Links:

1

DL

PDF

Introduction

A common task in geometry processing is the computation of various classes of distances between points on or inside a discrete surface. For example, many shape matching algorithms need clues
about the relative positioning and orientations of features to be
matched, which can be obtained from pairwise feature distances.
It is desirable for such distances to be true metrics, intrinsic, globally shape-aware, smooth, and insensitive to noise and topology
changes, without inducing considerable distortion on the underlying metric. In particular, the level sets of the distance function
should be evenly spaced, in a visual sense, along the surface.
Existing approaches to deﬁning and computing intrinsic distances
do not satisfy all of these requirements. Despite their central place
in classical differential geometry, geodesic distances have many
shortcomings for computational applications, such as being sensitive to noise and topology and not being globally shape-aware,
that is, not conforming to geometric features of the surface as distances increase [Lipman et al. 2010]. Spectral distances [Coifman
et al. 2005; Fouss et al. 2007; Lipman et al. 2010] overcome these
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Figure 1: (left) Biharmonic (db ) and geodesic distances (dg ) from
the foot of a camel model; (right) distances computed using our
approach with 0 (d0W ) and 100 (d100
W ) spectral terms. Unlike db ,
even our most aggressive spectral approximation d0W has smooth,
isotropic, and evenly-spaced level sets, while adding spectral terms
makes our distance converge to dg . We visualize distances from
a single source vertex to all others by color, with blue indicating
small distance and red indicating large distance. We also include
isocontours at equally-spaced intervals, shown in black.
shortcomings but can be unintuitive with unevenly-spaced isocontours. The drawbacks of geodesic and spectral distances indicate
that a hybrid approach is needed. The approximation of geodesic
distance formulated in [Crane et al. 2013] is an important step in
this direction. While these approximations are smoothed versions
of the geodesic distance that are robust and globally shape-aware,
they may not be symmetric or satisfy the triangle inequality.
In this paper, we introduce a novel hybrid approach for computing
a variety of surface distances that have all of the desired properties. The key idea is to consider the more general problem of computing distances between probability distributions supported on the
mesh. In fact, our goal is to compute the gold standard of distributional distances, the well-known earth mover’s distance (EMD).
Once we have a means to compute the EMD between general distributions, we then consider various specializations that lead to the
surface distances of this paper, including a new approach to computing geodesic distance.
The computation of the EMD on a surface could be performed using a brute force linear programming approach. This approach,
however, not only is computationally infeasible on reasonably-sized
meshes but also leads to a “chicken-and-egg problem,” since such a
formulation requires precomputing all pairwise geodesic distances
between mesh vertices. Therefore, one of our contributions is to
make use of an alternative differential formulation of EMD that can
be discretized using ﬁnite elements (FEM). Furthermore, a spectral expansion of the optimization variables reveals successive approximations to EMD that are fast to compute and are themselves
distance metrics.
Our approach has several practical beneﬁts. First, our family of
distances is general and provides a principled and efﬁcient way to
compute distances between probability distributions supported on
various types of features. Second, if we consider delta distributions centered on surface points, we obtain a family of distances
that ranges from the geodesic distance (since the EMD between two
delta distributions reduces to geodesic distance) to a novel spectral
distance. This latter distance is perceptually convincing (Figure 1)
despite having a simple formulation in terms of the Green’s function of the Laplace-Beltrami operator. Third, inspired by [Rustamov et al. 2009], we develop a means of extending our distances
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Abstract
Controlling the singular values of n-dimensional matrices is often
required in geometric algorithms in graphics and engineering. This
paper introduces a convex framework for problems that involve singular values. Speciﬁcally, it enables the optimization of functionals
and constraints expressed in terms of the extremal singular values
of matrices.
Towards this end, we introduce a family of convex sets of matrices
whose singular values are bounded. These sets are formulated using Linear Matrix Inequalities (LMI), allowing optimization with
standard convex Semideﬁnite Programming (SDP) solvers. We further show that these sets are optimal, in the sense that there exist no
larger convex sets that bound singular values.
A number of geometry processing problems are naturally described
in terms of singular values. We employ the proposed framework to
optimize and improve upon standard approaches. We experiment
with this new framework in several applications: volumetric mesh
deformations, extremal quasi-conformal mappings in three dimensions, non-rigid shape registration and averaging of rotations. We
show that in all applications the proposed approach leads to algorithms that compare favorably to state-of-art algorithms.
CR Categories: I.3.5 [Computer Graphics]: Computational Geometry G.1.6 [Numerical Analysis]: Optimization;
Keywords: singular values, optimization, semideﬁnite programming, simplicial meshes
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Introduction

Linear transformations, or matrices, lie at the core of almost any
numerical computation in science and engineering in general, and
in computer graphics in particular.
Properties of matrices are often formulated in terms of their singular
values and determinants. For example, the isometric distortion of a
matrix, which can be formulated as its distance from the orthogonal
transformation group, measures how close the singular values are to
one; the condition number, or the conformal distortion of a matrix,
is the ratio of its largest to smallest singular values; the stretch of a
matrix, or its operator norm, is its largest singular value; a matrix
is orientation preserving if its determinant is non-negative and is
non-singular if its minimal singular value is positive.
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Figure 1: The “most conformal” mapping of a volumetric cube
subject to repositioning of its eight corners. Our framework minimizes the maximal conformal distortion in 3D, providing a unique
glimpse to extremal quasiconformal maps in higher dimensions.
The goal of this paper is to develop a convex framework for controlling singular values of square matrices of arbitrary dimension
and, hence, facilitate applications in computer graphics that require
optimizing functionals deﬁned using singular values, or that require
strict control over singular values of matrices.
The challenge in controlling singular values stems from their nonlinear and non-convex nature. In computer graphics, controlling
singular values has received little attention while the focus was
mostly on controlling speciﬁc functionals [Hormann and Greiner
2000; Sander et al. 2001; Floater and Hormann 2005], clamping
singular values by means of projection [Wang et al. 2010], and controlling singular values in 2D [Lipman 2012]. Directly controlling
singular values in higher dimensions than 2D is not straightforward.
The difﬁculty in going beyond the two-dimensional case is demonstrated by the fact that the singular values of matrices in dimension
three and higher are characterized as roots of polynomials of degree
of at-least six, for which no analytic formula exists.
The key insight of this paper is a characterization of a complete
collection of maximal convex subsets of n × n matrices with strict
bounds on their singular values. By complete we mean that the
union of these subsets covers the entire space of n × n matrices
whose singular values are bounded, and maximal means that no
other convex subset of n × n matrices with bounded singular values
strictly contains any one of these subsets. These convex sets are formulated as Linear Matrix Inequalities (LMIs) and can be plugged
as-is into a Semideﬁnite Program (SDP) solver of choice. Although
SDP solvers are still not as mature as more classical convex optimization tools such as linear programming, and are lagging somewhat behind in terms of time-complexity, they are already efﬁcient
enough to enable many applications in computer graphics. Furthermore, regardless of any future progress in convex optimization, the
maximality property of our subsets implies that one cannot hope to
enlarge these subsets and stay within the convex regime.
Additionally, many problems require matrices that preserve orientation, i.e., matrices with non-negative determinant. This non-convex
requirement is naturally addressed in our framework as well.
Our formulation can be used in a number of applications in geometry processing: volumetric mesh deformations, extremal quasiconformal mappings in three dimensions, non-rigid shape registration and averaging of rotations. We have experimented with these
applications and show that in all cases our formulation leads to algorithms that compare favorably to state-of-art methods. Figure 1
depicts an example of an extremal quasiconformal deformation obtained with the proposed method.
ACM Transactions on Graphics, Vol. 33, No. 4, Article 68, Publication Date: July 2014

Lifted Bijections for Low Distortion Surface Mappings
Noam Aigerman Roi Poranne Yaron Lipman
Weizmann Institute of Science

Figure 1: The algorithm presented in this paper generates low-distortion bijective mappings between surfaces from a sparse set of landmarks
(visualized as colored spheres here). The maps are visualized by transferring the texture of the visible part in the left mesh of each pair to the
right mesh, using the computed mappings. For example, the right pair shows a mapping of a horse to a giraffe; note how the map stretches
gracefully at the neck area.

Abstract

1

This paper introduces an algorithm for computing low-distortion,
bijective mappings between surface meshes. The algorithm recieves as input a coarse set of corresponding pairs of points on the
two surfaces, and follows three steps: (i) cutting the two meshes to
disks in a consistent manner; (ii) jointly ﬂattening the two disks via
a novel formulation for minimizing isometric distortion while guaranteeing local injectivity (the ﬂattenings can overlap, however); and
(iii) computing a unique continuous bijection that is consistent with
the ﬂattenings.
The construction of the algorithm stems from two novel observations: ﬁrst, bijections between disk-type surfaces can be uniquely
and efﬁciently represented via consistent locally injective ﬂattenings that are allowed to be globally overlapping. This observation
reduces the problem of computing bijective surface mappings to the
task of computing locally injective ﬂattenings, which is shown to be
easier. Second, locally injective ﬂattenings that minimize isometric
distortion can be efﬁciently characterized and optimized in a convex framework.
Experiments that map a wide baseline of pairs of surface meshes using the algorithm are provided. They demonstrate the ability of the
algorithm to produce high-quality continuous bijective mappings
between pairs of surfaces of varying isometric distortion levels.

Computing high quality mappings of surfaces is a fundamental task
in computer graphics, with a large number of applications, including (but not limited to) texture mapping, morphing, animation transfer, attribute transfer, shape analysis, and shape matching. For many
of these applications it is vital to use high-quality maps that are bijective (i.e., without fold-overs) and with low isometric distortion.
Achieving these goals is still, to a large extent, an open problem.
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Introduction

Given two topologically equivalent surface meshes, the goal of this
paper is to devise an efﬁcient algorithm, requiring minimal user input, for calculating a low-distortion bijective mapping between the
surfaces. The task of constructing such mappings between surfaces
poses two challenges: (i) how to represent bijections between surfaces, and (ii) how to efﬁciently minimize the isometric distortion,
while preserving the bijectivity of the mapping?
A common approach to tackling these challenges is to ﬁrst deﬁne
a common and simple base domain that is topologically equivalent to the two surfaces, and to then construct the ﬁnal map using
bijective parameterizations to and from the base domain [Kraevoy
and Sheffer 2004; Schreiner et al. 2004]. Constructing these base
domains is usually a non-trivial task. Additionally, a priori ﬁxing
the domain and requiring it to be homoemorphic to the two surfaces makes it hard to optimize over the bijections and/or reduce
the isometric distortion. Thus, computation of the map is usually
addressed by using an expensive non-linear numerical optimization
of the isometric distortion energy.
The ﬁrst key observation in this paper is that it is not necessary
to have injective parameterizations of the two surfaces to a common homeomorphic base domain for the construction of a bijective map between them. We introduce a weaker, yet sufﬁcient condition on the parameterizations of the two surfaces, assuring that
they uniquely deﬁne a bijection between the surfaces. The crucial
point is that this condition only requires enforcing local injectivity
of the parameterizations during the optimization (they are allowed
to be globally overlapping). This observation reduces the problem of constructing continuous bijective maps between two surface
meshes to the considerably easier problem of optimizing locally injective parameterizations of the two surfaces into the plane.
Equipped with this paradigm for representing bijections, the second challenge is addressed by simultaneously optimizing for two
locally injective ﬂattenings of the two surfaces with low isometACM Transactions on Graphics, Vol. 33, No. 4, Article 69, Publication Date: July 2014
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Abstract
We solve the form-ﬁnding problem for polyhedral meshes in a way
which combines form, function and fabrication; taking care of userspeciﬁed constraints like boundary interpolation, planarity of faces,
statics, panel size and shape, enclosed volume, and last, but not
least, cost. Our main application is the interactive modeling of
meshes for architectural and industrial design. Our approach can
be described as guided exploration of the constraint space whose
algebraic structure is simpliﬁed by introducing auxiliary variables
and ensuring that constraints are at most quadratic. Computationally, we perform a projection onto the constraint space which is
biased towards low values of an energy which expresses desirable
“soft” properties like fairness. We have created a tool which elegantly handles difﬁcult tasks, such as taking boundary-alignment
of polyhedral meshes into account, planarization, fairing under planarity side conditions, handling hybrid meshes, and extending the
treatment of static equilibrium to shapes which possess overhanging parts.
CR Categories: I.3.5 [Computer Graphics]: Computational Geometry and Object Modeling—Curve, surface, solid, and object
representations;
Keywords: Discrete differential geometry, architectural geometry,
form-ﬁnding, static equilibrium, self-supporting surfaces, polyhedral surfaces, constraint space, guided projection
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Introduction

Shape modeling systems often provide the user with little support
to satisfy constraints implied by function and fabrication of the designed product. Very recently however we see a trend towards novel
design tools combining form, function and fabrication. This new integrated approach is a big challenge and obviously more speciﬁc to
the intended application than classical geometric modeling, see e.g.
[Umetani et al. 2012].
Geometrically complex architecture is one of the areas where an integrated design approach is in high demand. Most of the previous
work in this ﬁeld deals with the combination of form and fabrication; it has already entered a variety of real projects, one of the
most recent and prominent ones being the Eiffel Tower Pavilions
[Schiftner et al. 2012]. We go one step further and integrate other
key aspects like statics, panel sizes, enclosed volume, total weight,
and cost. This application scenario however is not the only one
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(self-supporting mesh)

Figure 1: Form-ﬁnding with polyhedral meshes for architectural
design. We develop an interactive modeling system for polyhedral meshes which can handle geometric properties like alignment
constraints of boundary vertices and planarity of faces, as well as
statics constraints like compressive-only equilibrium forces in the
edges (overcoming the height ﬁeld limitation in previous treatments
of the self-supporting property).

where our methods can be applied. The basic problem we solve is
geometric and structural form-ﬁnding with polyhedral meshes, i.e.,
meshes with planar faces, where we particularly emphasize those
with mostly quadrilateral faces. This problem may be formulated
as follows: Provide a system for interactive design of polyhedral
meshes which ﬁt given boundaries and other constraints provided
by geometry, statics, manufacturing and user input.
An example of the kind of problem solved in this paper, is geometric form-ﬁnding with planar quad (PQ) meshes and given boundary.
Using available structural form-ﬁnding tools to pass a surface S
through the boundary and then remeshing it by a geometrically fair
PQ mesh, will usually not achieve that vertices are placed exactly
on the boundary other than by simple trimming generating a cutoff look. This is because of the close relation between PQ meshes
and the surface’s curvature behavior. Remeshing a surface by a PQ
mesh in static equilibrium has an even stronger relation to curvature
and exhibits similar behaviour: there is no freedom in the directions
of edges [Vouga et al. 2012]. Also here, remeshing is incapable of
producing boundary aligned meshes, in the sense that vertices lie
exactly on prescribed boundary curves in a geometrically fair manner such as shown by Fig. 1 (the boundary becoming either a mesh
polyline or a sequence of face diagonals).
Related Work.

Polyhedral meshes and in particular PQ meshes
have a number of favorable properties which make them great candidates for architecture [Glymph et al. 2004]. Research in Architectural Geometry thus had a rather strong focus on PQ meshes and
their relatives [Liu et al. 2006; Pottmann et al. 2007] and meanwhile
led to effective algorithms for remeshing (rationalization) [Liu et al.
2011; Zadravec et al. 2010] and optimization [Bouaziz et al. 2012;
Poranne et al. 2013b]. Spaces of polyhedral meshes and other constrained meshes have been exploited for design and exploration
[Yang et al. 2011; Vaxman 2012; Poranne et al. 2013a; Deng et al.
2013]. In particular we point to two contributions which address
issues relevant to our paper: an important technical detail has been
proposed by Poranne et al. [2013b]. They introduce normal vectors
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Figure 1: Folding a car into a cube. Our system ﬁnds a collision-free folding sequence.

Abstract
We present a method for transforming a 3D object into a cube or a
box using a continuous folding sequence. Our method produces a
single, connected object that can be physically fabricated and folded
from one shape to the other. We segment the object into voxels
and search for a voxel-tree that can fold from the input shape to
the target shape. This involves three major steps: ﬁnding a good
voxelization, ﬁnding the tree structure that can form the input and
target shapes’ conﬁgurations, and ﬁnding a non-intersecting folding
sequence. We demonstrate our results on several input 3D objects
and also physically fabricate some using a 3D printer.
CR Categories: I.3.5 [Computer Graphics]: Computational Geometry and Object Modeling—Geometric algorithms, languages, and
systems
Keywords: puzzle, folding, fabrication, interactive physics
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1

DL

PDF

Introduction

Humans are fascinated by objects that have the ability to transform
into different shapes. Our interest is especially piqued when these
shapes are dissimilar. Image-morphing and mesh-morphing have
this type of appeal [Wolberg 1998; Lazarus and Verroust 1998],
but they captivate us even more because watching the process of
transformation is often the most compelling part. This has recently
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been exploited in motion pictures such as Transformers [2007].
Nevertheless, such transformations are applied in the virtual world
and are often physically implausible. In contrast, recent works on
the creation of 3D puzzles concentrate on physically creating objects
composed of building blocks. These captivate us arguably for a
similar reason—the building blocks do not resemble or hint as to the
ﬁnal shape [Lo et al. 2009; Xin et al. 2011; Song et al. 2012], but on
top of that, they can be physically assembled and taken apart.
In this paper, we tackle both of these challenges together: creating
transformations of 3D shapes that are physically achievable. We
focus on one speciﬁc type of shape transformation: folding 3D
objects into a cube or a box-like shape (Fig. 1). A cube is considered
to be a special shape as it is highly symmetric and regular (one of
the platonic polyhedra). Cubes and boxes are often seen as the most
basic 3D shape that does not resemble any speciﬁc object. They can
be stacked, stored and transported more easily, and used as “building
blocks” for other shapes. Our work presents a method to create
a fabricated 3D object that can physically fold between the input
3D shape and a box. Unlike previous works in computer-assisted
fabrication that create disjoint pieces [McCrae et al. 2011; Luo et al.
2012; Hildebrand et al. 2012; Schwartzburg and Pauly 2013; Chen
et al. 2013], our method produces a single, connected object that can
be folded. Along with the visual appeal and functional advantages of
stacking and transporting, our technique allows for reduced printing
times and cost, due to the compactness and regularity of the shape.
Given the input 3D shape and the target box dimensions, ﬁnding a
physically achievable folding sequence is a challenge as it involves
many sub-problems that are interdependent. The input shape needs
to be segmented into parts, and these parts need to be connected in
a pattern that can fold into two conﬁgurations—the source and the
target shapes. Both the static conﬁgurations as well as the dynamic
folding sequence need to be physically achievable. This means
that parts should be able to fold, joints should be sturdy, and self
intersections or interlocking should not occur at both conﬁgurations
and each step of the folding sequence. Any segmentation choice
affects the connectivity pattern, which in turn affects the folding.
This creates an intractable search space for possible solutions, and
in general, this space is not continuous—for example, changing the
segmentation by a small amount can lead to a drastically different
connectivity solution.
ACM Transactions on Graphics, Vol. 33, No. 4, Article 71, Publication Date: July 2014
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Mira Kaiser†

Tim van Kapel‡

Gerwin Klappe§

Abstract

Links:

In this paper we introduce several innovative variants on the classic Connect-The-Dots puzzle. We study the underlying geometric
principles and investigate methods for the automatic generation of
high-quality puzzles from line drawings.

1

Speciﬁcally, we introduce three new variants of the classic ConnectThe-Dots puzzle. These new variants use different rules for drawing connections, and have several advantages: no need for printed
numbers in the puzzle (which look ugly in the ﬁnal drawing), and
perhaps more challenging “game play”, making the puzzles suitable for different age groups. We study the rules of all four variants
in the family, and design principles describing what makes a good
puzzle. We identify general principles that apply across the different variants, as well as speciﬁc implementations of those principles
in the different variants. We make these mathematically precise in
the form of criteria a puzzle should satisfy.
Furthermore, we investigate methods for the automatic generation
of puzzles from a plane graph that describes the input drawing. We
show that the problem of generating a good puzzle –one satisfying
the mentioned criteria– is computationally hard, and present several
heuristic algorithms.
Using our implementation for generating puzzles, we evaluate the
quality of the resulting puzzles with respect to two parameters: one
for similarity to the original line drawing, and one for ambiguity;
i.e. what is the visual accuracy needed to solve the puzzle.
CR Categories: I.3.5 [Computer Graphics]: Computational Geometry and Object Modeling—Geometric algorithms, languages,
and systems F.2.2 [Analysis of Algorithms and Problem Complexity]: Nonnumerical Algorithms and Problems—Geometrical problems and computations;
Keywords: pencil-and-paper puzzles, geometry, algorithms
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Introduction

Point puzzles are puzzles where points are given and a drawing
should be made according to certain rules. The best known type
is called Connect-The-Dots or Follow-The-Dots, where points are
labeled with a number in a range 1, . . . , n, and the rule is to connect points with consecutive numbers (see Figure 1). As a consequence, the puzzle can be solved by drawing one polygonal line
with 1, 2, . . . , n as the vertices. Many drawings cannot be drawn
with a single polygonal line, so Connect-The-Dots puzzles often
have parts pre-drawn. Furthermore, the labels clutter the ﬁnal drawing. We present new point puzzle types and variations that do not
suffer from these drawbacks.
Instead of connecting points based on their labels, our new point
puzzles are purely based on a geometric rule. Examples of such a
rule are: connect a point to the closest other point, connect to the
point in the given direction, or connect any two points if they are
at distance 1. For all these puzzles, we would still like that a user
can ﬁnd the solution without the use of a ruler or an other measurement device. Hence, ambiguity becomes an important aspect when
designing such puzzles. Since this is difﬁcult to deal with by hand,
we formalize ambiguity criteria for point puzzles, and provide algorithms to generate a puzzle given the drawing that the solution
should resemble.
Connect-the-dots puzzles are not only fun to solve, they also help
develop cognitive skills in young children by exposing them to sequencial numbers. While this particular feature disappears when
we remove the labels, we expect that our new geometric variants
will have similar educational beneﬁts. Solving the puzzles requires
estimation and comparison of distances, directions, and colors.
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Figure 1: A self-reﬁning liquid control game uses player analytics to guide precomputation to the most visited regions of the liquid’s state
space. The game’s quality continuously improves over time, ultimately providing a high-quality, interactive experience.

Abstract
Data-driven simulation demands good training data drawn from a
vast space of possible simulations. While fully sampling these large
spaces is infeasible, we observe that in practical applications, such
as gameplay, users explore only a vanishingly small subset of the
dynamical state space. In this paper we present a sampling approach that takes advantage of this observation by concentrating
precomputation around the states that users are most likely to encounter. We demonstrate our technique in a prototype self-reﬁning
game whose dynamics improve with play, ultimately providing realistically rendered, rich ﬂuid dynamics in real time on a mobile device. Our results show that our analytics-driven training approach
yields lower model error and fewer visual artifacts than a heuristic
training strategy.
CR Categories: I.3.7 [Computer Graphics]: Three-Dimensional
Graphics and Realism—Animation; I.5.1 [Pattern Recognition]:
Models—Statistical; I.6.8 [Simulation and Modeling]: Types of
Simulation—Gaming;
Keywords: games, data-driven animation, player models
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Introduction

In interactive simulation, data-driven techniques trade precomputation time for runtime speed and detail, enabling stunningly realistic
animation of curling smoke [Treuille et al. 2006; Wicke et al. 2009],
ﬂowing cloth [Guan et al. 2012; Kavan et al. 2011], and deforming
bodies [Barbič and James 2005]. The shift towards cloud computing services provides interesting new opportunities for data-driven
techniques by making it easier to perform ever more massive precomputations based on large quantities of data [Kim et al. 2013].
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Figure 2: Our data-driven approach enables the high quality interactive simulation of free-surface ﬂuids on a mobile device.
Data-driven methods, however, are only as good as their precomputation. Even with vast computational resources, dynamical spaces
are so large that we cannot precompute everything. Fortunately, exhaustive precomputation is unnecessary: user interactions are typically structured and thus explore only a vanishingly small subset
of the conﬁguration space. This is particularly true for the focus
of this paper, games, whose objectives can strongly shape player
interactions. The main challenge is to automatically discover structure from crowdsourced interaction data and exploit it to efﬁciently
sample the dynamical state space.
To address this challenge, we have developed a model self-reﬁning
game whose dynamics improve as more people play. The gameplay, controls, and objective are simple: the player tilts their mobile
device and tries to cause a simulated liquid to splash through a target area of the domain (Fig. 1). Points are awarded according to
the volume of the ﬂuid passing through the target. Although the
game is simple, the dynamics are not: free-surface ﬂuids exhibit
rolling waves, droplet sprays, and separating sheets which cannot
be simulated and rendered in real time on today’s mobile devices.
Our data-driven solution is general, applicable to any dynamical
system whose controls can be represented as a selection of discrete
choices at discrete time intervals. We model the game as a state
graph whose vertices are states and whose edges are short transitions between states. At runtime, the control (in this case, phone
tilt) determines which transition to follow. Typically, each transition is simulated, but because we can only precompute a ﬁnite
number of transitions, some edges blend simulations, returning to
a previously computed state. Following Kim et al. [2013], our
precomputation process interactively grows the state space by sucACM Transactions on Graphics, Vol. 33, No. 4, Article 73, Publication Date: July 2014

High-contrast Computational Caustic Design
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Figure 1: Caustic Brain: Our algorithm computes a 3D surface that refracts uniform light to focus on sharp intensity lines that sketch a human
brain. The physical prototype shown on the right has been fabricated in transparent acrylic with a CNC milling machine. The photographs
illustrate how the caustic image evolves as the acrylic piece is rotated into position (see also Figure 11 and accompanying video).

Abstract
We present a new algorithm for computational caustic design. Our
algorithm solves for the shape of a transparent object such that the refracted light paints a desired caustic image on a receiver screen. We
introduce an optimal transport formulation to establish a correspondence between the input geometry and the unknown target shape.
A subsequent 3D optimization based on an adaptive discretization
scheme then ﬁnds the target surface from the correspondence map.
Our approach supports piecewise smooth surfaces and non-bijective
mappings, which eliminates a number of shortcomings of previous
methods. This leads to a signiﬁcantly richer space of caustic images,
including smooth transitions, singularities of inﬁnite light density,
and completely black areas. We demonstrate the effectiveness of our
approach with several simulated and fabricated examples.
CR Categories: I.3.5 [Computer Graphics]: Computational Geometry and Object Modeling—Physically based modeling;
Keywords: caustics, computational design, 3D optimization, inverse surface design
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Introduction

The interplay of light and form is fundamental in how we perceive
the world. Reﬂective or refractive objects exhibit particularly rich
interactions with light, often creating fascinating caustic effects.
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However, manually controlling the appearance of caustics is notoriously difﬁcult, as slight changes to the specular surface can have
large, non-local effects on the created caustic image. Objects such
as the one shown in Figure 1 are virtually impossible to create with
traditional means of shaping or sculpting a refractive material.
Instead, we follow a recent line of research that proposes computational solutions to approach this challenging inverse light transport problem [Finckh et al. 2010][Papas et al. 2011][Kiser et al.
2012][Yue et al. 2014]. We address fundamental shortcomings of
these previous methods and propose the ﬁrst solution capable of
computing the shape of refractive objects that cast controlled, highly
detailed caustic images of high contrast.
Contributions.

We introduce a new optimization algorithm for
inverse caustic design based on optimal transport. The optimal
transport formulation in combination with an adaptive Voronoi discretization scheme enables a signiﬁcantly broader range of target
light distributions than previous methods. Our solution supports
continuous, piecewise smooth surfaces to allow easy fabrication,
while enabling
• high-contrast target images including completely black areas,
• point and curve singularities of inﬁnite light density in the
target image,
• non-uniform input light distributions with free boundaries on
non-planar base geometries.
These features, that have not been shown in any previous method,
signiﬁcantly expand the creative possibilities of computational caustic design and enable caustic lighting for a variety of application
domains, such interior and product design, lighting, architecture,
or art. We present several prototypes that demonstrate that physical realizations of our caustic generators well match the predicted
behavior.
Related Work.

We brieﬂy review several papers that are most
closely related to our work. For a broader overview, we refer to
the survey of Patow and Pueyo [2005] that provides an extensive
discussion of methods for inverse surface design based on a desired
light transport behavior. An interesting related survey focusing on
ACM Transactions on Graphics, Vol. 33, No. 4, Article 74, Publication Date: July 2014
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Abstract
We present an algorithm for mapping a triangle mesh, which is
homeomorphic to a disk, to a planar domain with arbitrary ﬁxed
boundaries. The algorithm is guaranteed to produce a globally bijective map when the boundary is ﬁxed to a shape that does not
self-intersect. Obtaining a one-to-one map is of paramount importance for many graphics applications such as texture mapping.
However, for other applications, such as quadrangulation, remeshing, and planar deformations, global bijectively may be unnecessarily constraining and requires signiﬁcant increase on map distortion.
For that reason, our algorithm allows the ﬁxed boundary to intersect
itself, and is guaranteed to produce a map that is injective locally (if
such a map exists). We also extend the basic ideas of the algorithm
to support the computation of discrete approximation for extremal
quasiconformal maps. The algorithm is conceptually simple and
fast. We demonstrate the superior robustness of our algorithm in
various settings and conﬁgurations in which state-of-the-art algorithms fail to produce injective maps.
CR Categories: I.3.5 [Computer Graphics]: Computational Geometry and Object Modeling—Geometric algorithms, languages,
and systems
Keywords: parametrization, conformal mapping, bijective mapping, quasiconformal, deformation, quadrangulation, remeshing
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Introduction

Computing a surface-to-plane map is one of the most fundamental
tasks in geometry processing. Many computer graphics and geometry processing applications rely heavily on solving the mapping
problem. Among the most important applications are: texture mapping, image and shape deformation-and-animation, ﬁnding correspondence between shapes for comparison and analysis, remeshing,
mesh improvement-and-fairing, morphing, and image retargeting.
Given a triangle mesh, the goal is to ﬁnd a piecewise-linear map
(parametrization) to a planar domain, satisfying different types of
boundary constraints. Among the typical ones are position, orientation (alignment) and curvature constraints. Depending on the
application, different properties of the map are important: smoothness, amount of metric or angle distortion, and the ability to handle
general boundary conditions. One of the most important properties
that is often required but seldom guaranteed is injectivity.
In the smooth setting, a map with strictly positive Jacobian is locally
injective. If in addition, the image of the boundary does not intersect itself, the map will be a global bijection. In the discrete setting,
a piecewise-linear map of a triangle mesh will be a global bijection
if two conditions hold: (1) the orientations of all the triangles in the
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image are positive (i.e. no ﬂipped triangles) and (2) the boundary
does not intersect itself. However, in contrast to the smooth setting,
(1) alone is not sufﬁcient for local injectivity. A counter example
is shown in Figure 1a. A piecewise-linear map is locally injective
only if the sum of (unsigned) triangle angles around each internal
vertex is precisely 2π.





Figure 1: Non-injective discrete maps of a cone shaped mesh to
the plane with ﬁxed boundary. (a) None of the triangles are ﬂipped
but the angle sum around the center vertex is 4π rather than 2π.
(b) It is impossible to position the center vertex in a way that will
produce discrete injective map.
Even in the smooth setting, a locally injective map does not always
exist, if the boundary is allowed to intersect itself. For example,
there is no smooth (or discrete) locally injective map that can satisfy
the boundary conﬁguration of Figure 1a. A self-intersecting curve
is called self-overlapping, if there exists a locally injective map with
this curve as its boundary (more details in Section 3.1). Another
difﬁculty that distinguishes the discrete setting from the smooth one
is illustrated in Figure 1b. Here, the boundary is a simple curve,
hence, it is obvious that a smooth bijective map exists. However,
for this particular coarse discretization, there is only one degree
of freedom that corresponds to the position of the center vertex.
Regardless of how we choose to set this degree of freedom, at least
one of the triangles will have negative orientation, meaning that a
discrete injective solution does not exist.
Few existing algorithms guarantee global or local injectivity. Most
importantly, the classic algorithm of Tutte computes a globally bijective map from a 3-connected mesh to a planar polygon with a
convex boundary, and requires only a single linear solve.
Several existing algorithms for free-boundary parametrization with
no constraints provide local injectivity guarantees, typically conditional on convergence (we discuss these algorithms in greater detail
in Section 2). Fixing the entire boundary position makes the problem more difﬁcult.
We propose an algorithm for mesh parametrization problems with
arbitrary ﬁxed boundaries, which guarantees that the resulting map
is locally injective. The only restriction is that the boundary will
be a self-overlapping polygon (otherwise, a solution does not even
exist in the smooth setting). To handle connectivity problems similar to Figure 1b we relax the original problem by allowing mesh
reﬁnement. The amount of reﬁnement needed by our algorithm is
bounded; although the worst-case bound is quadratic in the number of mesh vertices, the observed number of added vertices is very
small. It is important to note that even though the algorithm may
change the connectivity of the input mesh, the actual shape of the
mesh is never altered.
The main idea of our algorithm is quite simple. First, we construct
a triangulation (denoted as target mesh) of the user prescribed ﬁxed
boundary polygon. Then, we compute two globally bijective maps
of the source and target meshes into an intermediate convex domain. Finally, the source-to-target map is obtained by composing
the ﬁrst map with the inverse of the second one.
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Provably Good Planar Mappings
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Abstract
The problem of planar mapping and deformation is central in computer graphics. This paper presents a framework for adapting general, smooth, function bases for building provably good planar mappings. The term ”good” in this context means the map has no foldovers (injective), is smooth, and has low isometric or conformal
distortion.
Existing methods that use mesh-based schemes are able to achieve
injectivity and/or control distortion, but fail to create smooth mappings, unless they use a prohibitively large number of elements,
which slows them down. Meshless methods are usually smooth by
construction, yet they are not able to avoid fold-overs and/or control
distortion.
Our approach constrains the linear deformation spaces induced by
popular smooth basis functions, such as B-Splines, Gaussian and
Thin-Plate Splines, at a set of collocation points, using specially
tailored convex constraints that prevent fold-overs and high distortion at these points. Our analysis then provides the required density
of collocation points and/or constraint type, which guarantees that
the map is injective and meets the distortion constraints over the
entire domain of interest.
We demonstrate that our method is interactive at reasonably complicated settings and compares favorably to other state-of-the-art
mesh and meshless planar deformation methods.
CR Categories: I.3.5 [Computer Graphics]: Computational Geometry and Object Modeling—Geometric algorithms, languages,
and systems;

Figure 1: Our method is capable of generating smooth bijective maps with controlled distortion at interactive rates. Top row:
source image. bottom row: examples of deformations.

there is no known method that possesses all of these properties. In
this paper, we provide the theory and tools to generate maps that
achieve all of these properties, including interactivity.

Keywords: meshless deformation, bijective mappings, bounded
isometric distortion, conformal distortion
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Introduction

Space deformation is an important tool in graphics and image processing, with applications ranging from image warping and character animation, to non-rigid registration and shape analysis. The
two-dimensional case has garnered a great deal of attention in recent years, as is evident from the abundance of literature on the
subject. Virtually all methods attempt to ﬁnd maps that possess
three key properties: smoothness, injectivity and shape preservation. Furthermore, for the purpose of warping and posing characters, the method should have interactive performance. However,
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Previous deformation models can be roughly divided into meshbased and meshless models. Mesh-based maps are predominantly
constructed using linear ﬁnite elements, and are inherently not
smooth, but can be made to look smooth by using highly dense
elements. Although the methods for creating maps with controlled
distortion exist, they are time-consuming, and dense meshes prohibit their use in an interactive manner. On the other hand, meshless maps are usually deﬁned using smooth bases and hence are
smooth themselves. Yet we are unaware of any known technique
that ensures their injectivity and/or bounds on their distortion.
The goal of this work is to bridge this gap between mesh and meshless methods, by providing a generic framework for making any
smooth function basis suitable for deformation. This is accomplished by enabling direct control over the distortion of the Jacobian
during optimization, including preservation of orientation (to avoid
ﬂips). Our method generates maps by constraining the Jacobian on
a dense set of ”collocation” points, using an active-set approach.
We show that only a sparse subset of the collocation points needs
to be active at every given moment, resulting in fast performance,
while retaining the distortion and injectivity guarantees. Furthermore, we derive a precise mathematical relationship between the
density of the collocation points, the maximal distortion achieved
on them, and the maximal distortion achieved everywhere in the
domain of interest.
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VideoSnapping: Interactive Synchronization of Multiple Videos
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(a)

(c)

(b)

Figure 1: Four videos are taken of the same scene at different times from roughly similar camera trajectories (a). Spatiotemporal alignment
greatly simpliﬁes complex video editing tasks. Here, we removed the people from all video clips with a simple median ﬁlter (b). Our method
efﬁciently ﬁnds a nonlinear temporal warping, synchronizing multiple videos by computing paths in a cost matrix (c) above. This is visualized
by the squeezing of clips in the timeline (c) below, resulting in an intuitive, interactive video alignment tool.

Abstract

Keywords: Video Editing, Alignment, Synchronization

Aligning video is a fundamental task in computer graphics and vision, required for a wide range of applications. We present an interactive method for computing optimal nonlinear temporal video
alignments of an arbitrary number of videos. We ﬁrst derive a
robust approximation of alignment quality between pairs of clips,
computed as a weighted histogram of feature matches. We then ﬁnd
optimal temporal mappings (constituting frame correspondences)
using a graph-based approach that allows for very efﬁcient evaluation with artist constraints. This enables an enhancement to the
“snapping” interface in video editing tools, where videos in a timeline are now able snap to one another when dragged by an artist
based on their content, rather than simply start-and-end times. The
pairwise snapping is then generalized to multiple clips, achieving
a globally optimal temporal synchronization that automatically arranges a series of clips ﬁlmed at different times into a single consistent time frame. When followed by a simple spatial registration, we
achieve high quality spatiotemporal video alignments at a fraction
of the computational complexity compared to previous methods.
Assisted temporal alignment is a degree of freedom that has been
largely unexplored, but is an important task in video editing. Our
approach is simple to implement, highly efﬁcient, and very robust
to differences in video content, allowing for interactive exploration
of the temporal alignment space for multiple real world HD videos.

Links:

CR Categories: I.3.6 [Computer Graphics]: Methodology and
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Introduction

Most tasks related to handling or manipulating multiple video clips
involve some form of alignment. Exemplary applications include
compositing multiple takes in movie production and visual effects [Rüegg et al. 2013], video mosaicking and stitching [Agarwala et al. 2005], color grading, action recognition and video retrieval [Jiang et al. 2007], summarization [Ngo et al. 2005], and
HDR video [Kang et al. 2003].
The majority of existing solutions focus on accurate spatial alignment, i.e., computing sparse correspondences or dense mappings
between individual frames of multiple video clips. The necessary
temporal alignment required for successful spatial matching is generally assumed to be available, e.g., as a pre-speciﬁed offset computed using global timecodes like LTC, genlock, or audio [Shrestha
et al. 2007; Bryan et al. 2012].
However, in many of the above mentioned scenarios, explicit synchronization signals may not be available. In practice, a temporal
ordering and alignment of multiple clips often has to be established
manually using video editing software, where clips are typically
represented as bars that can be dragged and positioned relative to
each other on a global timeline. The assistance that such tools provide the artist is typically limited to snapping video clips at startand endpoints, or at pre-speciﬁed markers.
The basic motivation for our work is to enable content-based snapping to any location where the video clips share similar content.
But instead of simple temporal offsets or linear time scaling, we
are interested in ﬁnding general nonlinear time warps that globally
optimize the matching quality between multiple input video clips.
Intuitively, we would like to temporally “squeeze-and-stretch” the
input clips so that at any point in time their visual similarity is maximized. Figure 1c shows an example of such a temporal deformation, visualized as a literal stretching of the height of the clips in the
timeline.
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First-person Hyper-lapse Videos
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Microsoft Research
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(c) Stitched & blended

Figure 1: Our system converts ﬁrst-person videos into hyper-lapse summaries using a set of processing stages. (a) 3D camera and point
cloud recovery, followed by smooth path planning; (b) 3D per-camera proxy estimation; (c) source frame selection, seam selection using a
MRF, and Poisson blending.

Abstract
We present a method for converting ﬁrst-person videos, for example, captured with a helmet camera during activities such as
rock climbing or bicycling, into hyper-lapse videos, i.e., timelapse videos with a smoothly moving camera. At high speed-up
rates, simple frame sub-sampling coupled with existing video stabilization methods does not work, because the erratic camera shake
present in ﬁrst-person videos is ampliﬁed by the speed-up. Our algorithm ﬁrst reconstructs the 3D input camera path as well as dense,
per-frame proxy geometries. We then optimize a novel camera path
for the output video that passes near the input cameras while ensuring that the virtual camera looks in directions that can be rendered
well from the input. Finally, we generate the novel smoothed, timelapse video by rendering, stitching, and blending appropriately selected source frames for each output frame. We present a number
of results for challenging videos that cannot be processed using traditional techniques.
CR Categories: I.3.8 [Computer Graphics]: Applications;
Keywords: hyper-lapse, time-lapse, image-based rendering
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Introduction

Yesterday’s cameras were expensive, heavy, and difﬁcult to operate
devices, but those days are past. Today, digital cameras are cheap,
small, easy to use, and have become practically ubiquitous. Cameras are now commonly attached to our cars, computers, phones and
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wearable cameras are becoming popular. Well known examples of
wearable cameras include the GoPro, the Sony Action Cam, and
Google Glass. We call these ﬁrst-person cameras, since the action
is seen as if through the eye of the camera operator.
First-person cameras are typically operated hands-free, allowing
ﬁlming in previously impossible situations, for example during extreme sport activities such as surﬁng, skiing, climbing, or even
sky diving. In many cases, ﬁrst-person video is captured implicitly, rather than through explicit start-stop commands. Processing
and consuming the resulting videos poses signiﬁcant challenges for
casual users. Such videos suffer from erratic camera shake and
changing illumination conditions. More importantly, however, the
videos are usually long and monotonous, which makes them boring
to watch and difﬁcult to navigate.
There has been a substantial amount of work on extracting important scenes from video [Chen et al. 2007; Detyniecki and Marsala
2008; Money and Agius 2008]. However, these techniques require
high level scene understanding and have not reached a level of robustness that would make them practical for real-world tasks. A
simpler and more robust technique that does not require scene understanding is time-lapse, i.e., increasing the speed of the video by
selecting every n-th frame. Most ﬁrst-person videos depict moving cameras (e.g., walking, hiking, climbing, running, skiing, train
rides, etc.). Time-lapse versions of such videos are sometimes
called hyper-lapse to emphasize that the camera is moving through
space as well as accelerated through time.
Carefully controlled moving camera videos, such as those mounted
on the front of a train, or extracted directional subsets of street-view
panoramas, can be easily processed into hyper-lapse videos such
as those at http://hyperlapse.tllabs.io/ and http:
//labs.teehanlax.com/project/hyperlapse. Unfortunately, more casually captured videos such as from walking, running, climbing, or helmet mounted cameras during bicycling have
signiﬁcant shake and/or twists and turns. Increasing the frame rate
of such videos ampliﬁes the camera shake to the point of making
these videos un-watchable.
Video stabilization algorithms could conceivably help create
smoother hyper-lapse videos. Although there has been signiﬁcant
recent progress in video stabilization techniques (see Section 2),
they do not perform well on casually captured hyper-lapse videos.
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The Visual Microphone: Passive Recovery of Sound from Video
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Figure 1: Recovering sound from video. Left: when sound hits an object (in this case, an empty bag of chips) it causes extremely small
surface vibrations in that object. We are able to extract these small vibrations from high speed video and reconstruct the sound that produced
them - using the object as a visual microphone from a distance. Right: an instrumental recording of ”Mary Had a Little Lamb” (top row) is
played through a loudspeaker, then recovered from video of different objects: a bag of chips (middle row), and the leaves of a potted plant
(bottom row). For the source and each recovered sound we show the waveform and spectrogram (the magnitude of the signal across different
frequencies over time, shown in linear scale with darker colors representing higher energy). The input and recovered sounds for all of the
experiments in the paper can be found on the project web page.

Abstract

1

When sound hits an object, it causes small vibrations of the object’s surface. We show how, using only high-speed video of the
object, we can extract those minute vibrations and partially recover the sound that produced them, allowing us to turn everyday
objects—a glass of water, a potted plant, a box of tissues, or a bag
of chips—into visual microphones. We recover sounds from highspeed footage of a variety of objects with different properties, and
use both real and simulated data to examine some of the factors that
affect our ability to visually recover sound. We evaluate the quality
of recovered sounds using intelligibility and SNR metrics and provide input and recovered audio samples for direct comparison. We
also explore how to leverage the rolling shutter in regular consumer
cameras to recover audio from standard frame-rate videos, and use
the spatial resolution of our method to visualize how sound-related
vibrations vary over an object’s surface, which we can use to recover the vibration modes of an object.

Sound waves are ﬂuctuations in pressure that travel through a
medium. When sound hits an object, it causes the surface of that
object to move. Depending on various conditions, the surface may
move with the surrounding medium or deform according to its vibration modes. In both cases, the pattern of motion contains useful
information that can be used to recover sound or learn about the
object’s structure.

CR Categories: I.4.7 [Image Processing and Computer Vision]:
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Keywords:
acoustics
Links:

remote sound acquisition, sound from video, visual
DL

PDF

W EB

ACM Reference Format
Davis, A., Rubinstein, M., Wadhwa, N., Mysore, G., Durand, F., Freeman, W. 2014. The Visual Microphone:
Passive Recovery of Sound from Video. ACM Trans. Graph. 33, 4, Article 79 (July 2014), 10 pages.
DOI = 10.1145/2601097.2601119 http://doi.acm.org/10.1145/2601097.2601119.
Copyright Notice
Permission to make digital or hard copies of part or all of this work for personal or classroom use is granted
without fee provided that copies are not made or distributed for prot or commercial advantage and that
copies bear this notice and the full citation on the rst page. Copyrights for third-party components of this
work must be honored.
2014 Copyright held by the Owner/Author. Publication rights licensed to ACM.
0730-0301/14/07-ART79
DOI: http://dx.doi.org/10.1145/2601097.2601119

Introduction

Vibrations in objects due to sound have been used in recent years
for remote sound acquisition, which has important applications in
surveillance and security, such as eavesdropping on a conversation
from afar. Existing approaches to acquire sound from surface vibrations at a distance are active in nature, requiring a laser beam or
pattern to be projected onto the vibrating surface.
A key observation in our work is that the vibrations that sound
causes in an object often create enough visual signal to partially
recover the sounds that produced them, using only a high-speed
video of the object. Remarkably, it is possible to recover comprehensible speech and music in a room from just a video of a bag of
chips (Figure 1, Figure 2).
Following this observation, we propose a passive method to recover
audio signals using video. Our method visually detects small vibrations in an object responding to sound, and converts those vibrations back into an audio signal, turning visible everyday objects into
potential microphones. To recover sound from an object, we ﬁlm
the object using a high-speed video camera. We then extract local
motion signals across the dimensions of a complex steerable pyramid built on the recorded video. These local signals are aligned and
averaged into a single, 1D motion signal that captures global movement of the object over time, which we further ﬁlter and denoise to
produce the recovered sound.
Our method typically does not recover sound as well as active techniques for sound and vibration measurement, but it does provide a
few advantages. In particular, it does not require active lighting for
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Figure 1: We propose a novel method for intrinsic video decomposition, which exhibits excellent temporal coherence. Additionally, we show
a varied number of related applications such as video segmentation, color transfer, stylization, recolorization, and material editing (the last
three included in this image). Please refer to the accompanying video for these and all the other results shown in the paper.

Abstract

1

We present a method to decompose a video into its intrinsic components of reﬂectance and shading, plus a number of related example applications in video editing such as segmentation, stylization, material editing, recolorization and color transfer. Intrinsic
decomposition is an ill-posed problem, which becomes even more
challenging in the case of video due to the need for temporal coherence and the potentially large memory requirements of a global
approach. Additionally, user interaction should be kept to a minimum in order to ensure efﬁciency. We propose a probabilistic
approach, formulating a Bayesian Maximum a Posteriori problem
to drive the propagation of clustered reﬂectance values from the
ﬁrst frame, and deﬁning additional constraints as priors on the reﬂectance and shading. We explicitly leverage temporal information
in the video by building a causal-anticausal, coarse-to-ﬁne iterative
scheme, and by relying on optical ﬂow information. We impose no
restrictions on the input video, and show examples representing a
varied range of difﬁcult cases. Our method is the ﬁrst one designed
explicitly for video; moreover, it naturally ensures temporal consistency, and compares favorably against the state of the art in this
regard.

Decomposing an image into its intrinsic shading and reﬂectance
layers is an ill-conditioned problem with direct applications in computer graphics and image processing, such as retexturing and relighting. In the past few years there have been numerous works
tackling this problem from different angles. Some propose fully
automatic methods from single images [Tappen et al. 2005; Garces
et al. 2012], or rely on user annotations [Bousseau et al. 2009;
Shen et al. 2011]. Others leverage information from multiple images [Laffont et al. 2012] or time-lapse sequences [Weiss 2001;
Sunkavalli et al. 2007]. Nevertheless, the problem of decomposing a video shot into its intrinsic components remains unexplored.

CR Categories: I.4.1 [Computer Graphics]: Digitization and
Image Capture—Reﬂectance I.4.8 [Computer Graphics]: Scene
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Introduction

Intrinsic video decomposition is particularly challenging, since
temporal coherence must be preserved, even in the presence of dynamic lighting or occluded surfaces coming into view due to object or camera motion. Naively applying any existing intrinsic images algorithm to every individual frame yields poor results, due to
the extremely ill-posed nature of the problem and the lack of builtin temporal coherence. Solving the problem on a few keyframes
and then interpolating also leads to bad results, since there is no
guarantee that resulting reﬂectance values will be coherent across
keyframes. Last, trying to solve the problem globally for the whole
sequence would be impractical due to large memory requirements.
Another possible approach would be to rely on video segmentation: however, given the rich complexity of video shots, no existing
algorithm can guarantee a reliable temporal coherent segmentation.
Instead, we focus on an accurate and efﬁcient propagation of the reﬂectance from an initial intrinsic decomposition on the ﬁrst frame.
Propagating reﬂectance is different from other propagation approaches (such as video colorization) given the impossibility of
building a reliable feature space: The information we wish to propagate (reﬂectance) is not explicitly coded in the RGB values of the
frames and, as we argued, obtaining it on a per-frame basis leads to disturbing ﬂickering artifacts. Instead, we propose a relaxed
propagation approach based on a Bayesian framework and solve a
Maximum A Posteriori (MAP) problem. To avoid accumulation
errors, we deﬁne a local conﬁdence threshold and stop the propagation when the number of unreliable pixels surpasses it. We then
leverage shading information to complete the reﬂectance layer at
the stopping frame, and propagate backwards. We iterate this process using a coarse-to-ﬁne approach.
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Figure 1: A visualization of three shots from a coherent video cut of a social event created by our algorithm. In this case, eight social
cameras record a basketball game. Their views are shown at three different times. The 3D top-view shows the 3D camera poses, the 3D
joint attention estimate (blue dots), and the line-of-action (green line). Using cinematographic guidelines, quality of the footage, and joint
attention estimation, our algorithm chooses times to cut from one camera to another (from the blue camera to purple and then to green).

Abstract

1

We present an approach that takes multiple videos captured by social cameras—cameras that are carried or worn by members of the
group involved in an activity—and produces a coherent “cut” video
of the activity. Footage from social cameras contains an intimate,
personalized view that reﬂects the part of an event that was of importance to the camera operator (or wearer). We leverage the insight that social cameras share the focus of attention of the people
carrying them. We use this insight to determine where the important “content” in a scene is taking place, and use it in conjunction
with cinematographic guidelines to select which cameras to cut to
and to determine the timing of those cuts. A trellis graph representation is used to optimize an objective function that maximizes
coverage of the important content in the scene, while respecting cinematographic guidelines such as the 180-degree rule and avoiding
jump cuts. We demonstrate cuts of the videos in various styles and
lengths for a number of scenarios, including sports games, street
performances, family activities, and social get-togethers. We evaluate our results through an in-depth analysis of the cuts in the resulting videos and through comparison with videos produced by a
professional editor and existing commercial solutions.

Cameras are now ubiquitous in our lives—we are rarely without our
smart phones and pocket-size camcorders. Recently, even wearable
cameras have become quite common. These social cameras are
used to record our daily activities: time with family and friends,
participation in hobbies and games, and group activities such as
concerts, sporting events, and parties. A given activity is often captured by multiple people from different viewpoints resulting in a
sizable collection of social camera footage even for a single event.
With millions of hours of video captured in this way each year, algorithms to effectively summarize and understand such content are
urgently needed.
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Introduction

Social cameras create a new form of media as they are always available, generally handheld, and reﬂect the personal viewpoint of the
camera operator. The footage from social cameras is quite different from what has traditionally been created by professional cameramen. Professionals use tripods or stabilized rigs and carefully
compose and light their shots. In contrast, social camera footage
contains an intimate view of the proceedings, often from a ﬁrst person viewpoint. Large portions of social camera footage are rough
and unstable. These differences present a challenge for editing such
videos into a coherent “cut”, and this challenge is ampliﬁed when
large numbers of input video streams of a single event are available.
In an experiment that we conducted with a professional editor, the
editing of just a few minutes of video from multiple social cameras
required about 20 hours of effort.
This paper describes an algorithm that automatically creates a video
“cut” of an activity (Figure 1) from multiple video feeds captured
by a set of social cameras. To create this cut, we leverage and
extend existing cinematographic guidelines that were designed to
guide the editing of traditional footage into a narrative by human
editors. Our key insight is to take the center of attention of the cameras (and therefore of the viewers) as a strong indicator of what was
important at that moment in time. While this indicator does not describe a complex narrative ﬂow as a human editor might (through
editing tricks such as replays, close-ups, and ﬂashbacks), it does
provide the information needed to create a cut of the video that
condenses the video footage a hundredfold or more while retaining
the important action that occurred during the event.
ACM Transactions on Graphics, Vol. 33, No. 4, Article 81, Publication Date: July 2014
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Figure 1: Assembled from modular, interchangeable, and hot-pluggable parts (left), our novel device forms a skeletal tree matching the
Elephant. As the user manipulates each joint of the device, measured bone rotations animate a skeletal rig, and the Elephant comes to life.

Abstract
Articulation of 3D characters requires control over many degrees of
freedom: a difﬁcult task with standard 2D interfaces. We present a
tangible input device composed of interchangeable, hot-pluggable
parts. Embedded sensors measure the device’s pose at rates suitable
for real-time editing and animation. Splitter parts allow branching
to accommodate any skeletal tree. During assembly, the device
recognizes topological changes as individual parts or pre-assembled
subtrees are plugged and unplugged. A novel semi-automatic registration approach helps the user quickly map the device’s degrees
of freedom to a virtual skeleton inside the character. User studies
report favorable comparisons to mouse and keyboard interfaces for
the tasks of target acquisition and pose replication. Our device provides input for character rigging and automatic weight computation,
direct skeletal deformation, interaction with physical simulations,
and handle-based variational geometric modeling.
CR Categories: I.3.1 [Computer Graphics]: Input devices
Keywords: tangible input, skeletal deformation, animation system
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Introduction

Interactively articulating virtual 3D characters lies at the heart of
computer animation and geometric modeling. Sophisticated techniques express shape deformation in terms of a small set of degrees
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of freedom, most often the joint angles of an internal skeleton. Yet,
even the ubiquitous skeletal deformation systems have too many parameters to be managed directly with traditional mouse and keyboard
input. Animators must rely on indirect methods such as inverse kinematics or decompose complex and integrated motions into sequential
manipulations of a small subset of the parameters—for example,
iteratively positioning each bone of a skeleton hierarchy.
While direct manipulation mouse and touch interfaces are successful
in 2D [Shneiderman 1997], 3D interactions with 2D input are illposed and thus more challenging. Virtual 3D widgets, e.g. Arcballs
[Shoemake 1992], map 2D mouse input to 3D rotations, but interaction with the underlying 3D character is indirect and limited to a
subset of the overall articulation parameters. Successful commercial
products with 2D interfaces, e.g. Autodesk’s M AYA, are notorious
for steep learning curves and require interface-speciﬁc training.
Mouse and keyboard interfaces fall short because their control spaces
do not match the perceptual space of the 3D interaction task [Jacob
et al. 1994]. So instead, we propose direct physical manipulation
via a tangible interface [Ishii and Ullmer 1997] with degrees of
freedom in direct correspondence with the 3D rotations at skeletal
joints of the virtual character. The device is composed of modular,
hot-pluggable mechanical parts. The user may quickly assemble a
custom combination of measurement joints and branching splitters
to establish a one-to-one mapping between the physical device and
virtual skeleton (see Figure 1). We leverage modern advances in 3D
printing to produce compact, ready-to-assemble parts, comfortably
held with one or two hands.
Exploiting the beneﬁts of proprioception and physical affordances,
an assembled device allows interaction with a physical manifestation
of the virtual object, without the need for a literal, ﬁxed replication.
Each joint measures three rotation angles with accuracy of ∼ 1◦ at a
frequency up to 250 Hz. This makes the device not only suitable for
rapid prototyping, but also precise control tasks such as meticulous
keyframe posing and real-time animation capture. Complementary
to the physical device, we introduce algorithms to facilitate the
device’s employment in the standard character rigging and animation
pipelines. A novel semi-automatic registration algorithm accounts
for the disparity between the device’s physical proportions and those
of the given virtual character. The user may then quickly match the
rest pose of a character and immediately begin animating.
ACM Transactions on Graphics, Vol. 33, No. 4, Article 82, Publication Date: July 2014
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Figure 1: Many pedestrians walk straight in the crowd animation (left). We interactively manipulate the crowd animation to follow an s-curve
(right).

Abstract
Editing large-scale crowd animation is a daunting task due to the
lack of an efﬁcient manipulation method. This paper presents a
novel cage-based editing method for large-scale crowd animation.
The cage encloses animated characters and supports convenient
space/time manipulation methods that were unachievable with previous approaches. The proposed method is based on a combination of cage-based deformation and as-rigid-as-possible deformation with a set of constraints integrated into the system to produce
desired results. Our system allows animators to edit existing crowd
animations intuitively with real-time performance while maintaining complex interactions between individual characters. Our examples demonstrate how our cage-based user interfaces mitigate the
time and effort for the user to manipulate large crowd animation.
CR Categories: I.3.7 [Three-Dimensional Graphics and Realism]:
Animation—Virtual reality
Keywords: Human Motion, Interactive Editing, Crowd Animation,
Data-Driven Animation
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Introduction

Recent feature ﬁlms and video games often show spectacular scenes
with a large crowd of characters. Crowd animation may be used to
show a variety of interesting events. The characters are sometimes
crammed tightly into a small space. They sometimes interact with
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each other collaboratively or adversarially. There is a large array of
crowd simulation algorithms that can generate a crowd of animated
characters. These algorithms often have a set of tunable parameters. An animator adjusts the parameters to control how the crowd
animation should look. The production of crowd simulation is a
trial-and-error process of running multiple simulations with different parameters.
Alternatively, interactive editing techniques [Kwon et al. 2008; Kim
et al. 2009] have been studied to allow animators to manipulate
crowd animation directly. Their interactive techniques can effectively edit the group motion of multiple characters by pinning and
dragging the characters at arbitrary timing while maintaining the
integrity and visual quality of the original animation. The use of
interactive editing techniques changes the animator’s work process.
The animator may begin with a simulation algorithm to generate
an initial crowd animation from scratch and then he or she may manipulate the animation to reﬁne the result interactively. Even though
the group motion editing techniques have demonstrated promising
functionalities that facilitate crowd simulation, their practical use
has been limited because the techniques are computationally demanding. The previous work reported performance adequate for interactive dragging with dozen characters, which is far smaller than
the large-scale crowds that often appear in feature ﬁlms and games.
We present a novel cage-based editing method for manipulating
large-scale crowd animation interactively. The cage is an abstract
object that encloses target characters in motion for a certain spatial extent or temporal duration. The beneﬁts of the cage-based approach are manifold. From the user interface point of view, the cage
provides coherent control over multiple character motions such that
the motions are manipulated in a coordinated manner. The cage also
allows for the locality of control. The animator can manipulate a
small portion of the animation enclosed by a cage, while leaving
the remaining portions intact. The use of cages does not impose any
limitation on human motion. Arbitrary types of human motion can
be included in the crowd animation, even including interpersonal
interactions with physical contacts. From the performance point of
view, the cage serves as a reduced model of the animation; thus, it
can be manipulated efﬁciently based on two-level hierarchical computation. Our method is faster than the previous Laplacian-based
methods by orders of magnitude. The performance gain is even
more substantial for a larger number of characters in a crowd.
ACM Transactions on Graphics, Vol. 33, No. 4, Article 83, Publication Date: July 2014

Robust and Accurate Skeletal Rigging from Mesh Sequences
Binh Huy Le∗
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Figure 1: Only using a single set of parameters, our example-based method can accurately rig various models such as quadrupled animals
(a), humans (b, c), and highly deformable models (d). Our method can even generate bone structures for challenging parts, such as the mouth
and the two ears of the cat (a), the skirt (b), and the elastic cow model (d). Our method is robust: using only 9 frames, it can generate a
skeleton with 28 bones for the cat model (a); note that even though the given example poses of the cat model have asymmetric poses, it still
can generate an almost symmetric skeleton without imposing any symmetry constraints.

Abstract

1

We introduce an example-based rigging approach to automatically generate linear blend skinning models with skeletal structure.
Based on a set of example poses, our approach can output its skeleton, joint positions, linear blend skinning weights, and corresponding bone transformations. The output can be directly used to set
up skeleton-based animation in various 3D modeling and animation software as well as game engines. Speciﬁcally, we formulate the solving of a linear blend skinning model with a skeleton
as an optimization with joint constraints and weight smoothness
regularization, and solve it using an iterative rigging algorithm that
(i) alternatively updates skinning weights, joint locations, and bone
transformations, and (ii) automatically prunes redundant bones that
can be generated by an over-estimated bone initialization. Due to
the automatic redundant bone pruning, our approach is more robust
than existing example-based rigging approaches. Furthermore, in
terms of rigging accuracy, even with a single set of parameters, our
approach can soundly outperform state of the art methods on various types of experimental datasets including humans, quadrupled
animals, and highly deformable models.

Skeleton-based mesh deformation is a widely-used method for animating articulated creatures such as humans and animals. Setting
up the skeleton-based animation (also known as rigging), however,
often requires careful manual interventions in practice. Rigging a
model currently consists of two main steps: building a hierarchical
skeleton with rigid bones connected by joints, and skinning the 3D
model to deﬁne how joint rotations and translations would propagate to the surface during animation. In practice, animators typically repeat the two steps many times to reﬁne the model for best
results. This trial-and-error method is costly and time-consuming,
since its two steps are often done manually or semi-automatically.
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Introduction

The concept of using example poses (i.e., a sequence of deformed
mesh frames) for rigging [Schaefer and Yuksel 2007; de Aguiar
et al. 2008a; Hasler et al. 2010] has become increasingly practical
and useful in recent years. In particular, deformed mesh sequences
can be soundly reconstructed by performance capture [de Aguiar
et al. 2008b; Vlasic et al. 2008; Vlasic et al. 2009; Stoll et al. 2010]
or by dense motion capture based on commercial systems [Park and
Hodgins 2006]. Since the skeleton extracted from example poses
is typically compatible with game engines and popular animation
software such as Autodesk Maya, it can be directly used for various
animation editing, compression, and rendering applications, which
helps to reduce production cost in industry practice assuming example poses are available.
The essential idea of these example-based rigging methods [Schaefer and Yuksel 2007; de Aguiar et al. 2008a; Hasler et al. 2010]
is to ﬁrst perform motion driven clustering to extract rigid bone
transformations, then estimate joint locations and bone lengths using linear or non-linear least squares, and ﬁnally optimize the bone
transformations and skinning weights. However, they have the following limitations: First, nearly-rigid parts cannot be identiﬁed perfectly since motion driven clustering algorithms model neither skin
blending nor skeletal structure. As such, this step would either require non-trivial model-speciﬁc parameter tuning or result in an unrobust skeleton. Second, each step in this pipeline is performed on
the output from the previous step; thus, each step does not model
any constraints on the previous or next steps. For example, the clustering step does not model transformation blending. Likewise, after
the joint locations are determined, joint constraints would change
ACM Transactions on Graphics, Vol. 33, No. 4, Article 84, Publication Date: July 2014

Pixie Dust: Graphics Generated by Levitated and Animated Objects in
Computational Acoustic-Potential Field
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Figure 1: Application images of Pixie Dust, levitated and manipulated objects in graphic metaphors. (a) Floating screen with projection.
(b-c) Whale (hung by string) with particles and projected spout. (d) Physical vector graphics (showing “heart”). (e) Physical raster graphics.

Abstract

1 Introduction

We propose a novel graphics system based on the expansion of
3D acoustic-manipulation technology. In conventional research on
acoustic levitation, small objects are trapped in the acoustic beams
of standing waves. We expand this method by changing the distribution of the acoustic-potential ﬁeld (APF). Using this technique,
we can generate the graphics using levitated small objects. Our approach makes available many expressions, such as the expression
by materials and non-digital appearance. These kinds of expressions are used in many applications, and we aim to combine them
with digital controllability. In the current system, multiple particles
are levitated together at 4.25-mm intervals. The spatial resolution
of the position is 0.5 mm. Particles move at up to 72 cm/s. The allowable density of the material can be up to 7 g/cm3 . For this study,
we use three options of APF: 2D grid, high-speed movement, and
combination with motion capture. These are used to realize ﬂoating screen or mid-air raster graphics, mid-air vector graphics, and
interaction with levitated objects. This paper reports the details of
the acoustic-potential ﬁeld generator on the design, control, performance evaluation, and exploration of the application space. To
discuss the various noncontact manipulation technologies in a uniﬁed manner, we introduce a concept called “computational potential ﬁeld” (CPF).

Interaction with real-world objects is a popular topic in research related to real-world-oriented interactive technologies. In the context
of display technologies, analog installations with real objects are
still very popular (Figure 2 (b)) in many situations, such as window
displays, shops, and museums. Our research in this paper is motivated by the digital control of analog objects in mid-air, i.e., real
objects that are suspended and moved in mid-air without physical
support, such as posts, rods, and strings (Figure 2 (a)).
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Because of growing interest in the materialization of computer
graphics, digital fabrication technologies have recently emerged as
one of the most important application ﬁelds in real-world-oriented
computer graphics. These technologies are rapidly expanding from
research laboratories to commodity markets for personal use. Fabrication technologies bring computer graphics to the real world.
However, two missing and desirable functionalities in digital fabrication are the controllability of spatial position and animation. In
the digital world, the spatial position of graphical models is freely
controllable by merely setting the coordinates. The ability to do the
same in the real world is also desirable for digital fabrication.
We propose in this paper a method to control the spatial position
and 3D animation of small objects by utilizing a noncontact manipulation technology. With this method, we can employ real objects
as graphical components, such as display pixels (static control) and
vector graphics (dynamic control). We believe that a new avenue in
the ﬁeld of computer graphics will be opened if fabricated models
can be moved by noncontact manipulation.
Acoustic manipulation has been extended to 3D manipulation
[Ochiai et al. 2014]. In this study, we create an acoustic-potential
ﬁeld (APF) by using and extending this technology. Compared to
magnetic levitation, air jets, and other noncontact levitation technologies, APF has the following advantages: it can be used with a
wide variety of available materials, it provides a satisfactory refresh
rate, and it has sufﬁcient spatial resolution. While our technology is
limited in terms of the size and density of the objects that are controllable, it contributes to computer graphics by allowing levitated
small objects to be used in graphical metaphors, such as the pixels
of raster graphics, moving points of vector graphics, and animation.
To discuss various noncontact manipulation technologies in a uniﬁed manner, we introduce a concept called “computational potential ﬁeld” (CPF). We have gathered from literature in the area
ACM Transactions on Graphics, Vol. 33, No. 4, Article 85, Publication Date: July 2014

Learning to be a Depth Camera
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Figure 1: (a, b) Our approach turns any 2D camera into a cheap depth sensor for close-range human capture and 3D interaction scenarios.
(c, d) Simple hardware modiﬁcations allow active illuminated near infrared images to be captured from the camera. (e, f) This is used as input
into our machine learning algorithm for depth estimation. (g, h) Our algorithm outputs dense metric depth maps of hands or faces in real-time.

Abstract

1

We present a machine learning technique for estimating absolute,
per-pixel depth using any conventional monocular 2D camera, with
minor hardware modiﬁcations. Our approach targets close-range
human capture and interaction where dense 3D estimation of hands
and faces is desired. We use hybrid classiﬁcation-regression forests
to learn how to map from near infrared intensity images to absolute,
metric depth in real-time. We demonstrate a variety of humancomputer interaction and capture scenarios. Experiments show an
accuracy that outperforms a conventional light fall-off baseline, and
is comparable to high-quality consumer depth cameras, but with a
dramatically reduced cost, power consumption, and form-factor.

While range sensing technologies have existed for a long time, consumer depth cameras such as the Microsoft Kinect have begun to
make real-time depth acquisition a commodity. This in turn has
opened-up many exciting new applications for gaming, 3D scanning and fabrication, natural user interfaces, augmented reality, and
robotics. One important domain where depth cameras have had
clear impact is in human-computer interaction. In particular, the
ability to reason about the 3D geometry of the scene makes the
sensing of whole bodies, hands, and faces more tractable than with
regular cameras, allowing these modalities to be leveraged for high
degree-of-freedom (DoF) input.

CR Categories: I.3.7 [Computer Graphics]: Digitization and Image Capture—Applications I.4.8 [Image Processing and Computer
Vision]: Scene Analysis—Range Data

Whilst depth cameras are becoming more of a commodity, they have
yet to (and arguably will never) surpass the ubiquity of regular 2D
cameras, which are now used in the majority of our mobile devices
and desktop computers. More widespread adoption of depth cameras
is limited by considerations including power, cost, and form-factor.
Sensor miniaturization is therefore a key recent focus, as demonstrated by Intel1 , Primesense2 , PMD3 and Pelican Imaging4 , and
exempliﬁed by Google’s Project Tango5 . However, the need for
custom sensors, high-power illumination, complex electronics, and
other physical constraints (e.g. a baseline between the illumination
and sensor) will often limit scenarios of use, particularly when compared to regular cameras. Even if these issues are to be addressed,
there remains many legacy devices which only contain 2D cameras.
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Introduction

1 http://us.creative.com/p/web-cameras/creative-senz3d
2 http://www.primesense.com/solutions/3d-sensor/
3 https://www.cayim.com/
4 http://www.pelicanimaging.com/
5 http://www.google.com/atap/projecttango/
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Figure 1: (a) We use a photonic mixer device (PMD) coupled with a 2D projector to acquire “light-in-ﬂight” images and depth maps for
scenes with complex indirect transport. (b)-(c) The sharp, evolving wavefronts of light travelling along direct and caustic light paths can be
seen clearly. (d) We also recover time-of-ﬂight depth maps in a way that is not affected by strong indirect light. This indirect light mainly
consists of diffuse inter-reﬂections for the scene in (a) but we also show experimental results where caustic light paths dominate.

Abstract

1

We analyze light propagation in an unknown scene using projectors
and cameras that operate at transient timescales. In this new photography regime, the projector emits a spatio-temporal 3D signal
and the camera receives a transformed version of it, determined by
the set of all light transport paths through the scene and the time delays they induce. The underlying 3D-to-3D transformation encodes
scene geometry and global transport in great detail, but individual
transport components (e.g., direct reﬂections, inter-reﬂections, caustics, etc.) are coupled nontrivially in both space and time.

Recent years have seen a strong interest in using computational
imaging methods to probe and analyze light transport in complex
environments. A cornerstone of this body of work is the light transport equation, which describes the interaction of light with a scene
in terms of a simple linear relation [Ng et al. 2003; Debevec et al.
2000; Goral et al. 1984; Kajiya 1986]:

To overcome this complexity, we observe that transient light transport is always separable in the temporal frequency domain. This
makes it possible to analyze transient transport one temporal frequency at a time by trivially adapting techniques from conventional
projector-to-camera transport. We use this idea in a prototype that
offers three never-seen-before abilities: (1) acquiring time-of-ﬂight
depth images that are robust to general indirect transport, such as interreﬂections and caustics; (2) distinguishing between direct views
of objects and their mirror reﬂection; and (3) using a photonic mixer
device to capture sharp, evolving wavefronts of “light-in-ﬂight”.
CR Categories: I.4.1 [Image Processing and Computer Vision]:
Digitization and Image Capture—Imaging geometry, radiometry
Keywords: coded illumination, computational photography, light
transport, time-of-ﬂight imaging, photonic mixer devices
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Introduction

i = Tp

(1)

where i is a 2D image represented as a column vector of pixels, T
is the scene’s I × P transport matrix, and p is a vector that represents the scene’s spatially-varying illumination (e.g., a 2D pattern
projected onto the scene by a conventional video projector).
The transport equation governs a broad range of optical phenomena
but the matrix T is often unknown and must be inferred from images. This inference problem—after more than a decade of graphics and vision research—has produced a large repertoire of analysis
techniques and is now quite mature. Examples include methods for
acquiring [Peers et al. 2009], decomposing [Bai et al. 2010], transposing [Sen et al. 2005], approximating [Garg et al. 2006; O’Toole
and Kutulakos 2010], or inverting [Seitz et al. 2005] the matrix;
methods that use its properties for image-based rendering [Debevec
et al. 2000] or transport-robust shape acquisition [Gupta and Nayar
2012]; and imaging techniques that enhance the contribution of speciﬁc light transport components [Nayar et al. 2006; O’Toole et al.
2012; Reddy et al. 2012]. All these techniques make the problem
tractable by capturing images under many different illuminations at
rates limited by current projection technology (30kHz or less).
Against this backdrop, transient imaging has emerged as an alternative paradigm for transport analysis that exploits light’s ﬁnite speed.
Instead of illuminating a scene with spatially-varying patterns they
rely on temporally-varying ones, using MHz to THz lasers and
sensors sensitive to these rates (e.g., streak cameras [Velten et al.
2013] and photonic mixer devices [Heide et al. 2013; Kadambi
et al. 2013]). These techniques have opened new frontiers—looking
around corners [Kirmani et al. 2011], time-of-ﬂight depth imaging [Velten et al. 2012; Kirmani et al. 2013], lensless imaging [Wu
et al. 2013], and capturing propagating optical wavefronts [Velten
et al. 2013]—but are fundamentally limited in their ability to analyze complex global transport.
ACM Transactions on Graphics, Vol. 33, No. 4, Article 87, Publication Date: July 2014
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Figure 1: Compressive epsilon photography enables post-capture freedom from a few carefully selected photographs of a scene.
Lurking among the gamut of photographs that can be obtained by varying camera parameters are a few photographs that can truly capture the
aesthetics of a scene. In this paper, we enable complete post-capture freedom by estimating the entire collection of photographs corresponding
to varying camera parameters from a few select photographs at pre-determined camera parameters (marked in blue).

Abstract
A traditional camera requires the photographer to select the many
parameters at capture time. While advances in light ﬁeld photography have enabled post-capture control of focus and perspective,
they suffer from several limitations including lower spatial resolution, need for hardware modiﬁcations, and restrictive choice of
aperture and focus setting. In this paper, we propose “compressive epsilon photography,” a technique for achieving complete postcapture control of focus and aperture in a traditional camera by acquiring a carefully selected set of 8 to 16 images and computationally reconstructing images corresponding to all other focus-aperture
settings. We make the following contributions: ﬁrst, we learn the
statistical redundancies in focal-aperture stacks using a Gaussian
Mixture Model; second, we derive a greedy sampling strategy for
selecting the best focus-aperture settings; and third, we develop an
algorithm for reconstructing the entire focal-aperture stack from a
few captured images. As a consequence, only a burst of images
with carefully selected camera settings are acquired. Post-capture,
the user can then select any focal-aperture setting of choice and
the corresponding image can be rendered using our algorithm. We
show extensive results on several real data sets.
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1 Introduction
The transition from ﬁlm to digital was largely about convenience.
While there has been remarkable technological breakthroughs in
optical ﬂexibility and computational capabilities of digital cameras,
photography still mimics ﬁlm in some unfortunate ways: the photographer is still required to set all camera parameters such as focus,
aperture, exposure, and ISO at capture-time and has limited ﬂexibility in changing these settings post-capture. While professional
photographers have mastered the art of making the correct choices
during capture-time, the need to get all the camera parameters correct in the heat of the moment impedes casual photographers from
acquiring breathtaking photographs. Given the enormous strides
in resolution, low-light performance, user interface and physical
size that have been made in digital cameras, pre-capture settings remain stubbornly as one of the last frontiers in digital photography
severely limiting the ability of casual photographers. Thus, there
is an immediate need for methods that enable near-complete postcapture control in digital photography.
Digital photography has slowly started making a move in this direction with the advent of consumer light-ﬁeld cameras [Gortler et al.
1996; Levoy and Hanrahan 1996]. Light-ﬁeld cameras such as the
Lytro [Lytro ] and the Raytrix [Raytrix ] use a micro-lens array
to capture multiple viewpoints of the scene simultaneously. This
allows for post-capture control of focus albeit at the loss of spatial resolution. Green et al. [Green et al. 2007] proposed a method
for multi-aperture photography that allows for near-complete postcapture control of aperture size by exploiting a special modiﬁcation to the lens that captures the rays from concentric disks around
the aperture in 4 separate ﬁelds on the image plane. In these techACM Transactions on Graphics, Vol. 33, No. 4, Article 88, Publication Date: July 2014

Pinlight Displays: Wide Field of View Augmented Reality Eyeglasses
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Figure 1: A) A sparse array of point light sources, called pinlights, ﬁll the eye’s image plane when held defocused near the eye. B) Prototype
optical see-through display consisting of pinlight arrays and spatial light modulators (LCDs). The spatial light modulators code the defocused
pinlights to form an image on the retina. C) A photograph taken through our prototype display using a camera that approximates the human
eye. D) A comparison of the ﬁeld of view of our prototype display (110◦ ) to state-of-the art commercial optical see-through glasses. Ship
model by Staffan Norling.

Abstract

1

We present a novel design for an optical see-through augmented reality display that offers a wide ﬁeld of view and supports a compact
form factor approaching ordinary eyeglasses. Instead of conventional optics, our design uses only two simple hardware components: an LCD panel and an array of point light sources (implemented as an edge-lit, etched acrylic sheet) placed directly in front
of the eye, out of focus. We code the point light sources through
the LCD to form miniature see-through projectors. A virtual aperture encoded on the LCD allows the projectors to be tiled, creating
an arbitrarily wide ﬁeld of view. Software rearranges the target
augmented image into tiled sub-images sent to the display, which
appear as the correct image when observed out of the viewer’s accommodation range. We evaluate the design space of tiled point
light projectors with an emphasis on increasing spatial resolution
through the use of eye tracking. We demonstrate feasibility through
software simulations and a real-time prototype display that offers a
110◦ diagonal ﬁeld of view in the form factor of large glasses and
discuss remaining challenges to constructing a practical display.

Augmented reality (AR) offers a tantalizing vision for the future.
Imagine leaving home to proceed along directions placed neatly on
the sidewalk; along the way, a glance across the street yields the
menu for a cafe, prompting us to stop and share coffee with a remote friend apparently seated across the table. In this example, we
imagine casually harnessing graphics with meaningful spatial connections to the world, at a moment’s notice and at many moments
throughout the day. We imagine computer graphics transitioning
from a distinctly external entity into a part of human vision.
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Introduction

Realizing this dream requires advances in many disciplines – lowlatency rendering, tracking, application development, mobile computing, localization, networking – but perhaps the most fundamental problem is obtaining a suitable display. A display that satisﬁes
the long-term potential envisioned for AR must satisfy two key requirements:
Wide Field of View: Field of view (FOV) is a critical attribute of
a spatially registered AR display. A synthetic object or information overlay registered to the world, however small, may over time
appear anywhere in a viewer’s ﬁeld of view as the viewer moves.
Most envisioned AR applications also expect that a synthetic overlay could, at any given moment, ﬁll an arbitrarily large portion of
the viewer’s FOV. Therefore, if the ﬁeld of view of an AR display
is less than the viewer’s total ﬁeld of view, registered objects and
overlays will be cropped or will disappear and reappear with head
motion. This reduces the effectiveness of the display: the user now
must take an active role to discover and keep synthetic overlays in
view, may not receive complete information at any instant, and may
have a reduced sense that overlays represent synthetic objects that
are present in the world. Although the ﬁeld of view of the human
eye is nearly 180◦ , the ﬁeld of view achieved through the corrective lenses of ordinary eyeglasses – which generally span a ≥ 100◦
horizontal FOV – suggests a pragmatic target.
Non-Encumbering: A display intended for casual and extended
use must be ready to use in an instant, must be comfortable, and
must not interfere with other tasks when not being used. This requires a non-encumbering design: it must not be too bulky, and must
not signiﬁcantly degrade normal human sight. As with ﬁeld of view,
ordinary eyeglasses or sunglasses demonstrably achieve an acceptable level of encumbrance and provide a target standard. Although
ACM Transactions on Graphics, Vol. 33, No. 4, Article 89, Publication Date: July 2014

DecoBrush: Drawing Structured Decorative Patterns by Example
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Figure 1: The “ﬂower boy” drawing (e) was created by synthesizing decorative patterns by example along user-speciﬁed paths (a)-bottom.
(a)-top and Figure 2d show a subset of the exemplars for this ﬂoral style. (b), (c), and (d) show a closeup of the right ear. In (b), portions
of the exemplars, shown outlined with dashes in green, yellow and purple, are matched along the user’s strokes. Graph-cuts shown in red
reduce but do not completely eliminate artifacts in the overlap regions, as seen in (c). Starting with this initialization, we run texture synthesis
by example (d) and then vectorize the result (e).

Abstract
Structured decorative patterns are common ornamentations in a variety of media like books, web pages, greeting cards and interior
design. Creating such art from scratch using conventional software
is time consuming for experts and daunting for novices. We introduce DecoBrush, a data-driven drawing system that generalizes the
conventional digital “painting” concept beyond the scope of natural
media to allow synthesis of structured decorative patterns following
user-sketched paths. The user simply selects an example library
and draws the overall shape of a pattern. DecoBrush then synthesizes a shape in the style of the exemplars but roughly matching
the overall shape. If the designer wishes to alter the result, DecoBrush also supports user-guided reﬁnement via simple drawing and
erasing tools. For a variety of example styles, we demonstrate highquality user-constrained synthesized patterns that visually resemble
the exemplars while exhibiting plausible structural variations.
CR Categories: I.3.4 [Computer Graphics]: Graphics Utilities
Keywords: stroke, stylization, data-driven, decorative patterns
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Introduction

Designers rely on structured decorative patterns for ornamentation
in a variety of media such as books, web pages, formal invitations,
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commercial graphics and interior design. Digital artists often create
such patterns from scratch in software like Adobe Illustrator. The
artwork is typically represented as a set of outlines and ﬁlls using
vector primitives like Bézier curves. In conventional software,
the creation process can take hours to complete, even for skilled
designers, and represents a steep learning curve for non-experts.
Moreover, restructuring or repurposing an existing pattern can
be painstaking, as it can involve many low-level operations like
dragging control points.
This paper introduces “DecoBrush”, a data-driven drawing system
that allows designers to create highly structured patterns simply by
choosing a style and specifying an approximate overall path. The
input to our system is a set of pre-designed patterns (exemplars)
drawn in a consistent style (Figure 1a). Off-line, we process these
exemplars to build a stroke library. During the drawing process,
the user selects a library, and then sketches curves to indicate an
intended layout. The system transforms the query curves into
structured patterns with a style similar to the exemplar library but
following the sketched paths. DecoBrush allows both experts and
non-experts to quickly and easily craft patterns that would have
been time consuming for the experts and difﬁcult or impossible for
novices to create from scratch.
Our work is inspired by recent progress in example-based drawing
methods, such as the work of Lu et al. [2013] as well as work enabling structural variation like that of Risser et al. [2010]. The kinds
of highly-structured decorative patterns shown in this paper present
a particular challenge for example-based texture synthesis, where
most of the methods have been optimized for continuous-tone imagery where artifacts are largely hidden by ﬁne-scale texture.
Our pattern synthesis works as follows. We ﬁrst divide the query
path into segments that are matched to similar segments among the
exemplars, using dynamic programming to efﬁciently optimize this
assignment. We then warp the segments using as-rigid-as-possible
deformation to approximate the query path. Next at the joints where
neighboring segments overlap, we rely on graph cuts (shown red
in Figure 1b) to form a single, coherent ﬁgure that approximates
the hand-drawn path. Despite the use of nearly-rigid warps combined with graph cuts at the joints, the resulting ﬁgure generally
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Figure 1: The manifold of fonts. On the left, we show a 2D manifold learnt from 46 fonts. Every point in the manifold corresponds to a
complete font; as you move across the manifold the corresponding font smoothly changes by interpolating and extrapolating the the original
training fonts. We demonstrate this effect with the text on the right; each character is created from a different 2D location in the manifold
that is obtained by moving along the straight line shown on the left. The colored dots match up with the colored words. The heatmap of the
manifold is indicative of the likelihood of a location containing a good font. In addition to the results presented in this paper, we provide a
standalone Javascript based viewer that allows users to explore both the joint manifold of fonts and manifolds for individual characters.

Abstract

1

The design and manipulation of typefaces and fonts is an area requiring substantial expertise; it can take many years of study to become
a proﬁcient typographer. At the same time, the use of typefaces is
ubiquitous; there are many users who, while not experts, would like
to be more involved in tweaking or changing existing fonts without
suffering the learning curve of professional typography packages.

Everyone has access to a large number of fonts; they are already
installed with our operating systems, provided by software packages,
or may be obtained from online repositories; for example, hundreds
are available on the ‘Google Web Fonts’ project1 . These fonts deliver
a wide range of typefaces, each of which is the result of many hours
of design by professional typographers, and each of whom has many
years of training and experience, not to mention their artistry. Thus,
a collection of fonts comprises a huge body of information about the
appearance and style of type.

Given the wealth of fonts that are available today, we would like
to exploit the expertise used to produce these fonts, and to enable
everyday users to create, explore, and edit fonts. To this end, we
build a generative manifold of standard fonts. Every location on the
manifold corresponds to a unique and novel typeface, and is obtained
by learning a non-linear mapping that intelligently interpolates and
extrapolates existing fonts. Using the manifold, we can smoothly
interpolate and move between existing fonts. We can also use the
manifold as a constraint that makes a variety of new applications
possible. For instance, when editing a single character, we can
update all the other glyphs in a font simultaneously to keep them
compatible with our changes.
CR Categories: I.3.5 [Computer Graphics]: Computational Geometry and Object Modeling; I.2.6 [Artiﬁcial Intelligence]: Learning;
Keywords: digital typography, shape matching, modeling
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Introduction

Many users of type are interested in its appearance and manipulation
but do not have the training, or time, to make use of professional
editing tools. The steep learning curves of font packages act as a
barrier to more users exploring and manipulating fonts and creating
new typefaces. We are motivated by a desire to give users who
have no formal training in typography the ability to explore and
manipulate fonts and to create new typefaces.
Starting from a different view, consider the set of all possible closed
curves. Clearly, only a very small fraction of these curves are
plausible glyphs that could represent a character. While it might
take considerable expertise to start from a set of arbitrary curves
and build a typeface, we already have access to many examples
of valid glyphs. From a machine learning perspective, the set of
typefaces lies in a low dimensional manifold within the space of all
possible curves. Furthermore, we have access to a large number of
training examples (fonts) that are known to lie within this manifold.
Thus, identifying this manifold is an unsupervised learning task that,
when completed, condenses the knowledge and expertise of many
typographers into a single space. From within this space we can
not only recover the original fonts, but also generate a continuum of
novel fonts since every location in the space can generate a complete
typeface.
In this paper we present a framework to perform this learning task
and identify a manifold for fonts. We take, as input, a collection
1 http://www.google.com/fonts
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Abstract
This paper presents interfaces for exploring large collections of
fonts for design tasks. Existing interfaces typically list fonts in a
long, alphabetically-sorted menu that can be challenging and frustrating to explore. We instead propose three interfaces for font selection. First, we organize fonts using high-level descriptive attributes, such as “dramatic” or “legible.” Second, we organize fonts
in a tree-based hierarchical menu based on perceptual similarity.
Third, we display fonts that are most similar to a user’s currentlyselected font. These tools are complementary; a user may search for
“graceful” fonts, select a reasonable one, and then reﬁne the results
from a list of fonts similar to the selection. To enable these tools, we
use crowdsourcing to gather font attribute data, and then train models to predict attribute values for new fonts. We use attributes to help
learn a font similarity metric using crowdsourced comparisons. We
evaluate the interfaces against a conventional list interface and ﬁnd
that our interfaces are preferred to the baseline. Our interfaces also
produce better results in two real-world tasks: ﬁnding the nearest
match to a target font, and font selection for graphic designs.
CR Categories: D.2.2 [Software Engineering]: Design Tools and
Techniques—User Interfaces
Keywords: design, font, typography, attribute, crowdsourcing
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Introduction

Typography is fundamental to graphic design. A well-chosen font
can make a design more beautiful and more effective in communicating information. Font selection is also subtle: many professional
designers take entire courses on typography, and, for novices, the
process can be frustrating and opaque. Surprisingly, the standard
interface for selecting fonts — a long list of font names — has
not changed in decades, and often overwhelms users with too many
choices and too little guidance. As a result, users often proceed with
the default font, or stick with a few familiar, but poor, choices.
The problem of font selection is challenging for many reasons.
First, the space of possible fonts is quite large. Most computers are
now equipped with hundreds of fonts, and online repositories provide hundreds of thousands. Second, there is no obvious method for
categorization that supports a user’s goals. Modern font listings use
categorizations like “serif” or “display,” but these must be handannotated, and they don’t necessarily correspond to a user’s goals.
* Both authors contributed equally
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Font names themselves are rarely meaningful. Third, there are a variety of font selection tasks with different goals and requirements.
One designer may wish to match a font to the style of a particular
image. Another may wish to ﬁnd a free font which looks similar
to a commercial font such as Helvetica. A third may simply be exploring a large set of fonts such as Adobe TypeKit or Google Web
Fonts. Current methods for font selection fail to address any of these
needs well. Exhaustively exploring the entire space of fonts using
an alphabetical listing is unrealistic for most users.
This paper proposes interfaces for selecting fonts based on the idea
that fonts can be described by attributes: adjectives that describe
their visual personality or appearance, such as “formal,” “friendly,”
or “legible.” We use these attributes as the basis for three font selection interfaces that are designed to support different types of exploration and search. First, we describe an Attribute Interface that
allows a user to select one or more descriptive attributes; the system then shows a list of fonts that are sorted by how highly they
score along the selected axes, e.g., we can show fonts that are both
friendly and legible. Second, we propose a Group Interface that
shows the user a hierarchical menu of fonts, clustered according
to their visual similarity. Third, both interfaces include a SearchBy-Similarity feature which gives a list of fonts sorted by similarity to their currently-selected font, allowing users to ﬁne-tune their
choices. These interfaces allow users to search in a variety of ways,
from high-level exploration using attributes or font groups, to reﬁnement of font choices using the similarity search.
In this work, we propose an approach that estimates attribute values
and visual font similarity by learning models from crowdsourced
data. We ﬁrst collect a set of attributes commonly used by designers to describe fonts, and then compute attribute values for a set of
fonts using crowdsourced data. We also learn a function that predicts the visual similarity of fonts from crowdsourced data. Finally,
we learn to predict attribute values and font similarity from geometric features of fonts, so that our system can handle new fonts
without any further data collection. The dataset and interfaces are
available at the project page.
We evaluate our approach by two real-world design tasks, tested
with in-person experiments and online with Amazon Mechanical
Turk. First, we test users’ ability to ﬁnd a speciﬁc font in an interface, given an image of text in that font. For this task, users are
three times more likely to ﬁnd the font by using either of our interfaces, compared to a conventional linear list. Second, we perform a more subjective test of selecting a good font for a given
design. Our proposed interfaces show a statistically-signiﬁcant improvement over the conventional list, though the effect size is small
since font choices are highly subjective and multimodal. Participant
surveys show that users frequently prefer our interfaces to the conventional interface.

2

Related Work

To our knowledge, no prior work directly studied font selection interfaces. There is work in a number of related areas.
Font Traits and Features. Researchers have studied the personality traits of certain typefaces and how they affect the appropriateness of typefaces for speciﬁc tasks. Shaikh [2007] provides an
extensive list of typeface personality attributes that have been used
ACM Transactions on Graphics, Vol. 33, No. 4, Article 92, Publication Date: July 2014
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Figure 1: The leftmost composition is generated by selecting from a dataset of 200K clip art searched with keywords: dog, tree, sun, cloud,
and ﬂower. Unfortunately, the styles of the clip art are inconsistent. Our style similarity function can be used to re-order the results of a
search by style. The next three scenes are generated by ﬁxing one element, and then searching for stylistically similar clip art with the above
keywords. In each case, the additional clip art were chosen from the top twelve returned results (out of thousands).

Abstract
This paper presents a method for measuring the similarity in style
between two pieces of vector art, independent of content. Similarity is measured by the differences between four types of features:
color, shading, texture, and stroke. Feature weightings are learned
from crowdsourced experiments. This perceptual similarity enables style-based search. Using our style-based search feature, we
demonstrate an application that allows users to create stylisticallycoherent clip art mash-ups.
CR Categories: I.3.6 [Computer Graphics]: Methodology and
Techniques— [I.3.m]: Computer Graphics—Miscellaneous;
Keywords: style, illustration, learning, crowd-sourcing
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Introduction

Vector art is one of the most common forms of two-dimensional
computer graphics. Clip art libraries contain hundreds of thousands of pieces of vector art designed to be copied into documents
and illustrations. These collections are typically tagged by object categories; searches for common objects (e.g., “dog”) yield
huge numbers of results. However, there is another aspect of vector art that is currently much harder to search for: style. Clip art
comes from many artists and many sources, in a vast range of vi-
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sual styles, including sketches, woodcuts, cartoon drawings, and
gradient-shading; some are very cartoony and whimsical, whereas
others are more professional-looking. Because clip art comes
from heterogeneous sources with very inconsistent tagging, these
datasets lack any reliable annotation of artist or style.
While simulation of depiction style has long been a focus of nonphotorealistic rendering [Gooch and Gooch 2001], little attention
has been paid to understanding style, and no good tools exist for
stylistic search or analysis in clip art datasets. Indeed, it is fundamentally difﬁcult to deﬁne a simple function that describes these
different styles. But, with the recent dramatic growth in the quantity of visual content available online and the rising popularity of
remixed and mashup art [Lessig 2008], stylistic search could be
valuable for many design applications.
This paper presents a style similarity function for clip art. That is,
given two pieces of clip art, our function computes a real-valued
measure of their style similarity, independent of content (Figure 1).
We demonstrate style-based search, where clip art search results
are sorted by similarity to a query artwork. We describe a clip art
mashup application that uses style-based search to help users combine multiple pieces of stylistically-coherent clip art into a composition. For example, if a user has already placed a house and tree
in a sketchy pen style onto the canvas, and then searches for a dog,
our application re-orders search results so that dogs of a similarly
sketchy pen style are shown ﬁrst.
We compute our style distance function using a combination of
crowdsourcing and machine learning. We gathered a stylisticallydiverse collection of clip art. Then, for a large selection of clip
art triplets, we gathered Mechanical Turk (MTurk) ratings of the
form “Is clip art A more similar in style to clip art B or C?” We
then learned a model of stylistic similarity from these ratings. The
model is based on a set of features that we observe to be descriptive
of the style of vector art. In total we compute 169 features in four
categories: color, shading, texture, and stroke. The similarity function is a weighted L2 distance of the feature vectors; the weights
are learned by maximizing the probability of the MTurk ratings.
Learning with a sparsity prior produces a ﬁnal weighting with 78
non-zero weights. We numerically evaluate the performance of our
distance function on separate test data. We also perform user studACM Transactions on Graphics, Vol. 33, No. 4, Article 93, Publication Date: July 2014

Look Over Here: Attention-Directing Composition of Manga Elements
Ying Cao

Rynson W.H. Lau

Antoni B. Chan

Department of Computer Science, City University of Kong Kong

1

1.Rabbit, I came here for gold,
2. and I'm gonna get it!
3. I gotcha, you rabbit! I'll show
you!
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Figure 1: Given a storyboard comprising input subjects and dialogue for each panel (“The Wacky Wabbit” in the public domain), interaction
type between any two subjects (green line connecting two subjects in panel 3), and shot type (red text) and motion state (blue text) of each
panel (a), our approach automatically generates a layout of panels (b), and then produces a storytelling composition of subjects and speech
balloons on the layout (c), which effectively directs the viewer attention through the page. Red rectangles on the subjects represent regions of
interest, and a red lock icon in panel 1 indicates that the subject is ﬁxed in place by the user. The recorded viewer’s eye movements is plotted
as a red path (d). The background image is added to provide necessary context. The reading order of manga is right to left, and top to bottom.

Abstract

1

Picture subjects and text balloons are basic elements in comics,
working together to propel the story forward. Japanese comics
artists often leverage a carefully designed composition of subjects
and balloons (generally referred to as panel elements) to provide a
continuous and ﬂuid reading experience. However, such a composition is hard to produce for people without the required experience
and knowledge. In this paper, we propose an approach for novices
to synthesize a composition of panel elements that can effectively
guide the reader’s attention to convey the story. Our primary contribution is a probabilistic graphical model that describes the relationships among the artist’s guiding path, the panel elements, and the
viewer attention, which can be effectively learned from a small set
of existing manga pages. We show that the proposed approach can
measurably improve the readability, visual appeal, and communication of the story of the resulting pages, as compared to an existing
method. We also demonstrate that the proposed approach enables
novice users to create higher-quality compositions with less time,
compared with commercially available programs.

Japanese comics has grown to become one of the most popular
storytelling mediums across the world, with thousands of amateur
artists creating their own strips and imagery. The success of manga
can be attributed to the sophisticated utilization of unique storytelling techniques to amplify the sense of reader participation [McCloud 2006]. Among these techniques, the composition of foreground subjects and text balloons across a page is especially important for providing readers with a continuous and smooth reading experience. Unlike ﬁlms, elements in comics are arranged in
space rather than in time. Consequently, communication of the
story heavily relies on the reader attending to the right place at
the right time [Jain et al. 2012], e.g., the text balloons should be
read in the correct order and associated with the correct subjects.
Manga artists typically control the viewer attention via subject and
balloon placement, so as to lead the reader continuously through
the page [Folse 2010]. In this way, subjects and balloons, in addition to providing necessary information, can act as “road signs”,
guiding the readers through the artworks for better understanding of
the story. We refer to this path through the page as the underlying
artist’s guiding path (AGP) and the viewer’s eye-gaze path through
the page as the actual viewer attention.
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Introduction

Such a skilled composition is a daunting task, requiring signiﬁcant
expertise and hands-on experience. It is deemed by some professional manga artists as one of the most difﬁcult tasks in creating manga [SamuraiMangaWorkshop 2011]. Many state-of-the-art
commercial comic maker programs [MangaStudio 2011; ComiPo
2012; Scott-Baron 2006] simplify the manga creation process using a select-and-assemble paradigm, especially for novices. Instead
of drawing contents from scratch, users can directly select desired
elements, such as characters, balloons and screen tones, from a library of pre-made objects, and assemble them on a page to yield
the ﬁnal artwork. Unfortunately, no existing programs support automated element composition, leaving the assemble operation to be
done manually. Instead of using a ﬁxed set of local rules as in western comics, manga artists compose the panel elements in a ﬂexible
ACM Transactions on Graphics, Vol. 33, No. 4, Article 94, Publication Date: July 2014

An Asymptotic Numerical Method for Inverse Elastic Shape Design
Xiang Chen∗
∗

Changxi Zheng†
†

State Key Lab of CAD&CG, Zhejiang University

Weiwei Xu‡

Kun Zhou∗ §

Columbia University

‡

Hangzhou Normal University

Abstract
Inverse shape design for elastic objects greatly eases the design efforts by letting users focus on desired target shapes without thinking
about elastic deformations. Solving this problem using classic iterative methods (e.g., Newton-Raphson methods), however, often
suffers from slow convergence toward a desired solution. In this
paper, we propose an asymptotic numerical method that exploits
the underlying mathematical structure of speciﬁc nonlinear material
models, and thus runs orders of magnitude faster than traditional
Newton-type methods. We apply this method to compute rest shapes
for elastic fabrication, where the rest shape of an elastic object is
computed such that after physical fabrication the real object deforms
into a desired shape. We illustrate the performance and robustness
of our method through a series of elastic fabrication experiments.
CR Categories: I.3.5 [Computer Graphics]: Computational Geometry and Object Modeling—Physically based modeling;
Keywords: elastic fabrication, 3D printing, ﬁnite element methods,
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Introduction

Elastic objects are ubiquitous in computer animation and video
games [Nealen et al. 2006], and have received increasing attention in
3D fabrication of real-world objects [Skouras et al. 2013]. However,
designing a desired static equilibrium shape of an elastic object is
counterintuitive, because it deforms in various ways under external
forces. When designing the static shapes of elastic objects, one
wishes to focus on desired target shapes directly without thinking
about possible deformations. This motivates the development of an
inverse shape design tool automatically computing a rest shape that
deforms into a desired target shape under given external forces (see
Figure 1(a-c)).
In general, the inverse shape design problem amounts to solving a
static equilibrium equation,
f (x, X) + g = 0,
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Figure 1: Plant: Top: Our method computes the rest shape of a
plant model (a), given its desired target shape (b) under gravity.
The fabricated object according to the computed rest shape deforms
under gravity into a shape (c) that is nearly identical to the desired
design shape (b). Bottom: Compared with the Newton-type methods
such as the Levenberg-Marquardt solver (d), our ANM method (e)
runs orders of magnitude faster.
where f describes the internal elastic force determined by the material’s constitutive model; the deformed shape x and the external
force g are the inputs, and X is the rest shape to be found. For internal force models typically encountered in realistic simulation and
predictive computational design tasks, the relationship between the
rest shape and the deformed shape can be very complex, exhibiting
a high degree of nonlinearity.
A number of works have recently investigated this problem to control
the shape and motion of elastic materials. For applications of animation control, initial shapes are often computed using fast models
such as spring-mass systems [Twigg and Kačić-Alesić 2011], which
are efﬁcient but less accurate, and thus not applicable to predictive
computational design tasks such as those in 3D fabrication. For
rod-like geometries, solutions can be efﬁciently found using reduced
kinematic models (e.g., [Hadap 2006; Derouet-Jourdan et al. 2010;
Derouet-Jourdan et al. 2013]), yet no such method exists for general
volumetric elastic objects. Thus existing methods for computational
design and 3D fabrication (e.g., [Bickel et al. 2012; Skouras et al.
2012]) typically formulate the rest shape computation as a nonlinear
(constraint) optimization problem solved by a Newton-type iterative
solver. Newton-type methods are known to converge quadratically in
the vicinity of a minimum. However, they suffer from slow convergence toward a desired solution, if the problem is highly nonlinear
and the initial guess is far away from the solution. Our work is
also motivated by applications of 3D elastic fabrication, in which
a nonlinear material model is needed for accurate prediction and a
good initial guess of the rest shape is often infeasible. We therefore
desire a method that is fast, robust and accurate for the computation
of elastic rest shapes.
In this paper, we propose to solve the problem of inverse elastic
ACM Transactions on Graphics, Vol. 33, No. 4, Article 95, Publication Date: July 2014
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Figure 1: We introduce an algorithm for the design of spinning tops and yo-yos. Our method optimizes the inertia tensor of an input model
by changing its mass distribution, allowing long and stable spins even for complex, asymmetric shapes.

Abstract
Spinning tops and yo-yos have long fascinated cultures around the
world with their unexpected, graceful motions that seemingly elude
gravity. We present an algorithm to generate designs for spinning
objects by optimizing rotational dynamics properties. As input, the
user provides a solid 3D model and a desired axis of rotation. Our
approach then modiﬁes the mass distribution such that the principal directions of the moment of inertia align with the target rotation
frame. We augment the model by creating voids inside its volume,
with interior ﬁll represented by an adaptive multi-resolution voxelization. The discrete voxel ﬁll values are optimized using a continuous, nonlinear formulation. Further, we optimize for rotational
stability by maximizing the dominant principal moment. We extend
our technique to incorporate deformation and multiple materials for
cases where internal voids alone are insufﬁcient. Our method is
well-suited for a variety of 3D printed models, ranging from characters to abstract shapes. We demonstrate tops and yo-yos that spin
surprisingly stably despite their asymmetric appearance.
CR Categories: I.3.5 [Computer Graphics]: Computational Geometry and Object Modeling—Physically based modeling
Keywords: fabrication, moment of inertia, shape optimization
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Introduction

Spinning toys have existed since antiquity as playful objects that
capture the imagination. Invented independently all over the world,
spinning tops are referenced in ancient Greek literature [Gould
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1975], and evidence of clay tops has been found in ancient cities
dating as early as 3500 B.C. Similarly, while yo-yos are believed to
have been invented in China, there are many historical references,
including in Mozart’s The Marriage of Figaro where a yo-yo is spun
to relieve stress [Malko 1978]. Despite the long tradition of these
toys, until today creating new designs has been a trial-and-error process, calling on the intuition and meticulous patience of artists and
hobbyists. Moreover, there has been little departure from rotationally symmetric designs.
Much attention has been devoted in the ﬁeld of classical mechanics
to explaining the motion of spinning objects, however, the focus has
been primarily on analysis [Crabtree 1909; Perry 1957; Provatidis
2012; Cross 2013] rather than design. In this paper, we investigate the unique geometric properties of shapes that spin, with an
eye on digital modeling and free-form design. A stable spin has
requirements on rotational inertia, including precise positioning of
the center of mass and correct alignment of the primary axes of the
body. We propose an algorithm to optimize for these inertial properties, for example to design a spinning top that rotates smoothly
and stably and can be fabricated using 3D printing.
In our approach, users provide an initial design for a spinning
model, speciﬁed as a 3D surface mesh. Along with the input geometry, the user may specify the desired axis of spinning and the
contact point with the support. The mass distribution is then optimized to ensure that the primary axis for the moment of inertia
aligns with the desired axis of rotation. Since the moment of inertia depends on the entire volume, rather than just on the surface
geometry, we preserve the appearance of the input design by prioritizing changes to the internal mass distribution. The algorithm
may also deform the model to ensure correct rotational properties in
cases where internal modiﬁcations are not sufﬁcient. Alternatively,
we can optimize dual-material models that compensate unfavorable
conﬁgurations with a higher density ﬁll, avoiding changes to the
external shape.
Overall, we present a novel technique to design objects with special dynamic properties, and make the following contributions: We
formulate a nonlinear functional that measures the spinnability of a
solid shape about a user-deﬁned axis. Using this measure, we devise constraint optimization problems that align the principal axes
for moment of inertia with user-speciﬁed rotation axes. To this end,
we maximize the ratio of principal moments in the dominant and
lateral directions and place the center of mass on the rotation axis.
ACM Transactions on Graphics, Vol. 33, No. 4, Article 96, Publication Date: July 2014

Build-to-Last: Strength to Weight 3D Printed Objects
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Figure 1: We reduce the material of a 3D kitten (left), by carving porous in the solid (mid-left), to yield a honeycomb-like interior structure
which provides an optimal strength-to-weight ratio, and relieves the overall stress illustrated on a cross-section (mid-right). The 3D printed
hollowed solid is built-to-last using our interior structure (right).

Abstract

Links:

The emergence of low-cost 3D printers steers the investigation of
new geometric problems that control the quality of the fabricated
object. In this paper, we present a method to reduce the material
cost and weight of a given object while providing a durable printed
model that is resistant to impact and external forces.

1

We introduce a hollowing optimization algorithm based on the
concept of honeycomb-cells structure. Honeycombs structures are
known to be of minimal material cost while providing strength
in tension. We utilize the Voronoi diagram to compute irregular
honeycomb-like volume tessellations which deﬁne the inner structure. We formulate our problem as a strength–to–weight optimization and cast it as mutually ﬁnding an optimal interior tessellation
and its maximal hollowing subject to relieve the interior stress.
Thus, our system allows to build-to-last 3D printed objects with
large control over their strength-to-weight ratio and easily model
various interior structures. We demonstrate our method on a collection of 3D objects from different categories. Furthermore, we
evaluate our method by printing our hollowed models and measure
their stress and weights.
CR Categories: I.3.5 [Computer Graphics]: Computational Geometry and Object Modeling—Curve, surface, solid, and object
representations;
Keywords: 3D printing technologies, solid object hollowing,
porous structure design, volume-Voronoi shape
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Introduction

Recent years have seen a growing interest in 3D printing technologies, capable of generating tangible solid objects from their digital
representation. Typically, physically printed objects are built by
successively stacking cross-section layers of powder-based material. Layers are generated through fused-deposition modeling and
liquid polymer jetting. Hence, the production cost of the resulting model is directly related to the volume of material effectively
employed in the printing process. In turn, this can be a costly operation for large and complex models. To mitigate this, few methods
have recently focused on the problem of designing cost effective
3D shapes by reducing their interior material. In their recent work,
Wang et al. [2013] introduce one of the ﬁrst cost-effective printing
strategies using skin frame structures to support the shape’s interior.
Recent material-aware 3D printing techniques [Stava et al. 2012;
Prévost et al. 2013; Zhou et al. 2013; Umetani and Schmidt 2013]
describe object breakability, stress and fatigue-related collision as
challenging issues that are very important to handle for 3D printing.
Our work draws inspiration from the Voronoi structure. Given a
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Figure 1: The upper leg of the Poppy robot (www.poppy-project.org ) cannot be 3D printed on low cost FDM printers without support. Our
technique automatically generates scaffoldings made of horizontal bridges supported by vertical pillars, shown in purple. The print is shown
in the middle and on the right after clean up. Bridges are strong and stable, increasing the print reliability while having a low material usage.

Abstract

1

Fused Filament Fabrication (FFF) is the process of 3D printing objects from melted plastic ﬁlament. The hot plastic exits a nozzle and
fuses with the part just below, adding a layer of material to the object being formed. However, ﬁlament can only be deposited on top
of an existing surface. Therefore, overhangs require a disposable
support structure to be printed, temporarily supporting the threads
of plastic that would otherwise hang in empty space.

Fused ﬁlament fabrication (FFF) is a popular technique for turning
3D models into real, tangible objects. A hot ﬁlament is melted
through a heated nozzle and fuses with the part just below, adding a
layer of material to the object being formed. Advantages are the low
cost of both printers and ﬁlaments, the relative ease of use requiring
few manual steps before and after printing, and the wide availability
of printers which can be bought from a variety of manufacturers,
e.g. Ultimaker, RepRapPro, 3D Systems, Stratasys.

Existing techniques for support generation fall into two categories:
The ﬁrst allow for very reliable prints by enclosing the bottom of
the object in a dense structure, at the expense of increased material
usage and build times. The second generate thin hierarchical structures connecting to the surface in a sparse number of points. This
uses less material, at the expense of reliability: the part might become unstable, the structure itself may become difﬁcult to print, the
bottom surface quality degrades. The user therefore has to correct
the structure and its parameters for each new object.
We propose to exploit the ability of FFF printers to print bridges
across gaps. Since bridges are always supported by pillars at their
extremities, they are both stronger and more stable than hierarchical
tree structures. Our technique ﬁrst selects the points to support
based on overhang and part stability during the entire print process.
It then optimizes for a printable scaffolding composed of bridges
and vertical pillars, supporting all points. The result is an automated
support generation technique using little material while ensuring
ﬁne surface quality and stability during the printing process.
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Introduction

A major drawback of the process, however, is that ﬁlament can only
be deposited on top of an existing surface. Therefore, overhangs
require a disposable structure to be printed, temporarily supporting
the threads of plastic that would otherwise hang in empty space.
Most of the existing approaches build very reliable support structures that unfortunately incur a large increase in used material and
print time. Other approaches produce small support structures but
rely on the user to ﬁx an initial, incomplete automated solution.
This trial-and-error process often requires multiple test prints. We
discuss previous work Section 2.
We design our supports to answer two main criteria: 1) supporting
plastic threads wherever necessary, while being easy to remove and
2) minimizing used material, while printing reliably. Material usage
and reliability are contradictory goals: as the size of the support
is decreased it becomes more delicate to print and mechanically
fragile. In particular the weight of the object and the friction of the
printing nozzle start to endanger the integrity of the structure.
Support generation techniques focus on the issue of overhangs. This
is, however, not the only situation in which support is required.
Many objects are printed in a fragile equilibrium, or will have subparts in fragile equilibrium at a stage of the printing process. When
support is required this issue propagates throughout the entire support structure: a thin support has to be strong enough to support
the weight imbalance of the subparts being printed above it. Our
supports ensure that not only all overhangs are properly supported,
but also that at all stages of the print process the already printed
subparts of the object are maintained in a stable position.
Our structures are inspired from the scaffoldings
used in construction. In particular, we exploit
bridges — horizontal bars printed between mostly
vertical pillars. Such bridges can be printed reliably by FFF printers over gaps of several centimeters. These bridges exhibit good mechanical properties and can support other layers of scaffolding.
As illustrated in the inset, our scaffoldings are surprisingly strong
ACM Transactions on Graphics, Vol. 33, No. 4, Article 98, Publication Date: July 2014
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Figure 1: Our framework is able to generate layouts that meet both accessibility and aesthetic criteria for arbitrarily shaped (e.g., non-axis
aligned) domains. Here, we show several ﬂoorplan layouts for a pentagon-shaped building. The accessibility criteria specify that all rooms
are connected to the elevators via a singly connected corridor. The aesthetic criteria specify the admissible deformations for the rooms.
Upper-left: A set of tile templates to build the corridor: (1) predeﬁned locations of the corridor, (2) ﬁrst-level branches of the corridor, and
(3) second-level branches of the corridor. Observe how these topological constraints are enforced by the the edge-color constraints of the
tiles. Bottom-left: A set of deformable room templates. The doors are constrained to be at the red edges (alternative locations are marked
with a star). Certain rooms are deformable to be quads with two right angles. Right: We show three distinct ﬂoorplan designs for different
ﬂoors of the building. The different designs are achieved by different predeﬁned locations of the corridor (grey parts in the sub-ﬁgures in
the upper-right corners). The corridor branches and the rooms are then found by our discrete tiling algorithm in a way such that rooms are
placed with a higher priority. Finally, the mesh geometry is optimized to minimize the deviations of the rooms from their admissible shapes
and the straightness of the room boundaries.

Abstract

1

In this paper, we tackle the problem of tiling a domain with a set
of deformable templates. A valid solution to this problem completely covers the domain with templates such that the templates do
not overlap. We generalize existing specialized solutions and formulate a general layout problem by modeling important constraints
and admissible template deformations. Our main idea is to break
the layout algorithm into two steps: a discrete step to lay out the
approximate template positions and a continuous step to reﬁne the
template shapes. Our approach is suitable for a large class of applications, including ﬂoorplans, urban layouts, and arts and design.

Layout computation is an essential aspect of computational design.
Recent papers tackle various layout problems, such as the layout of
texture atlases, streets and parcels, buildings, cartographic maps,
ﬂoorplans, facades, mosaics, furniture, golf courses, and artistic
packings.
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Introduction

We can distinguish two main categories of layouts. The ﬁrst type
allows gaps between templates, but restricts object deformations
(typically only rigid deformations are allowed). Examples for this
type of layout include furniture [Yu et al. 2011], collage [Huang
et al. 2011], mosaics [Kim and Pellacini 2002], and artistic packings [Reinert et al. 2013]. The second type of layout requires that
the domain be fully covered without overlap, but tolerates a more
general class of template deformations. There exist several specialized versions of this layout problem, most notably tiling a domain
or mesh surface with triangles or quads. Other examples are axisaligned ﬂoorplans [Merrell et al. 2010] and urban layouts [Yang
et al. 2013]. In this paper, we contribute to the computation of the
second type of layouts (called water-tight layouts in this paper).
Our ﬁrst contribution is to model the problem. We generalize existing specialized problem formulations and propose an optimization
framework that can be applied to a larger class of applications, allowing for more general templates, and providing more ﬂexibility in
specifying desirable solutions. We analyze a set of example applications and propose a way to model the most important constraints
and admissible tile deformations in an optimization framework.
Our second contribution is to propose a technical solution to the
water-tight layout problem. It is important to note that the ﬁrst category of layouts is typically much easier to compute because empty
ACM Transactions on Graphics, Vol. 33, No. 4, Article 99, Publication Date: July 2014

Multiplexed Metropolis Light Transport
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Figure 1: Door scene with glossy surfaces rendered in 90 min. L2 errors are shown in false color. Primary sample space MLT [Kelemen et al.
2002] (PSSMLT) renders a noisy image as its bidirectional connections cannot efﬁciently ﬁnd visible paths in this scene. Original MLT [Veach
and Guibas 1997] is efﬁcient at handling such difﬁcult visibility, but suboptimal sampling on glossy surfaces results in distracting artifacts.
Our Multiplexed MLT (MMLT), although simple to implement just like PSSMLT, has comparable performance to original MLT on diffuse
surfaces and renders glossy surfaces more accurately.

Abstract
Global illumination algorithms using Markov chain Monte Carlo
(MCMC) sampling are well-known for their efﬁciency in scenes
with complex light transport. Samples in such algorithms are generated as a history of Markov chain states so that they are distributed
according to the contributions to the image. The whole process is
done based only on the information of the path contributions and
user-deﬁned transition probabilities from one state to the others. In
light transport simulation, however, there is more information that
can be used to improve the efﬁciency of path sampling. A notable
example is multiple importance sampling (MIS) in bidirectional
path tracing, which utilizes the probability densities of constructing a given path with different estimators. While MIS is a powerful
ordinary Monte Carlo method, how to incorporate such additional
information into MCMC sampling has been an open problem. We
introduce a novel MCMC sampling framework, primary space serial tempering, which fuses the ideas of MCMC sampling and MIS
for the ﬁrst time. The key idea is to explore not only the sample
space using a Markov chain, but also different estimators to generate samples by utilizing the information already available for MIS.
Based on this framework, we also develop a novel rendering algorithm, multiplexed Metropolis light transport, which automatically
and adaptively constructs paths with appropriate techniques as predicted by MIS. The ﬁnal algorithm is very easy to implement, yet
in many cases shows comparable (or even better) performance than
signiﬁcantly more complex MCMC rendering algorithms.
CR Categories: I.3.7 [Computer Graphics]: Three-Dimensional
Graphics and Realism—Raytracing
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Introduction

Rendering photorealistic images in computer graphics is almost exclusively done by using Monte Carlo methods nowadays. They all
share the concept of stochastically constructing paths that connect
the sensor to a light source and computing the energy reaching the
sensor. This process can be done in many ways: sampling only
from the sensor or the light sources (path tracing [Kajiya 1986]
or light tracing [Arvo 1986]), sampling from both sides with deterministic connections (bidirectional path tracing [Lafortune and
Willems 1993; Veach and Guibas 1995]), or density estimation of
path vertices (photon mapping [Jensen 1996]).
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On-line Learning of Parametric Mixture Models for Light Transport Simulation
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Figure 1: We render a scene featuring difﬁcult visibility with bidirectional path tracing (BDPT) guided by our parametric distributions
learned on-line in a number of training passes (TP). The insets show equal-time (1h) comparisons of images obtained with different numbers
of training passes. The results reveal that the time spent on additional training passes is quickly amortized by the superior performance of
the subsequent guided rendering.

Abstract

1

Introduction

Monte Carlo techniques for light transport simulation rely on importance sampling when constructing light transport paths. Previous work has shown that suitable sampling distributions can be
recovered from particles distributed in the scene prior to rendering.
We propose to represent the distributions by a parametric mixture
model trained in an on-line (i.e. progressive) manner from a potentially inﬁnite stream of particles. This enables recovering good
sampling distributions in scenes with complex lighting, where the
necessary number of particles may exceed available memory. Using these distributions for sampling scattering directions and light
emission signiﬁcantly improves the performance of state-of-the-art
light transport simulation algorithms when dealing with complex
lighting.

Despite recent advances, robust and efﬁcient light transport simulation is still a challenging open issue. Numerous algorithms have
been proposed to solve the problem, but certain common lighting
conditions, such as highly occluded scenes, remain difﬁcult. Most
existing unidirectional and bidirectional methods rely on incremental, local construction of transport sub-paths, which is oblivious to
the global distribution of radiance or importance. As a result, the
probability of obtaining a non-zero contribution upon sub-path connection in highly occluded scenes is low. This is the main reason
why such scenes remain difﬁcult to render. While Metropolis light
transport and related methods [Veach and Guibas 1997; Kelemen
et al. 2002; Cline et al. 2005] strive for importance sampling on the
entire path space, they suffer from sample correlation and are often
outperformed by the classic Monte Carlo approaches.
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The Natural-Constraint Representation of the Path Space
for Efﬁcient Light Transport Simulation
Anton S. Kaplanyan
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Figure 1: Equal-time comparison of the J EWELRY scene with difﬁcult glossy paths. Left: Reference computed with the original Metropolis
Light Transport (MLT) in 60 hours. The two closeups show 10 minute renders using original MLT, Manifold Exploration (MEMLT) and MLT
with our proposed mutation (HSLT+MLT). Note that BDPT cannot efﬁciently explore indirect caustics even at high sample counts. All MLT
variants used 1 million initial samples, MEMLT used λ 50. There was no special handling of direct illumination. The average number of
samples per pixel: MEMLT 621, MLT 1424, HSLT+MLT 612. Our new mutation estimates the optimal sampling density of difﬁcult specular
and glossy transport and excels at capturing hard features like thin highlights along highly curved rims.



Abstract

1

The path integral formulation of light transport is the basis for
(Markov chain) Monte Carlo global illumination methods. In this
paper we present half vector space light transport (HSLT), a novel
approach to sampling and integrating light transport paths on surfaces. The key is a partitioning of the path space into subspaces in
which a path is represented by its start and end point constraints and
a sequence of generalized half vectors. We show that this representation has several beneﬁts. It enables importance sampling of all
interactions along paths in between two endpoints. Based on this,
we propose a new mutation strategy, to be used with Markov chain
Monte Carlo methods such as Metropolis light transport (MLT),
which is well-suited for all types of surface transport paths (diffuse/glossy/specular interaction). One important characteristic of
our approach is that the Fourier-domain properties of the path integral can be easily estimated. These can be used to achieve optimal
correlation of the samples due to well-chosen mutation step sizes,
leading to more efﬁcient exploration of light transport features. We
also propose a novel approach to control stratiﬁcation in MLT with
our mutation strategy.

Rendering photorealistic images has been one of the main goals
of computer graphics. Physically-based simulation of light transport plays a crucial role in this endeavor. And indeed, we can
observe signiﬁcant progress in the large number of global illumination methods developed over time. However, the inherent complexity of light transport creates challenges that have not yet been
fully mastered. For example, computing light transport for complex
scenes with glossy materials remains nontrivial due to (nearly) nonsamplable specular-diffuse-specular paths and difﬁcult visibility.
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Introduction

There are two main strategies to address the challenges of light
transport simulation. The ﬁrst is to strive to improve the underlying mathematical integration method. Second, there is a demanding
effort to provide proper level of detail (LoD) for scene description
data, such as geometry, textures, and even acceleration structures.
In this paper, we focus on the mathematical integration of the transport problem which is particularly challenging in scenes with complex illumination, geometry and materials.
The path integral formulation of light transport [Veach 1998] and
numerical integration and sampling techniques, such as (Markov
chain) Monte Carlo methods, form the basis of nowadays global
illumination methods. In all their diversity, these methods share
the concept of stochastically creating paths, connecting the sensor to the lights. With limited computational budgets, i.e., ﬁnite
sample (path) count, the sampling strategy is of utmost importance.
Metropolis light transport (MLT) [Veach and Guibas 1997] was the
ﬁrst application of Markov chain Monte Carlo (MCMC) sampling
to this problem. This class of approaches samples the path space
by mutating paths and concentrates on samples with high contributions to the image. MLT is able to locally explore regions of the
path space that are otherwise difﬁcult to sample, e.g. pure glossy
interactions that are important for natural images.
In this paper we show how light transport on surfaces (in the absence of participating media) can be solved in a domain that is better suited for these difﬁcult phenomena. Consider for example a
perfect specular reﬂection: in this case the trajectory of light is dicACM Transactions on Graphics, Vol. 33, No. 4, Article 102, Publication Date: July 2014
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Figure 1: We present a new rendering algorithm, uniﬁed points, beams, and paths (UPBP), for light transport simulation in participating
media. UPBP combines a number of volumetric estimators based on points and beams with Monte Carlo path sampling techniques, all of
which have complementary strengths and weaknesses. The bottom row shows the contributions of the various volumetric transport techniques
to the ﬁnal image at the top. As shown in Fig. 2, UPBP excels at rendering scenes with different kinds of media, where previous specialized
techniques each fail in complementary ways. (Scene inspired by Gkioulekas et al. [2013].)

Abstract

1

Efﬁciently computing light transport in participating media in a manner that is robust to variations in media density, scattering albedo,
and anisotropy is a difﬁcult and important problem in realistic image synthesis. While many specialized rendering techniques can
efﬁciently resolve subsets of transport in speciﬁc media, no single
approach can robustly handle all types of effects. To address this
problem we unify volumetric density estimation, using point and
beam estimators, and Monte Carlo solutions to the path integral
formulation of the rendering and radiative transport equations. We
extend multiple importance sampling to correctly handle combinations of these fundamentally different classes of estimators. This, in
turn, allows us to develop a single rendering algorithm that correctly
combines the beneﬁts and mediates the limitations of these powerful
volume rendering techniques.

Light scattering in participating media is responsible for many important visual phenomena. However, simulation of these effects
can incur a large computational cost as variations in media density
(e.g., haze vs. skin), scattering albedo (wine vs. milk), and scattering
anisotropy result in signiﬁcantly different light interaction behaviors.
As such, designing a single light transport simulation algorithm that
is robust to these variations remains an important and open problem.
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Introduction

Two classes of widely adopted light transport simulation approaches
excel at rendering complex volumetric shading effects: those based
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Figure 1: We introduce a new approach utilizing high-order similarity relations, which can be used to accelerate Monte Carlo rendering of
translucent materials. (a) Reference path-traced rendering of a Corinthian capital made of a translucent material with a complicated phase
function. (b) Image rendered with the same algorithm but using a reduced scattering coefﬁcient and an isotropic phase function: although a
3.6X speedup is obtained, the resulting accuracy is poor (see the included relative error visualization with the color mapping shown above the
renderings). (c) Image rendered using the same reduced scattering coefﬁcient as (b) and a phase function provided by our method: with a
slightly higher speedup, signiﬁcantly better accuracy is obtained. (d) Plots of the phase functions used in (a, b, c). Our theory permits ﬁnding
a tabulated function (the orange curve) accurately reproducing the reference appearance.

Abstract
Radiative transfer equations (RTEs) with different scattering parameters can lead to identical solution radiance ﬁelds. Similarity
theory studies this effect by introducing a hierarchy of equivalence relations called “similarity relations”. Unfortunately, given
a set of scattering parameters, it remains unclear how to ﬁnd
altered ones satisfying these relations, signiﬁcantly limiting the
theory’s practical value. This paper presents a complete exposition of similarity theory, which provides fundamental insights
into the structure of the RTE’s parameter space. To utilize the theory in its general high-order form, we introduce a new approach
to solve for the altered parameters including the absorption and
scattering coefﬁcients as well as a fully tabulated phase function.
We demonstrate the practical utility of our work using two applications: forward and inverse rendering of translucent media.
Forward rendering is our main application, and we develop an algorithm exploiting similarity relations to offer “free” speedups for
Monte Carlo rendering of optically dense and forward-scattering
materials. For inverse rendering, we propose a proof-of-concept
approach which warps the parameter space and greatly improves
the efﬁciency of gradient descent algorithms. We believe similarity theory is important for simulating and acquiring volume-based
appearance, and our approach has the potential to beneﬁt a wide
range of future applications in this area.
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Introduction

Many real-world materials including marble, jade, and human
skin exhibit distinctive appearances arising from subsurface scattering of light. Understanding, simulating, and measuring this
phenomenon has been an active research area in computer graphics for decades.
The physics of subsurface scattering is normally modeled with the
radiative transfer framework [Chandrasekhar 1960]. The core
of this framework is the radiative transfer equation (RTE) which
governs how frequently light scatters and how it gets redirected
or absorbed (when scattering occurs) via a set of scattering parameters.
The parameter space of the RTE contains inﬁnitely many equivalence classes such that different parameters in each class lead
to identical solution radiance ﬁelds, under the assumption that
these radiance ﬁelds have bounded angular frequencies. Similarity theory, introduced to applied physics by Wyman et al. [1989a],
studies this property by deriving a hierarchy of equivalence relations called “similarity relations”. Higher-order similarity relations offer ﬁner partitions of the space, and parameters in the
resulting equivalence classes can produce identical radiance with
higher frequencies.
Previously, only a special case of the simplest order-1 similarity relation has been used in computer graphics. Furthermore, given a
set of scattering parameters, computing an altered set adhering to
(higher-order) similarity relations remains a challenge, especially
ACM Transactions on Graphics, Vol. 33, No. 4, Article 104, Publication Date: July 2014
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Figure 1: Example result of our method: A close-ﬁtting sweater exhibits wrinkles and torsional folds under the effects of gravity and as the
underlying torso is twisting. This example used only 12 adaptively chosen basis vectors and ran 18 times faster than a full simulation.

Abstract

1

We present a new approach to clothing simulation using lowdimensional linear subspaces with temporally adaptive bases. Our
method exploits full-space simulation training data in order to
construct a pool of low-dimensional bases distributed across pose
space. For this purpose, we interpret the simulation data as offsets
from a kinematic deformation model that captures the global shape
of clothing due to body pose. During subspace simulation, we select low-dimensional sets of basis vectors according to the current
pose of the character and the state of its clothing. Thanks to this
adaptive basis selection scheme, our method is able to reproduce
diverse and detailed folding patterns with only a few basis vectors.
Our experiments demonstrate the feasibility of subspace clothing
simulation and indicate its potential in terms of quality and computational efﬁciency.

Clothing plays a central role in compelling animation by contributing to the style and personality of animated characters while evoking the impression of realism and complexity that comes from detailed folding patterns. On a practical level, a great deal of clothing
used in animated ﬁlms consists of close-ﬁtting garments that move
along with the body. For example, a sweater may not show noticeable dynamics under normal body motion, but it will exhibit noticeable buckling patterns at the arm bends and oblique torsional folds
rising up from the waist. Frictional contacts and the overall nonlinear nature of cloth mean that these quasi-static folds depend not
only on the current pose but also on the path taken in pose space to
arrive at the present body conﬁguration. This property gives clothing an inﬁnite source of diversity and detail—and also shows that
cloth simulation is an indispensable tool in feature animation, even
for close-ﬁtting garments.
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Introduction

Although simulation systems can compute the deformation of cloth
at a remarkable level of realism and detail, they incur an extremely
high computational cost. Subspace methods have proven very effective at reducing computational cost for other applications such as
ﬁnite-element based solid simulation. These methods are most effective when deformations are small or predictable. In such cases,
one can construct a low-dimensional linear subspace whose basis
remains constant over time, thus delivering high computational efﬁciency. Unfortunately, due to hysteresis and its inherent nonlinear nature, cloth deformations are generally neither small nor predictable, which is seemingly at odds with subspace simulation and
probably explains why so few attempts have been made so far in
this direction.
Our work explores subspace methods in the context of clothing simulation and demonstrates one approach to overcome the challenges
described above. Our method relies on two key insights. First,
we note that subspace simulation is effective only when it can take
advantage of structure in the simulation. And, although the movement of free-ﬂowing cloth is largely arbitrary and unstructured, the
movement of clothing—especially close-ﬁtting clothing—does indeed contain a great deal of structure. We thus employ a kinematic
ACM Transactions on Graphics, Vol. 33, No. 4, Article 105, Publication Date: July 2014
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Figure 1: A hand mesh composed of 458K tetrahedra, running at 5.8 FPS (171 ms), including both self-contact detection and resolution. Our
algorithm accelerates the computation of complex self-contacts by a factor of 5× to 52× over other subspace methods and 166× to 391×
over full-rank simulations. Our self-contact computation never dominates the total time, and takes up at most 46% of a single frame.

Abstract

1

We present an efﬁcient new subspace method for simulating the
self-contact of articulated deformable bodies, such as characters.
Self-contact is highly structured in this setting, as the limited space
of possible articulations produces a predictable set of coherent collisions. Subspace methods can leverage this coherence, and have
been used in the past to accelerate the collision detection stage of
contact simulation. We show that these methods can be used to accelerate the entire contact computation, and allow self-contact to
be resolved without looking at all of the contact points. Our analysis of the problem yields a broader insight into the types of nonlinearities that subspace methods can efﬁciently approximate, and
leads us to design a pose-space cubature scheme. Our algorithm
accelerates self-contact by up to an order of magnitude over other
subspace simulations, and accelerates the overall simulation by two
orders of magnitude over full-rank simulations. We demonstrate
the simulation of high resolution (100K – 400K elements) meshes
in self-contact at interactive rates (5.8 – 50 FPS).

Subspace methods, also known as model reduction, or reducedorder methods, have recently been used to accelerate a variety
of simulations in computer graphics, such as deformable bodies
[Barbič and James 2005] and ﬂuids [Treuille et al. 2006]. These
methods detect temporal redundancies in the simulation during
a precomputation stage and use them to construct efﬁcient, lowdimensional subspaces. Simulations are performed in these subspaces at runtime, and routinely yield speedups that are orders of
magnitude faster than their “full-rank” counterparts.

CR Categories: I.3.5 [Computer Graphics]: Computational Geometry and Object Modeling—Physically based modeling
Keywords: character simulation, subspace integration, cubature,
self-collision detection, self-collision resolution

Introduction

This approach is especially appealing for deforming solids, because
material properties naturally limit the shapes that a solid model can
take on. Thus, it is reasonable to expect that the majority of important deformations can be spanned by a small, “low-rank” subspace.
This intuition also extends to articulated bodies, such as character
meshes. The global deformation of a character may be complex,
but the deformation of an individual limb (e.g. a forearm) is still
fairly low-rank. Articulated subspace methods [Kry et al. 2002;
Kim and Pollard 2011], which include substructuring and domain
decomposition approaches [Barbič and Zhao 2011; Kim and James
2011; Yang et al. 2013] have thus been developed that successfully
leverage this coherence.
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In the paper, we explore whether this intuition can be applied to
self-contact on an articulated mesh. Dense self-contacts involving thousands of collisions routinely arise on these meshes, and
can consume more than 90% of the computation time in a single
subspace simulation frame. Since these contacts are driven by the
articulation and not unpredictable external forces, they display precisely the type of coherent behavior that subspace methods excel at
exploiting. However, we are only aware of subspace techniques that
accelerate the collision detection stage of contact simulation [James
and Pai 2004; Barbič and James 2010]; the contact resolution stage
is still computed in a full-rank manner.

Copyright Notice
Permission to make digital or hard copies of all or part of this work for personal or classroom use is granted
without fee provided that copies are not made or distributed for prot or commercial advantage and that
copies bear this notice and the full citation on the rst page. Copyrights for components of this work owned
by others than the author(s) must be honored. Abstracting with credit is permitted. To copy otherwise, or republish, to post on servers or to redistribute to lists, requires prior specic permission and/or a fee. Request
permissions from permissions@acm.org.
2014 Copyright held by the Owner/Author. Publication rights licensed to ACM.
0730-0301/14/07-ART106 $15.00.
DOI: http://dx.doi.org/10.1145/2601097.2601181

We instead present a subspace method that encompasses the entire self-contact simulation. While self-contact is highly coherent,
it is also highly non-linear, and necessitates the use of cubature,
a method that has recently emerged for efﬁciently handling complex non-linearities in subspace simulations [An et al. 2008]. Our
analysis of the self-contact problem improves the understanding of
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Figure 1: (a) Clothing deformations with detailed wrinkles for various clothing models and body poses synthesized using our method. (b)
Our method generates hundreds of highly realistic clothing deformations for various poses in real time.

Abstract

1

We present a real-time solution for generating detailed clothing deformations from pre-computed clothing shape examples. Given
an input pose, it synthesizes a clothing deformation by blending
skinned clothing deformations of nearby examples controlled by
the body skeleton. Observing that cloth deformation can be well
modeled with sensitivity analysis driven by the underlying skeleton, we introduce a sensitivity based method to construct a posedependent rigging solution from sparse examples. We also develop
a sensitivity based blending scheme to ﬁnd nearby examples for the
input pose and evaluate their contributions to the result. Finally, we
propose a stochastic optimization based greedy scheme for sampling the pose space and generating example clothing shapes. Our
solution is fast, compact and can generate realistic clothing animation results for various kinds of clothes in real time.

State-of-the-art clothing simulation techniques are capable of generating highly detailed clothing shapes and dynamics under various
body poses and motions. However, producing high quality clothing
deformation results in real time is still challenging. A subtle underlying body pose change can lead to rich wrinkles and complex
deformation behaviors of clothing. Moreover, this non-linear inﬂuence of body to clothing is non-local. For example, clothing around
the abdomen will be deformed when an arm is raised.

Keywords: clothing animation, example-based animation, sensitivity analysis, Markov chain Monte Carlo
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Introduction

Physically based simulation directly models the non-linear behavior
of clothing [Nealen et al. 2006; Choi and Ko 2005]. However, highresolution clothing meshes and expensive nonlinear solvers are always required for generating realistic clothing deformation results,
which makes them difﬁcult to be used in real-time applications such
as games and virtual try-ons. Data-driven clothing simulation approaches synthesize cloth deformations from pre-computed clothing deformation samples at different body poses. To achieve realtime performance, these methods compromise the result quality by
simplifying the relationship between the deformed clothing and underlying body poses [de Aguiar et al. 2010; Wang et al. 2010; Guan
et al. 2012] by assuming linearity or locality. A recent contribution
by [Kim et al. 2013] exhaustively sampled clothing deformations
with respect to a motion graph to synthesize realistic clothing deformations at run time. However, its exhaustive sampling procedure
needs substantial computational resources.

2 Part of this work was done when Nobuyuki Umentani and Jie Mao were

interns in Microsoft Research.
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In this paper, we present a pose-dependent skinning scheme to
achieve real-time detailed clothing deformation. Our method consists of two stages: an ofﬂine rigging stage and a run-time synthesis
stage. Given a set of pre-computed example clothing deformations
sampled at different poses, we ﬁrst rig the example clothing shapes
to their poses with the underlying body skeleton bones at each example pose in the ofﬂine stage. To model the non-local inﬂuence of
body movements on clothing deformations, our method associates
each cloth vertex with both nearby bones and a remote bone. At
run time, our method synthesizes a clothing deformation of the input pose by blending skinned clothing deformations computed from
its nearby examples.
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Space-Time Editing of Elastic Motion
through Material Optimization and Reduction
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Figure 1: From an input sequence (bottom) of a standing T. rex simulated via a Saint Venant-Kirchhoff deformation model, we edit the input
motion with 27 space-time constraints to make the dinosaur squat & jump while trying to catch the small plane ﬂying around it (top).

Abstract
We present a novel method for elastic animation editing with spacetime constraints. In a sharp departure from previous approaches,
we not only optimize control forces added to a linearized dynamic
model, but also optimize material properties to better match user
constraints and provide plausible and consistent motion. Our approach achieves efﬁciency and scalability by performing all computations in a reduced rotation-strain (RS) space constructed with
both cubature and geometric reduction, leading to two orders of
magnitude improvement over the original RS method. We demonstrate the utility and versatility of our method in various applications, including motion editing, pose interpolation, and estimation
of material parameters from existing animation sequences.
CR Categories: I.3.7 [Computer Graphics]: Three-Dimensional
Graphics and Realism—Animation;
Keywords: motion editing; elastic animation; space and time constraints; model reduction.
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Introduction

Providing efﬁcient control of elastic simulation has received considerable attention in recent years: be it for interpolation between
poses or editing of existing animation sequences through position
constraints, one always seeks a plausible motion requiring the least
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amount of non-physical control forces to match the input poses
and/or spatial constraints in time. However, most current methods assume a ﬁxed elastic material (with given mass, stiffness, and
damping matrices) during the optimization of control forces, which
may not be appropriate for, or compatible with, the type of position
constraints that the user imposes. Large edits may create unduly
large control forces, and thus unrealistic motion at and around the
constraints. Moreover, unavoidably large control forces may also
affect the dynamics long before or after the edit in the animation sequence. In this paper, we improve upon motion editing approaches
by incorporating material optimization within the formulation of a
constrained optimal control problem.
The need for efﬁciency and scalability in motion editing dictates
the use of reduced dynamics, while robustness to large deformation forces requires non-linear coordinates. Our approach achieves
both efﬁciency and robustness by expressing shape deformation in
a reduced rotation-strain space, obtained via geometric reduction
and a cubature scheme. The dynamics in this representation can
be encoded through a small number of non-linear modes and poseindependent material parameters, which are optimized to reduce the
amount of control forces needed to match user-deﬁned constraints.
Typical artifacts of linear reduction are thus removed, while shape
reconstruction is performed over two orders of magnitude faster
than in previous non-linear methods.

1.1

Related Work

Physically-based simulation can generate exquisitely complex animation sequences, but ﬁne-tuning the resulting motion requires a
trial-and-error process involving time-consuming parameter tweaking. Early efforts in animation control mainly focused on character
animation [Gleicher 1997], rigid body simulation [Popovic et al.
2000; Twigg and James 2007], and ﬂuid simulation [Treuille et al.
2003; Kim et al. 2006; Nielsen and Bridson 2011]. Recently, a
number of methods has been proposed to control elastic object animation as it represents a challenge in both geometry processing and
animation. While pose (or keyframe) interpolation has been shown
a useful tool [Barbič et al. 2009; Huang et al. 2011; Hildebrandt
et al. 2012], the framework of space-time constraints [Witkin and
Kass 1988; Fang and Pollard 2003; Safonova et al. 2004; Jeon and
Choi 2007; Barbič et al. 2012; Li et al. 2013] offers a more general
approach to intuitively edit an input sequence: editing is cast as a
constrained optimal control problem, in which one solves for the
ACM Transactions on Graphics, Vol. 33, No. 4, Article 108, Publication Date: July 2014
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Figure 1: Animation of a “letter X”soft body character performing a handspring. The animation is automatically generated from a sparse
set of partial keyframes, which is illustrated in the image on the upper left.

Abstract

1

We propose a scheme for animating deformable objects based on
spacetime optimization. The main feature is that it robustly and
within a few seconds generates interesting motion from a sparse
set of spacetime constraints. Providing only partial (as opposed to
full) keyframes for positions and velocities is sufﬁcient. The computed motion satisﬁes the constraints and the remaining degrees of
freedom are determined by physical principles using elasticity and
the spacetime constraints paradigm. Our modeling of the spacetime
optimization problem combines dimensional reduction, modal coordinates, wiggly splines, and rotation strain warping. Our solver
is based on a theorem that characterizes the solutions of the optimization problem and allows us to restrict the optimization to
low-dimensional search spaces. This treatment of the optimization
problem avoids a time discretization and the resulting method can
robustly deal with sparse input and wiggly motion.

Directing and controlling physical systems is a challenging task in
computer animation. We look at the problem of creating realistic
looking motion of soft body characters or deformable objects within
a scene. Modeling such motion using traditional computer animation techniques, like spline ﬁtting, is difﬁcult since many degrees of
freedom must be determined and secondary motion effects must be
modeled by hand. Physical simulation can be of great help for creating realistic and detailed animations, but one needs to determine
the forces and physical parameters that produce an effect an animator wants to produce. The spacetime constraints paradigm combines the realism provided by physical simulation with the control
over an animation offered by keyframing. The idea is to compute
the motion as the solution of a constrained spacetime optimization
problem in which the keyframes serve as constraints in spacetime.
The result is a planned motion showing desired effects like squashand-stretch, timing, and anticipation. Spacetime optimization has
been used for animating articulated characters (which are controlled
by a skeleton) since the late eighties. More recently, this approach
has been extended to soft body characters and deformable objects.
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Introduction

In this paper, we present a method that robustly generates the motion of deformable objects from sparse input. For example, instead
of providing a set of full keyframes, it sufﬁces to specify spacetime
constraints (position, velocities) for parts of the object at a sparse
set of points in time. This permits the generation of interesting and
realistic looking motion with rich secondary motion from a rough
sketch. Our goal is to reduce the information an animator must
provide to generate a motion and thereby simplify the generation
of motion. Creating full poses and velocities that lead to a natural
looking motion can be difﬁcult. For example, let us look at one
keyframe of the forward jump of X shown in Figure 3. At the point
in time when the character leaves the ground, we specify a partial
keyframe that prescribes only the average velocity of X. If we want
to create such a motion using full keyframes, we would need to
replace the partial keyframe by a full keyframe that speciﬁes the
positions and the velocities at this point in time. But what are the
ACM Transactions on Graphics, Vol. 33, No. 4, Article 109, Publication Date: July 2014

Adaptive Tearing and Cracking of Thin Sheets
Tobias Pfaff

Rahul Narain

Juan Miguel de Joya

James F. O’Brien

University of California, Berkeley

Images copyright Tobias Pfaff, Rahul Narain, Juan Miguel de Joya, James F. O’Brien.

Figure 1: Our method produces realistic tearing and cracking phenomena for thin sheets made from a wide variety of materials such as
cork, foil, plastic, metal, or vinyl. These results are achieved using simulation on adaptive meshes that resolve fracture behavior at very high
resolution.

Abstract

1

This paper presents a method for adaptive fracture propagation in
thin sheets. A high-quality triangle mesh is dynamically restructured to adaptively maintain detail wherever it is required by the
simulation. These requirements include reﬁning where cracks are
likely to either start or advance. Reﬁnement ensures that the stress
distribution around the crack tip is well resolved, which is vital for
creating highly detailed, realistic crack paths. The dynamic meshing
framework allows subsequent coarsening once areas are no longer
likely to produce cracking. This coarsening allows efﬁcient simulation by reducing the total number of active nodes and by preventing
the formation of thin slivers around the crack path. A local reprojection scheme and a substepping fracture process help to ensure
stability and prevent a loss of plasticity during remeshing. By including bending and stretching plasticity models, the method is able
to simulate a large range of materials with very different fracture
behaviors.
Keywords: Fracture simulation, cracking, tearing, thin sheets,
shells, plastic deformation, bending.
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Introduction

While the simulation of fracture dynamics has a long history in computer graphics, reproducing the variety and detail of fracture patterns
observed in real-world materials remains a difﬁcult problem. Many
of the objects exhibiting interesting breaking behavior can be well
approximated using thin-shell models represented as triangle meshes.
Triangle meshes are computationally less expensive than equivalent
tetrahedralized volumes, and they allow for simpler, more ﬂexible
algorithms for adaptive remeshing. In this work, we therefore focus
on techniques for high-ﬁdelity simulation of cracks and tears in thin
sheets with adaptive triangle meshes.
The distinctive crack patterns observed in many materials arise due
to small-scale interactions between elastic strain, plastic yielding,
and material failure. Stress gradients can be very large near the
crack tip where the stress ﬁeld often approaches singularity. Using
adaptive meshing, the resolution around potential fracture regions
can be increased to accurately resolve these interactions and produce realistic behavior. Subsequent coarsening, done once stresses
have been reduced, avoids continually increasing computational cost
and keeps overall simulation times reasonable. Adaptive mesh reﬁnement also permits nearly arbitrary crack paths by removing the
ill-shaped triangles generated when existing elements are split along
the crack’s path.
The use of aggressive adaptive remeshing in conjunction with fracture simulation introduces some challenges. Most of them are related
to non-physical stresses and diffusion that may be created during
remeshing and that can lead to spurious crack initiation, unrealistic
crack boundaries, and loss of shape. Below, we summarize our
solutions to these issues which makes the powerful combination of
adaptivity and fracture simulation usable in practice.
Remeshing Many interesting fracture patterns occur in materials
with high stiffness, such as glass or iron. In these materials, even
small distortions commonly introduced by vertex repositioning during remeshing can cause high stresses. If the simulation does not
include fracture, then these distortions only lead to minor popping
artifacts as small transient disturbances are smoothed away by the
material’s natural dynamics. However, when fracture is enabled
they lead to spurious breaking. The problem is exacerbated when
reﬁnement and coarsening happen aggressively around the crack tip.
In §5, we present a reprojection scheme which stabilizes stresses
ACM Transactions on Graphics, Vol. 33, No. 4, Article 110, Publication Date: July 2014

Codimensional Surface Tension Flow on Simplicial Complexes
Bo Zhu∗
Stanford University

Ed Quigley∗
Stanford University

Matthew Cong∗
Stanford University
Industrial Light + Magic

Justin Solomon∗
Stanford University

Ronald Fedkiw∗
Stanford University
Industrial Light + Magic

Figure 1: Many ﬂuid phenomena consist of thin ﬁlms and ﬁlaments. (Far Left) Film Catenoid: a membrane suspended between two rings
contracts due to surface tension. (Middle Left) Fishbone: two colliding jets form a thin sheet, ﬁlaments, and droplets. This phenomena is
named for its resemblance to a ﬁsh skeleton. (Middle Right) Waterbell: a jet of water striking an impactor results in a closed circular water
sheet that resembles a bell. (Far Right) Paint Splash: a splash caused by a rock falling into a tank ﬁlled with layers of colored paint.

Abstract
Many visually interesting natural phenomena are characterized by
thin liquid sheets, long ﬁlaments, and droplets. We present a new
Lagrangian-based numerical method to simulate these codimensional surface tension driven phenomena using non-manifold simplicial complexes. Tetrahedra, triangles, segments, and points are
used to model the ﬂuid volume, thin ﬁlms, ﬁlaments, and droplets,
respectively. We present a new method for enforcing ﬂuid incompressibility on simplicial complexes along with a physically-guided
meshing algorithm to provide temporally consistent information for
interparticle forces. Our method naturally allows for transitions between codimensions, either from tetrahedra to triangles to segments
to points or vice versa, regardless of the simulation resolution. We
demonstrate the efﬁcacy of this method by simulating various natural phenomena that are characterized by thin ﬂuid sheets, ﬁlaments,
and surface tension effects.
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Interfacial ﬂuid phenomena such as the “ﬁshbone” [Hasha and Bush
2002], “ﬂuid polygon” [Buckingham and Bush 2001], and “water∗ e-mail:
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bell” [Clanet 2007] exhibit codimensional features including thin
ﬁlms, ﬁlaments, and droplets (see Figure 1). It is extremely difﬁcult to simulate these very thin features that are codimension1 (two-dimensional ﬁlms), codimension-2 (ﬂuid ﬁlaments), and
codimension-3 (very small drops) using numerical methods that are
intended to represent only codimension-0 volumetric phenomena.
Adaptivity can improve these methods, but it is highly inefﬁcient to
use vanishingly small tetrahedra when triangles, line segments, and
points are more natural representations. Triangles readily model
thin ﬁlms such as in soap bubbles (see e.g. [Saye and Sethian 2013;
Kim et al. 2007; Patkar et al. 2013; Durikovic 2001]) or viscous
sheets [Batty et al. 2012]. Line segments are a natural way of simulating ﬁlaments and viscous threads [Bergou et al. 2010]. Points
are a convenient way to express water droplets [Foster and Fedkiw
2001; Müller et al. 2003]. Etc. Motivated by this, we set out to simulate the wide variety of liquid phenomena best represented by simplicial complexes spanning the range from codimension-0 (tetrahedra) to codimension-1 (triangles) to codimension-2 (segments) to
codimension-3 (points). Moreover, for many of these phenomena it
is important that the liquid retain the ability to change codimension
as needed. Our goals are similar to those of [Martin et al. 2010] and
[Stam 2009] which aims towards a uniﬁed simulation of various
codimensional solids, but liquids have the added complexity that
changes from one codimension to another are much more rampant.
Our ﬂuid solver utilizes an underlying particle based approach augmented with physically-guided meshing that evolves the simplicial
complex dynamically and provides temporally consistent connectivity information for the particles. This connectivity information
is quite important for various aspects of our numerical approach: it
is used in the codimensional surface tension discretization to model
surface tension effects over the simplicial complex. The topology
of the simplicial complex is used to detect which particles are on
the boundary of a codimension-1 sheet, and to subsequently apply a
special rim-based surface tension force to those particles. The mesh
is used to detect closed air volumes which apply equation of statebased air pressure forces to the ﬂuid surface. Most importantly, the
connectivity determines the nature of the forces emanating from our
novel method for enforcing ﬂuid incompressibility over simplicial
complexes.
The main contribution of our work is a new computational framework to simulate codimensional surface tension phenomena using
ACM Transactions on Graphics, Vol. 33, No. 4, Article 111, Publication Date: July 2014

Multimaterial Mesh-Based Surface Tracking
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Figure 1: Two-Droplet Collision: Using our multimaterial mesh-based surface tracker, two immiscible liquid droplets with different materials
but identical physical properties impact symmetrically in zero gravity under strong surface tension. The collision merges the droplets so that
a new interface separates the two liquids, and a non-manifold triple-curve is created where the two liquids meet the ambient air.

Abstract

1

We present a triangle mesh-based technique for tracking the evolution of three-dimensional multimaterial interfaces undergoing complex deformations. It is the ﬁrst non-manifold triangle mesh tracking method to simultaneously maintain intersection-free meshes
and support the proposed broad set of multimaterial remeshing
and topological operations. We represent the interface as a nonmanifold triangle mesh with material labels assigned to each halfface to distinguish volumetric regions. Starting from proposed
application-dependent vertex velocities, we deform the mesh, seeking a non-intersecting, watertight solution. This goal necessitates
development of various collision-safe, label-aware non-manifold
mesh operations: multimaterial mesh improvement; T1 and T2 processes, topological transitions arising in foam dynamics and multiphase ﬂows; and multimaterial merging, in which a new interface is
created between colliding materials. We demonstrate the robustness
and effectiveness of our approach on a range of scenarios including
geometric ﬂows and multiphase ﬂuid animation.

Mesh-based surface tracking iteratively advances a triangle mesh
to capture the temporal evolution of dynamic interfaces. Such interfaces, often employed in ﬂuid animation and geometric modeling, separate distinct materials that are deforming and undergoing
topology changes. Mesh-based approaches have been touted for
their ability to preserve volume, mesh-scale detail, and sharp features [Wojtan et al. 2011], and robust strategies have been proposed
to perform topological merging and splitting: Boolean-like geometric operations [Campen and Kobbelt 2010], hybrid implicit/explicit
approaches [Müller 2009; Wojtan et al. 2009], and local zippering/pinching combined with robust collision resolution [Brochu and
Bridson 2009]. These approaches are restricted to interfaces separating exactly two material regions: an exterior and an interior.
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Introduction

Less explored in the graphics literature are multimaterial mesh interfaces, separating multiple distinct materials. This introduces
non-manifold triple- and higher-order junctions, expanding the
space of possible mesh entanglements, giving rise to new topological operations, and opening a rich space of research problems.
Stepping into the multimaterial setting, we address a suite of nonmanifold mesh operations: (1) merging of like materials, (2) splitting, (3) mesh improvement, (4) merging of different materials, and
the so-called (5) T1 and (6) T2 processes of foam dynamics [Weaire
and Hutzler 2001]. Operations (4)–(6), which arise only for multimaterial cases, will be the focus of our discussion.
We build on past work that addresses subsets of our goal. Multimaterial codes exist that support some of these operations, but they
ignore collisions. Those collision-aware codes noted above are limited to manifold meshes. Alas, staggering or gluing available codes
does not offer the best of both worlds; it is unclear how to adapt
known multimaterial operations for collision-safety. Furthermore,
merging in multimaterial settings—an outcome of considering both
collisions and non-manifold structure—has never been addressed.
To our knowledge, no triangle mesh-based surface tracking method
simultaneously preserves watertight intersection-free meshes, and
supports the above suite of operations. Our contribution is to
develop such a uniﬁed, robust, multimaterial mesh-based surface
tracking scheme, and demonstrate its effectiveness.
ACM Transactions on Graphics, Vol. 33, No. 4, Article 112, Publication Date: July 2014

Physics-Inspired Adaptive Fracture Reﬁnement
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Figure 1: Marble bunny. By using Perlin noise to model a material strength ﬁeld and adaptive mesh reﬁnement to improve the fracture
surface, our method can generate detailed fracture eﬀects (b) and (d) from a simulated low-resolution animation (a) and (c) in 11.7 seconds.

Abstract
Physically based animation of detailed fracture eﬀects is not only
computationally expensive, but also diﬃcult to implement due to
numerical instability. In this paper, we propose a physics-inspired
approach to enrich low-resolution fracture animation by realistic
fracture details. Given a custom-designed material strength ﬁeld,
we adaptively reﬁne a coarse fracture surface into a detailed one,
based on a discrete gradient descent ﬂow. Using the new fracture
surface, we then generate a high-resolution fracture animation with
details on both the fracture surface and the exterior surface. Our
experiment shows that this approach is simple, fast, and friendly to
user design and control. It can generate realistic fracture animations
within a few seconds.
Keywords: Fracture animation, adaptive reﬁnement, discrete gradient ﬂow, material strength, artistic design, animation control.
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Introduction

Physically based simulation of detailed fracture eﬀects is a diﬃcult
problem in computer graphics. This is not only due to the computational cost that increases signiﬁcantly with mesh resolution, but
also due to numerical instability when the fracture process gen∗ e-mail:
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erates ill-shaped elements. Handling collisions in high-resolution
fracture simulation is also complex, since many collision detection
algorithms rely on proximity tests, while the created fracture surfaces are initially close to each other by default. Another issue is
the lack of animation control. Fracture simulation is sensitive to
physical parameters and mesh discretization. Therefore, simulated
low-resolution fractures can be dramatically diﬀerent from highresolution ones, making them unsuitable for preview purposes. In
recent years, the adaptive remeshing technique has demonstrated
its eﬃciency and eﬀectiveness in the simulation of detailed surface meshes, such as ﬂuid surfaces [Wojtan et al. 2010; BojsenHansen and Wojtan 2013], cloth [Narain et al. 2012], and thin
shells [Busaryev et al. 2013; Narain et al. 2013]. Unfortunately,
extending this idea to tetrahedral meshes and fracture simulation is
diﬃcult and error-prone, as Clausen and colleagues [2013] pointed
out. Another issue is that the permissible time step may still be determined by the smallest element, which makes the whole system
not as eﬃcient as it should be.
Fracture details can also be generated in a non-physically based
way. If the details are small, they can be simply created by displacement map. When the fracture details are large, they can
be pre-deﬁned using image textures [Mould 2005], Voronoi polygons [Raghavachary 2002], solids [Baker et al. 2011], tetrahedra [Parker and O’Brien 2009], BSP trees [Naylor et al. 1990],
level sets [Su et al. 2009], or convex polyhedra [Müller et al. 2013].
Thanks to its eﬃciency, pre-fracturing has been widely used in the
game and movie industry. Since it is not based on physics, it relies on artist to create the realism of fracture details inside of a 3D
object. This can be diﬃcult and time consuming for many artists,
especially when the fractures are complex.
In this work, we propose a physics-inspired approach to enrich fracture animation eﬀects as post process. Instead of pre-deﬁning the
fractures, we use a custom-designed material strength ﬁeld to indicate where fractures are likely to happen. Given a low-resolution
fracture animation, our method adaptively reﬁnes the fracture surface within a 3D object. Our contributions can be summarized into
three directions:
• A Lagrangian surface evolution scheme using the discrete gradient descent ﬂow and a modiﬁed material strength ﬁeld. We
formulate the gradients of the material strength ﬁeld in multiresolution, to avoid local minimum issues.
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genBRDF: Discovering New Analytic BRDFs with Genetic Programming
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Figure 1: A comparison between Cook-Torrance [1982], Löw et al.’s smooth surface model [2012], and a new analytic BRDF model found
by genBRDF, all ﬁt using Löw et al.’s E2 metric to three materials from the MERL-MIT BRDF database [Matusik et al. 2013].

Abstract

Keywords: BRDF, isotropic, analytic, genetic programming

We present a framework for learning new analytic BRDF models through Genetic Programming that we call genBRDF. This approach to reﬂectance modeling can be seen as an extension of traditional methods that rely either on a phenomenological or empirical
process. Our technique augments the human effort involved in deriving mathematical expressions that accurately characterize complex high-dimensional reﬂectance functions through a large-scale
optimization. We present a number of analysis tools and data visualization techniques that are crucial to sifting through the large
result sets produced by genBRDF in order to identify fruitful expressions. Additionally, we highlight several new models found by
genBRDF that have not previously appeared in the BRDF literature.
These new BRDF models are compact and more accurate than current state-of-the-art alternatives.
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Introduction

Accurately modeling material appearance plays a critical role in
photo-realistic rendering. Despite our understanding of the physics
of light propagation, real-world materials include many complex
and subtle properties that defy common simplifying assumptions.
For this reason, deriving BRDF models that are accurate and compact enough to meet the demands of modern rendering systems,
while remaining general enough to express a range of interesting
materials, remains an open problem.
This paper focuses on homogeneous opaque surfaces whose appearance is characterized by the Bidirectional Reﬂectance Distribution
Function (BRDF) [Nicodemus et al. 1977]. Traditionally, BRDF
models have been derived manually either according to some phenomenological process [Phong 1975] or based on the physics of
light propagation [Cook and Torrance 1982; He et al. 1991]. A
more recent trend has been to measure the BRDFs of physical samples and use those measurements either directly [Matusik et al.
2003], or as input to an optimization process that determines the
best ﬁtting parameters of an analytic model [Ngan et al. 2005].
Analytic BRDFs are desirable for their compactness and because
they often have adjustable parameters that designers can use to
specify a wide range of materials [Dorsey et al. 2008]. Their main
drawback is that they are typically less accurate than data-driven
models and often fail to capture subtle aspects of material appearance [Ngan et al. 2005]. Figure 1 illustrates the gap that remains
ACM Transactions on Graphics, Vol. 33, No. 4, Article 114, Publication Date: July 2014
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Figure 1: Left: fancy pair of women’s dress shoes with a glittery ﬁnish modeled using our discrete microfacet BRDF. Right: Christmas
ornaments illustrating a range of model parameters including different particle counts, surface roughness, and anisotropy.

Abstract
This paper investigates rendering glittery surfaces, ones which exhibit shifting random patterns of glints as the surface or viewer
moves. It applies both to dramatically glittery surfaces that contain
mirror-like ﬂakes and also to rough surfaces that exhibit more subtle small scale glitter, without which most glossy surfaces appear
too smooth in close-up. These phenomena can in principle be simulated by high-resolution normal maps, but maps with tiny features
create severe aliasing problems under narrow-angle illumination. In
this paper we present a stochastic model for the effects of random
subpixel structures that generates glitter and spatial noise that behave correctly under different illumination conditions and viewing
distances, while also being temporally coherent so that they look
right in motion. The model is based on microfacet theory, but it replaces the usual continuous microfacet distribution with a discrete
distribution of scattering particles on the surface. A novel stochastic
hierarchy allows efﬁcient evaluation in the presence of large numbers of random particles, without ever having to consider the particles individually. This leads to a multiscale procedural BRDF that
is readily implemented in standard rendering systems, and which
converges back to the smooth case in the limit.
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Introduction

Many surfaces have a glittery appearance, characterized by bright
glints that suddenly appear and disappear with changes in the lighting and view directions. Obvious examples include materials designed to glitter, containing small mirror-like ﬂakes distributed on
the surface (craft glitter used in decorations, glitter in eye makeup)
or below the surface (metallic car paint). Many natural materials
also look glittery due to surface or internal reﬂections from crystals
(mica ﬂakes in rock, ice crystals in snow or frost).
But literal mirror ﬂakes are not actually necessary to create a glittery appearance. The random surface features on roughened shiny
surfaces (bead blasted aluminum, ﬁne-textured plastic, matte ﬁnish
photo paper) also produce glints that come and go with changes in
reﬂection geometry. Indeed, a smooth BRDF is only a convenient
idealization of a statistical process that is assumed to happen at a
scale much smaller than pixels. The model proposed in this paper
is based on the idea of discrete mirror ﬂakes, but it can also model
the material appearance due to features on smoother surfaces.
To understand the behavior of glitter patterns, consider a surface
sprinkled with ﬂakes and illuminated by an area source. Each ﬂake
has a position and a normal, and some reﬂect the light to produce
glints. This happens when a ﬂake’s position is inside the pixel’s
footprint on the surface and its normal vector is halfway between
the view direction and the direction to some point on the light. Thus
the contribution of glitter to a pixel is determined by the number of
ACM Transactions on Graphics, Vol. 33, No. 4, Article 115, Publication Date: July 2014
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Figure 1: A rendering of highly specular objects under point lighitng. A high-resolution normal map (20482 ) makes rendering impractical
with standard techniques: the highlights are missed by naive pixel sampling. Left inset: Our solution is based on the concept of a pixel
normal distribution function (P-NDF), which can be highly complex. Right inset: Our method is accurate even in a moving-light sequence.

Abstract

1

Complex specular surfaces under sharp point lighting show a fascinating glinty appearance, but rendering it is an unsolved problem.
Using Monte Carlo pixel sampling for this purpose is impractical:
the energy is concentrated in tiny highlights that take up a minuscule fraction of the pixel. We instead compute an accurate solution
using a completely different deterministic approach. Our method
considers the true distribution of normals on a surface patch seen
through a single pixel, which can be highly complex. We show how
to evaluate this distribution efﬁciently, assuming a Gaussian pixel
footprint and Gaussian intrinsic roughness. We also take advantage
of hierarchical pruning of position-normal space to rapidly ﬁnd texels that might contribute to a given normal distribution evaluation.
Our results show complex, temporally varying glints from materials such as bumpy plastics, brushed and scratched metals, metallic
paint and ocean waves.

Conventional BRDFs model complex microgeometry using a
smooth normal distribution function (NDF) of inﬁnitely small microfacets. However, real surface features are certainly not inﬁnitely
small. Bumps and ﬂakes from anywhere between a few microns
(brushed metal) to about 0.1 mm (ﬂakes in metallic paints) to centimeters (ocean waves) can produce interesting glinty behavior that
is visible with the naked eye. These glints are very pronounced with
a light source that subtends a small solid angle, such as the sun and
small light ﬁxtures. This is true for surfaces speciﬁcally designed
to glint, such as metallic paints with embedded ﬂakes or decorative brushed metals, but also for everyday objects such as plastics
or ceramics (see Figure 2, left). In fact, smooth surfaces that meet
the microfacet assumption are the exception rather than the norm.
Most shiny surfaces that one encounters in reality have this type of
glinty behavior, readily observed under sharp lighting.

CR Categories: I.3.7 [Computer Graphics]: Three-Dimensional
Graphics and Realism—Color, shading, shadowing, and texture

Our goal is to simulate glinty appearance in still images and animations (see Figure 1 and the supplemental video). Representing geometry at a resolution sufﬁcient to reveal the features that
cause glints is not difﬁcult: we use high-resolution normal maps. A
much harder challenge is rendering a complex specular surface under sharp lighting. Standard uniform pixel sampling techniques for
direct illumination have extremely large variance, and using them
for this purpose is impractical. The reason is that most of the energy
is concentrated in tiny highlights that take up a minuscule fraction
of a pixel, and uniform pixel sampling is ineffective at hitting the
highlights (Figure 3). An alternative explanation is that the space of
valid camera-surface-light paths is complicated and cannot be easily sampled from the camera or from the light. In some sense, we
need to search the surface for normals aligned with the half vector,
and this cannot be done by brute-force sampling.
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Introduction

Normal map ﬁltering techniques [Toksvig 2005; Han et al. 2007;
Olano and Baker 2010; Dupuy et al. 2013] also do not fully solve
the problem. These methods attempt to approximate the NDF at a
ACM Transactions on Graphics, Vol. 33, No. 4, Article 116, Publication Date: July 2014
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Figure 1: Rendering of SVBRDFs reconstructed by our method. (a) Satin with complex needlework. (b) Velvet with complex reﬂectance.
(c) Brushed metal exhibiting rich tangent variations. (d) Anisotropic paper with bumpy geometric details.

Abstract

1

We present a generalized linear light source solution to estimate
both the local shading frame and anisotropic surface reﬂectance of
a planar spatially varying material sample.

Digitally reproducing the visual richness of the appearance of
real-world materials is a challenging and important problem in
computer graphics. Recent developments in measurement-based
appearance modeling have produced more convenient, more robust, and more portable techniques for capturing isotropic surface reﬂectance. However, robustly characterizing spatially varying
anisotropic surface reﬂectance and the local shading frame remains
largely an open problem.

We generalize linear light source reﬂectometry by modulating the
intensity along the linear light source, and show that a constant and
two sinusoidal lighting patterns are sufﬁcient for estimating the local shading frame and anisotropic surface reﬂectance. We propose
a novel reconstruction algorithm based on the key observation that
after factoring out the tangent rotation, the anisotropic surface reﬂectance lies in a low rank subspace. We exploit the differences in
tangent rotation between surface points to infer the low rank subspace and ﬁt each surface point’s reﬂectance function in the projected low rank subspace to the observations. We propose two prototype acquisition devices for capturing surface reﬂectance that differ on whether the camera is ﬁxed with respect to the linear light
source or ﬁxed with respect to the material sample.
We demonstrate convincing results obtained from reﬂectance scans
of surfaces with different reﬂectance and shading frame variations.
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Introduction

In contrast to spatially varying isotropic surface reﬂectance acquisition methods, only a handful of practical methods for characterizing
spatially varying anisotropic surface reﬂectance have been developed. Existing methods either rely on analytical surface reﬂectance
models [Aittala et al. 2013; Ghosh et al. 2009; Tunwattanapong
et al. 2013] or require a dense sampling in both the spatial and the
angular domain [Wang et al. 2008; Dong et al. 2010]. The former
is limited by the representational power of the analytical models
and it can fail to accurately characterize complex anisotropic materials such as velvet. The latter often requires complex acquisition
setups and its accuracy is limited by the acquisition effort – accurately modeling sharp specular surface reﬂectance requires very
dense sampling.
In this paper we introduce a novel generalized linear light
source reﬂectometry framework for reconstructing spatially varying anisotropic surface reﬂectance and accurate local shading
frames from reﬂectance observations of scanning three intensitymodulated linear sources – a constant linear light source and two
phase-shifted sinusoidally modulated linear light sources – over the
reﬂectance sample. Our framework, in concert with a novel datadriven reﬂectance representation, supports a broad range of surface
reﬂectance properties ranging from diffuse to sharp specular materials, while minimizing acquisition cost without sacriﬁcing accuracy.
A key observation is that local shading frame alignment (a nonlinear transformation) projects the global anisotropic appearance
subspace into a lower rank subspace. This observation suggests that
separating shading frame estimation and reﬂectance modeling can
reduce acquisition complexity. We exploit the spatial variation of
local shading frames to aid in inferring the low rank linear appearance subspace in the canonical shading frame, and estimate both the
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Figure 1: All materials in this interior scene were generated and rendered using the techniques described in this paper. The insets on the left
and right reveal the corresponding structural descriptions that were used as inputs to our system.

Abstract
We present a general and practical method for computing BSDFs of
layered materials. Its ingredients are transport-theoretical models
of isotropic or anisotropic scattering layers and smooth or rough
boundaries of conductors and dielectrics. Following expansion into
a directional basis that supports arbitrary composition, we are able
to efﬁciently and accurately synthesize BSDFs for a great variety
of layered structures.
Reﬂectance models created by our system correctly account for
multiple scattering within and between layers, and in the context of
a rendering system they are efﬁcient to evaluate and support texturing and exact importance sampling. Although our approach essentially involves tabulating reﬂectance functions in a Fourier basis, the
generated models are compact to store due to the inherent sparsity
of our representation, and are accurate even for narrowly peaked
functions. While methods for rendering general layered surfaces
have been investigated in the past, ours is the ﬁrst system that supports arbitrary layer structures while remaining both efﬁcient and
accurate.
We validate our model by comparing to measurements of real-world
examples of layered materials, and we demonstrate an interactive
visual design tool that enables easy exploration of the space of layered materials. We provide a fully practical, high-performance implementation in an open-source rendering system.
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Introduction

The notion of scattering at a surface is central to rendering. It is
appropriate, and computationally essential, to treat thin structures
as surfaces when the scale of the scene allows: from a metal surface with microscopic imperfections to a rough ocean viewed from
space, surface-scattering models are often the correct representation.
Metal or dielectric interfaces with microscopic roughness are the
simplest scattering surfaces, but the vast majority of nonmetallic
materials are not transparent; they reﬂect light diffusely by subsurface scattering. The most commonly used reﬂectance models, with
a diffuse and a specular component, are based on the idea of a dielectric boundary above an optically dense scattering medium.
Surfaces can also be more complex, with layers that might not fully
hide the material below: glaze over ceramic, wall paint over primer,
colored car paint with a clear coat, vitreous enamel in gold and
silver jewelry, and layered biological structures like leaves, ﬂower
petals, or skin. All these can be described in terms of a stack of
layers of scattering and/or absorbing media, separated by interfaces
that might be smooth or rough. At the bottom the stack could be an
opaque interface (such as a metal) or a transparent one. Layers and
interfaces provide a language that is useful for describing a wide
range of surfaces, and which already underlies most BRDF models.
Expressing a surface explicitly as a layered system with physical
parameters also allows it to be treated consistently across scales.
For close views where a given structure can’t be treated as a thin
surface, the structure can be rendered directly, and with an accurate
ACM Transactions on Graphics, Vol. 33, No. 4, Article 118, Publication Date: July 2014
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Figure 1: Chandeliers data set with matched lamps over several geometrically varying conﬁgurations.

Abstract
In this paper we address the problem of ﬁnding correspondences
between related shapes of widely varying geometry. We propose a
new method based on the observation that symmetry and regularity
in shapes is often associated with their function. Hence, they provide cues for matching related geometry even under strong shape
variations. Correspondingly, we decomposes shapes into overlapping regions determined by their regularity properties. Afterwards,
we form a graph that connects these pieces via pairwise relations
that capture geometric relations between rotation axes and reﬂection planes as well as topological or proximity relations. Finally, we
perform graph matching to establish correspondences. The method
yields certain more abstract but semantically meaningful correspondences between man-made shapes that are too difﬁcult to recognize
by traditional geometric methods.
CR Categories: I.3.5 [Computing Methodologies]: Computer
Graphics—Computational Geometry and Object Modeling;
Keywords: shape correspondences, symmetry, structural regularity, shape understanding
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Introduction

One of the big challenges in modern computer graphics is to organize, structure, and to some extent “understand” visual data and
3D geometry. We now have large data bases of shape collections,
public ones such as Trimble 3D WarehouseTM , as well as other academic, commercial, and possibly in-house collections. These provide numerous 3D assets in varying composition, style, and levelof-detail.
Being able to explore, structure, and utilize the content in such data
remains one of the key challenges in computer graphics research.
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A core building block for this task is the ability to establish correspondences [van Kaick et al. 2011]: We need to be able to match
objects, and parts of them according to multiple notions of similarity. In other words, correspondence computation means the recovery of a latent equivalence relation that identiﬁes similar pieces
of shapes. The equivalence classes unveil redundancy in a model
collection, thereby providing a basic structuring tool.
As detailed in Section 2, a large body of techniques is available
for estimating correspondences that involve simple transformations
with few degrees of freedom, such as rigid motions or afﬁne maps.
More recently, this also comprises intrinsic isometries, which permit matching of objects in varying poses as long as there is no substantial intrinsic stretch.
However, matching semantically related shapes with considerable
variation in geometry remains a very difﬁcult problem. Objects
such as humans in different poses can be matched by smooth
deformation functions using numerical optimization [Allen et al.
2003], typically requiring manual initialization. Relating collections of shapes without manual intervention has become feasible if
the collection forms a dense enough sampling of a smooth shape
space [Ovsjanikov et al. 2011; Huang et al. 2012; Kim et al. 2012].
However, these assumptions are not always met. In particular, manmade artifacts of related functionality can have very different shape
with non-continuous variability.
We propose a new technique for relating shapes of similar functionality but potentially very different geometry based on shared symmetry properties, complementary to extant approaches. We build
upon the observation that symmetry and regularity (we will use
these terms interchangeably) are often related to functionality: For
example, a windmill is rotationally symmetric but not reﬂectively
because it must be driven by wind. The same holds for screws and
propellers. However, a windmill is different from a plane or a submarine in that the propeller is attached to a typically rotationally
symmetric building, joining the rotation axes in a roughly perpendicular angle, unlike the other two. The idea of our paper is to
systematically extract such regularity properties and pairwise relations between their invariant sets (rotation axes, reﬂection planes)
in order to characterize shape families at a high level of abstraction.
We detect regularity in the form of Euclidean symmetry groups acting on the shape geometry. We describe the symmetry structure
of shapes by a pairwise structure graphs on pieces of geometry.
The nodes are symmetries and edges are pairwise relations between
symmetries, such as angles or topological relations, such as set inclusion and adjacency. Afterwards, we employ graph matching to
ﬁnd correspondences between shapes in this more abstract and inACM Transactions on Graphics, Vol. 33, No. 4, Article 119, Publication Date: July 2014
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Abstract
As 3D acquisition devices and modeling tools become widely available there is a growing need for automatic algorithms that analyze
the semantics and functionality of digitized shapes. Most recent
research has focused on analyzing geometric structures of shapes.
Our work is motivated by the observation that a majority of manmade shapes are designed to be used by people. Thus, in order to
fully understand their semantics, one needs to answer a fundamental question: “how do people interact with these objects?” As an
initial step towards this goal, we offer a novel algorithm for automatically predicting a static pose that a person would need to adopt
in order to use an object. Speciﬁcally, given an input 3D shape, the
goal of our analysis is to predict a corresponding human pose, including contact points and kinematic parameters. This is especially
challenging for man-made objects that commonly exhibit a lot of
variance in their geometric structure. We address this challenge by
observing that contact points usually share consistent local geometric features related to the anthropometric properties of corresponding parts and that human body is subject to kinematic constraints
and priors. Accordingly, our method effectively combines local region classiﬁcation and global kinematically-constrained search to
successfully predict poses for various objects. We also evaluate
our algorithm on six diverse collections of 3D polygonal models
(chairs, gym equipment, cockpits, carts, bicycles, and bipedal devices) containing a total of 147 models. Finally, we demonstrate
that the poses predicted by our algorithm can be used in several
shape analysis problems, such as establishing correspondences between objects, detecting salient regions, ﬁnding informative viewpoints, and retrieving functionally-similar shapes.
CR Categories: I.3.5 [Computer Graphics]: Computational Geometry and Object Modeling—Geometric algorithms, languages, and
systems;
Keywords: shape analysis, affordance analysis
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Introduction

With the increasing availability of digitized 3D models, there is a
growing need for automatic algorithms that can assist in semantic
parsing of geometric shapes. To meet this need, a variety of shape
analysis algorithms have been proposed in recent years, including
methods for saliency estimation, shape segmentation, feature detection, symmetry analysis, and surface correspondence; and, many
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Figure 1: Given an input shape, our algorithm predicts a human
pose using a trained affordance model. The predicted joint angles
and surface contact points can be used to detect functional similarities between the shapes, establish a set of key point correspondences, and mark semantically salient surface regions.
tools have used these algorithms for analyzing, searching, organizing, designing, and editing 3D shapes [Mitra et al. 2013].
Most previous algorithms have focused on geometric analysis,
mainly using techniques that compute global shape properties, extract part structures, and/or detect local shape features. While these
algorithms have advanced greatly within recent years, they usually
can provide little information about the semantics or function of
an object, and they often struggle to provide any information for
classes of objects with high intra-class shape diversity.
In this paper, we propose a new shape analysis tool based on
object affordance – a quality of an object that allows someone to
perform an action [Gibson 1977]. We observe that knowing how a
human interacts with an object provides useful information about
its semantics and function, even when the shape of the object is
difﬁcult to parse.
As a demonstration of this idea, consider the six shapes depicted
in Figure 1. Although the shapes are quite different from one another globally, and they share limited similarity in part shapes and
arrangements (one does not even have wheels), it is easy to tell that
they are all some form of bipedal device based on the riding pose
taken by the person shown in red. Moreover, by simply observing
the person’s pose, we can immediately tell the relevant symmetries
of the objects, the functions of some parts (e.g., the handlebar is
for grasping by a hand), semantic correspondences between points
on different surfaces (e.g., all points contacted by the right foot are
in functional correspondence), and important geometric properties
to preserve during shape editing (e.g., maintain the spatial relationships between pedals, seats, and handlebars).
The main challenge in leveraging affordance for shape analysis is to
automatically predict the pose that a human will take when using a
given object. We need an algorithm that can produce a semantically
appropriate human pose for any given 3D model. We address this
ACM Transactions on Graphics, Vol. 33, No. 4, Article 120, Publication Date: July 2014
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window --> split(y){~0.3:glass | 0.08:frame | ~1.22:A}
A --> split(x){~0.75:B | ~0.15:glass}
B --> repeat(x){~0.25:C}
C --> split(x){~0.2:glass | 0.05:frame}

Figure 1: We present an algorithm that automatically derives a split grammar for a given facade layout. A facade layout is given as a
segmented facade image (left and top middle). A short subset of the generated output grammar describing a window is shown in the bottom
middle. Grammars can be edited and combined to generate new stochastic split grammars. On the right we show a high-rise building that
was created by such a stochastic variation.

Abstract

1

In this paper, we address the following research problem: How can
we generate a meaningful split grammar that explains a given facade layout? To evaluate if a grammar is meaningful, we propose a
cost function based on the description length and minimize this cost
using an approximate dynamic programming framework. Our evaluation indicates that our framework extracts meaningful split grammars that are competitive with those of expert users, while some
users and all competing automatic solutions are less successful.

Inverse procedural modeling is the problem of ﬁnding useful procedural descriptions for a given model or a set of given models. In
our work, we consider a facade layout as input and automatically
compute a useful procedural description as output.
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Introduction

There are multiple possible applications of procedural facade descriptions, including compression, architectural analysis, facade
comparison and retrieval, encoding prior knowledge for urban reconstruction, and the generation of variations for large-scale urban
modeling. While our work is related to all these applications with
minor variations, we focus our exposition on the subset of applications that require a meaningful semantic hierarchy of a facade
layout and we use the generation of variations for large-scale urban
modeling as the main motivating example for our work.
We use split grammars [Wonka et al. 2003; Müller et al. 2006] for
procedural representation because they are often used in procedural
urban modeling. We can distinguish two types of split grammars:
deterministic split grammars that encode a single facade layout and
stochastic split grammars that encode multiple variations. Designing stochastic split grammars from scratch is very challenging. This
task requires design skills, creativity, and programming experience.
Writing a procedural description for a new facade in a text ﬁle can
take many hours by expert users, e.g., technical artists. Therefore, it
is a common strategy to start by encoding a single example as a deterministic split grammar and then generalizing the design [Watson
and Wonka 2008]. Automatically converting a facade layout into a
split grammar would eliminate a time-consuming part of the procedural modeling process and would make the process accessible to
non-experts.
But what is a useful split grammar? First, the split grammar should
be semantically meaningful, e.g., they should preserve meaningful
facade components in the splitting hierarchy (See Fig. 2). Second,
the procedural description should encode identical regions consisACM Transactions on Graphics, Vol. 33, No. 4, Article 121, Publication Date: July 2014
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Abstract
Numerical errors and rounding errors in continuous collision detection (CCD) can easily cause collision detection failures if they
are not handled properly. A simple and eﬀective approach is to use
error tolerances, as shown in many existing CCD systems. Unfortunately, ﬁnding the optimal tolerance values is a diﬃcult problem
for users. Larger tolerance values will introduce false positive artifacts, while smaller tolerance values may cause collisions to be
undetected. The biggest issue here is that we do not know whether
or when CCD will fail, even though failures are extremely rare. In
this paper, we demonstrate a set of simple modiﬁcations to make a
basic CCD implementation failure-proof. Using error analysis, we
prove the safety of this method and we formulate suggested tolerance values to reduce false positives. The resulting algorithms are
safe, automatic, eﬃcient, and easy to implement.
Keywords: Floating-point arithmetic, rounding error, numerical
error, continuous collision detection, quadratic and cubic solver.
CR Categories: I.3.7 [Computer Graphics]: Three-Dimensional
Graphics—Animation.
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Introduction

Detecting the existence of exact vertex-triangle or edge-edge intersection within a time step is the fundamental step in continuous collision detection (CCD). Due to numerical and rounding errors, the
detection result may be false in two ways: false negatives, when
CCD fails to detect real collision events; and false positives, when
CCD reports collisions while real ones do not happen. Since false
negatives have more severe consequences than false positives, they
are considered as collision detection failures, which must be strictly
avoided. Proposed by Bridson et al. [2002], a typical approach used
in existing systems is to report more collision events than necessary
by setting error tolerance thresholds. This approach can eﬀectively
reduce collision failures, but it is still not clear how large the tolerances must be to avoid failures completely. To play it safe, user typically chooses larger tolerance values, but the extra false positives
may trigger other problems, such as visual artifacts, computational
burden, and convergence issues in collision handling. To solve this
problem, Brochu and Bridson [2012] studied CCD from a new geometric perspective and they formulated a collision predicate that can
eliminate both false negatives and false positives. Unfortunately, it
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Figure 1: After a set of simple modiﬁcations, cubic-based CCD algorithms can become failure-proof when simulating the animation
of a bow knot, in which complex collisions occur.
is computationally expensive due to more arithmetic operations involved in exact and interval arithmetic, the latter of which is applied
to reduce the use of more expensive exact arithmetic.
A typical CCD method solves a cubic equation to ﬁnd the time
when two primitives are coplanar and uses it to detect intersection.
Since the use of error tolerances has already demonstrated its eﬀectiveness in this method, an important question is: can it be strictly
failure-proof? Obviously, an algorithm is trivially and uselessly
“failure-proof”, if it always reports positive. So our real interest is
to avoid failures and reduce false positives at the same time. Unfortunately, our research showed that it is diﬃcult to limit the false
positives caused by existing algorithms. To handle this issue, our
idea is to introduce a number of conditions, under which vertextriangle and edge-edge tests are guaranteed to be failure-proof. If
any condition is not satisﬁed, we resort to vertex-edge CCD test,
which reports a collision if the vertex-edge distance drops below a
certain threshold within a time step. By using a suﬃciently large
distance threshold, we ensure the detection of any collision event.
While our idea is simple, its implementation forces us to face two
critical challenges. The ﬁrst challenge is how to formulate vertexedge test. Computing the time when the Euclidean vertex-edge
distance is equal to a threshold involves solving a quartic equation, which is computationally expensive and susceptible to more
errors. The volume-based geometric predictor proposed by Brochu
and Bridson [2012] can detect the short distance without computing
the time, but it is not robust against rounding errors if not using exact arithmetic. The second challenges is how to evaluate the overall
test error. Since the numerical error caused by the cubic solver and
the rounding errors caused by ﬂoating-point arithmetic coexist, we
cannot perform direct error analysis as in [Wilkinson 1994].
In this work, we made the following contributions: 1) a novel im1
plementation of vertex-edge test with O( 4 ) relative error, in which
 is machine epsilon; 2) systematic error analysis of the cubic-based
tests; 3) a set of simple modiﬁcations to make cubic-based tests
failure-proof; and 4) the formulation of lower bounds on the error
tolerances. Compared with existing methods, our method is:
Safe.

We prove that cubic-based CCD algorithms can be unconditionally failure-proof after applying our methods.
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Abstract
We develop an algorithm for the efﬁcient and stable simulation
n
of large-scale elastic rod assemblies. We observe that the timeintegration step is severely restricted by a strong nonlinearity in thee
response of stretching modes to transversal impact, the degree off
this nonlinearity varying greatly with the shape of the rod. Building on these observations, we propose a collision response algorithm that adapts its degree of nonlinearity. We illustrate the advantages of the resulting algorithm by analyzing simulations involving
elastic rod assemblies of varying density and scale, with up to 1.7
million individual contacts per time step.
CR Categories:
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Figure 1: A spinning sphere pulls 32K rods into tightly wound locks.

Introduction

The physical behavior of a full head of hair is dominated by rodrod interactions in a highly dense and complex assembly generally
composed in excess of one hundred thousand individual rods [Robbins 2012]. To date simulations have scaled to roughly one-tenth of
these numbers [Selle et al. 2008; McAdams et al. 2009; Daviet et al.
2011; Iben et al. 2013] and clearly the remaining challenge is not in
simply simulating sufﬁcient rods. Capturing the emergent behaviors generated by rod-rod interactions such as locking and tangling
requires modeling contacts at scale. In turn these interactions are
challenging to simulate due to material stiffness and a time-varying
contact graph that couples most of these constitutive rods in each
computational step. Motivated by these observations we focus on
efﬁcient time-integration of complex rod assemblies, and in particular the critical role that nonlinear response plays in the collision
resolution of thin rods.
Consider the collision of a discretized threenode rod as it hits a wedge. The standard
approach to prevent intersections is to apply
a position-based correction that enforces zerot
displacement along a collision normal [Baraff
1989; Mirtich and Canny 1995; Bridson et al. 2002]. However, by resolving collisions in this way we ignore changes in
internal energy, effectively applying an instantaneous impulse response [Moreau 1988].
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An impulsive response imposes corrections restricted to just the
stencil of the collision normal—in our example just the colliding vertex—so that the correction produces an unnecessarily large
strain on material elements. Large, highly localized, non-physical
deformations are generated, with their attendant artifacts and instabilities at both large time steps and high speeds.
In turn, notice that stretching is dominant in thin materials. Here
stretching stiffness is generally at least four orders of magnitude
greater than bending stiffness [Landau and Lifshitz 1986], while
in many models, e.g., when used to approximate inextensibility, it
can be even higher. While we expect such materials to potentially
bend a great deal, we clearly do not wish to exercise their stretching
modes unintentionally.
Impulsive models thus resolve collisions but ignore physical response at their own peril. To build this missing “physical awareness” into collision response, ﬁrst-order models have been developed. Linearly compliant collision response methods [Baraff and
Witkin 1998; Duriez et al. 2004; Duriez et al. 2006; Kaufman
et al. 2008; Otaduy et al. 2009; Allard et al. 2010; Zheng and
James 2011; Bertails-Descoubes et al. 2011; Daviet et al. 2011]
apply compliance (inverse stiffness) to inexpensively communicate
collision-induced strain across force stencils, effectively ﬁltering
collision response to obtain smoother post-collision conﬁgurations.
Linearly compliant methods thus can balance between the difﬁcult
tradeoffs of stability and computational efﬁciency.
Elastic rods are modeled by a range of spatial discretizations that
apply either reduced or maximal coordinate formulations [Ward
et al. 2007; Hadap et al. 2007]. In this work we focus on resolving
collisions in maximal coordinate rod models. To do so, however,
we face a severe limitation: ﬁrst-order models are not sufﬁcient to
capture physical response for thin elastic materials in maximal coordinates. In particular, the collision response of thin materials such
as rods is strongly nonlinear so that ﬁrst-order collision modeling
can generate the same problematic localized collision response as
an impulsive model.
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A Reduced Model for Interactive Hairs
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Figure 1: A reduced skinning model of 150K hairs for interactive simulation: (a) We visualize the guide hairs and their weights on other
hairs using a colormap. With 150K hair strands, our reduced simulation runs at 40ms per frame. Two of the simulated frames are shown in
(b) and (d). As a comparison of the simulation quality, we show the same frames generated by a full simulation (30-60 seconds per frame) in
(c) and (e). Our reduced model exhibits comparable hair motions and details as captured by the full simulation.

Abstract

1

Realistic hair animation is a crucial component in depicting virtual
characters in interactive applications. While much progress has been
made in high-quality hair simulation, the overwhelming computation cost hinders similar ﬁdelity in realtime simulations. To bridge
this gap, we propose a data-driven solution. Building upon precomputed simulation data, our approach constructs a reduced model to
optimally represent hair motion characteristics with a small number
of guide hairs and the corresponding interpolation relationships. At
runtime, utilizing such a reduced model, we only simulate guide
hairs that capture the general hair motion and interpolate all rest
strands. We further propose a hair correction method that corrects
the resulting hair motion with a position-based model to resolve
hair collisions and thus captures motion details. Our hair simulation
method enables a simulation of a full head of hairs with over 150K
strands in realtime. We demonstrate the efﬁcacy and robustness of
our method with various hairstyles and driven motions (e.g., head
movement and wind force), and compared against full simulation
results that does not appear in the training data.

With a striking development of realistic hair models, hair simulation has popularized itself in computer generated movies. Although
equally desired in computer games and interactive applications, realtime hair simulation has been much less explored. The main challenge is due to a high complexity of realistic hair models. For
instance, a young adult typically has more than 100K hair strands.
Realistic simulation of such amount of hair strands must consider
hair-hair and hair-body interactions, yielding an overwhelming computation cost.
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Introduction

Our goal is to develop a fast hair simulation method that is able to
capture realistic hair motion details with interactive performance.
Although making up-front simpliﬁcation is important for blazing
performance, we prefer the choices that retains physical foundations
and realism, since such a model also promises in controllability,
extensibility and easy parameter setup. From this vantage point, it
seems a logical strategy is to build a reduced model from physicsbased hair simulation.
Our reduced model exploits the basic idea of simulating only a small
set of guide hairs and interpolating the motion of a full set of hairs.
While this idea has been explored in previous methods, they all share
a major drawback of sacriﬁcing hair motion details – interpolation
acts like a low-pass ﬁlter that easily smears out detailed motions introduced by complex strand geometry and mutual interactions. The
key challenge in designing a reduced hair model is thus how to retain the physical realism and motion details. To this end, we need
to address three problems. First, we seek to effectively assign guide
hairs to properly describe the “bones” of a full hair simulation. Different hair styles have different physical properties, leading to very
diverse hair motion characteristics. Therefore any ad-hoc or random
selection of guide hairs would be incapable of producing comparable motion details as captured in a full hair simulation. Second,
it is important to decide for each single hair strand its guide hairs
and assign the weights such that the interpolation results match full
simulation results as well as possible. Finally, even with carefully
chosen guide hairs and optimal interpolation weights, the nature of
interpolation would unavoidably cause the loss of motion details,
unless hair mutual interactions are taken into account.
To address these problems, we propose to train a reduced model
ACM Transactions on Graphics, Vol. 33, No. 4, Article 124, Publication Date: July 2014

Capturing and Stylizing Hair for 3D Fabrication
Jose I. Echevarria1,2 Derek Bradley1 Diego Gutierrez2 Thabo Beeler1
1) Disney Research Zurich
2) Universidad de Zaragoza

Figure 1: We present the ﬁrst method to capture an individual’s hair style (left) in a manner suitable for miniaturization and physical
reproduction while still faithfully preserving the essential visual look of the style (right).

Abstract

1

Recently, we have seen a growing trend in the design and fabrication of personalized ﬁgurines, created by scanning real people
and then physically reproducing miniature statues with 3D printers. This is currently a hot topic both in academia and industry, and
the printed ﬁgurines are gaining more and more realism, especially
with state-of-the-art facial scanning technology improving. However, current systems all contain the same limitation - no previous
method is able to suitably capture personalized hair-styles for physical reproduction. Typically, the subject’s hair is approximated very
coarsely or replaced completely with a template model. In this paper we present the ﬁrst method for stylized hair capture, a technique
to reconstruct an individual’s actual hair-style in a manner suitable
for physical reproduction. Inspired by centuries-old artistic sculptures, our method generates hair as a closed-manifold surface, yet
contains the structural and color elements stylized in a way that
captures the deﬁning characteristics of the hair-style. The key to
our approach is a novel multi-view stylization algorithm, which extends feature-preserving color ﬁltering from 2D images to irregular
manifolds in 3D, and introduces abstract geometric details that are
coherent with the color stylization. The proposed technique ﬁts
naturally in traditional pipelines for ﬁgurine reproduction, and we
demonstrate the robustness and versatility of our approach by capturing several subjects with widely varying hair-styles.
CR Categories: I.4.1 [Image Processing and Computer Vision]:
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Introduction

A mainstream goal in computer graphics is to create data-driven
methods for building geometric models of humans. In recent years
we have seen advances in 3D face and body scanning, motion
capture and real-time performance capture. While human scanning has many applications in ﬁelds like video games, ﬁlms and
medical analysis, a fast-growing ﬁeld is the physical reproduction
of miniature statues or ﬁgurines. Physical reproduction in general, and particularly of humans, has become a hot topic both in
academia [Li et al. 2013; Sturm et al. 2013; Tena et al. 2013] and
industry [3DSystems 2013; 3D-u 2010; D-Tech Me 2012; Omote
3D 2012; PocketSize Me 2013]. Recently, 3D-Systems even announced the release of a 3D-photobooth, which will facilitate 3Dportraits for the masses. The underlying pipeline of all these systems is essentially the same: A person is scanned, the resulting
mesh is processed often with artist interaction, and the ﬁgurine is
printed using a 3D printer. Consequently, all systems have similar
drawbacks, and in particular, no previous approach can capture personalized hair-styles with adequate details, while being suitable for
physical reproduction.
Almost as much as the face, a person’s hair-style is a deﬁning
characteristic of an individual. The reproduction of ﬁgurines
without properly capturing the hair is a severe limitation of current
systems, since the hair-style contributes so substantially to the
person’s identity. Existing research in hair capture methods either
focus on reconstructing highly-detailed individual wisps or hair
strands [Luo et al. 2013; Beeler et al. 2012; Paris et al. 2008], which
do not meet the physical manufacturing constraint of a closed
manifold surface, or they produce coarser reconstructions [Luo
et al. 2012] that lack the level of stylization, detail or colors
required to produce appealing 3D-printed models. In this work we
present the ﬁrst method for stylized hair capture, which addresses
current limitations of physical reproduction systems, enabling the
faithful miniaturization and physical reproduction of ﬁgurines with
drastically varying hair-styles. Our method automatically reduces
the complexity of hair to an abstract, printable 3D surface, while
still capturing the essential structural and color elements that deﬁne
its style. The proposed method ﬁts naturally into existing physical
reproduction pipelines, and so our work has the potential to
signiﬁcantly impact the growing industry of ﬁgurine reproduction.
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Figure 1: Our system takes as input a few images (a) and employs a database of simulated example strands (b) to discover structurally plausible conﬁgurations
from the reconstructed cover strands (c) for ﬁnal strand synthesis (d). Our method robustly ﬁts example strands to the cover strands which are computed from
unprocessed outlier affected input data (e) to generate compelling reconstruction results (f). In contrast, the state-of-the-art method of [Luo et al. 2013a] fails in
the presence of strong outliers (g).

Abstract

Links:

We introduce a data-driven hair capture framework based on example
strands generated through hair simulation. Our method can robustly
reconstruct faithful 3D hair models from unprocessed input point
clouds with large amounts of outliers. Current state-of-the-art
techniques use geometrically-inspired heuristics to derive global
hair strand structures, which can yield implausible hair strands for
hairstyles involving large occlusions, multiple layers, or wisps of
varying lengths. We address this problem using a voting-based ﬁtting
algorithm to discover structurally plausible conﬁgurations among the
locally grown hair segments from a database of simulated examples.
To generate these examples, we exhaustively sample the simulation
conﬁgurations within the feasible parameter space constrained by
the current input hairstyle. The number of necessary simulations can
be further reduced by leveraging symmetry and constrained initial
conditions. The ﬁnal hairstyle can then be structurally represented
by a limited number of examples. To handle constrained hairstyles
such as a ponytail of which realistic simulations are more difﬁcult,
we allow the user to sketch a few strokes to generate strand examples
through an intuitive interface. Our approach focuses on robustness
and generality. Since our method is structurally plausible by
construction, we ensure an improved control during hair digitization
and avoid implausible hair synthesis for a wide range of hairstyles.
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Introduction

Just like in real life, hairstyles are essential elements for any digital
character, reﬂecting personality, fashion, as well as one’s cultural and
social background. The generation of compelling 3D hair models in
ﬁlm or game production usually takes several weeks of manual work
by a digital artist, involving the use of sophisticated hair modeling
tools and procedural scripting. The task becomes even more tedious
when capturing digital doubles, since the hair has to accurately
match real references from photographs.
Unlike the 3D acquisition of objects with smooth surfaces (e.g.,
faces and bodies) which can usually take advantage of generic shape
priors to regularize the reconstruction, it is generally very difﬁcult
to ﬁnd a generic shape prior for hair because of the wide range of
possible hairstyles. Specialized hair capture techniques are required
due to extremely ﬁne, intricate, and self-occluding structures.
Recently, graphics researchers have explored a variety of input
sources for high-ﬁdelity hair digitization ranging from multi-view
stereo [Beeler et al. 2012], thermal imaging [Lay Herrera et al.
2012], depth-of-ﬁeld [Jakob et al. 2009] to structured light [Paris
et al. 2008]. Most of these approaches focus on matching the visual
appearance through direct strand growing in a diffused orientation
ﬁeld and work well for sufﬁciently short and simple hair. For highly
convoluted hairstyles, Luo et al. [2013a] lately demonstrated the
importance of incorporating structural priors during the reconstruction process. Despite the effectiveness and accuracy, it depends
on a good initial point cloud from multi-view stereo and uses a
bottom-up strategy to connect local ribbons into wisps through
purely geometry-inspired heuristics. Consequently, implausible
hair strands that travel across different close wisps can still appear
(Figure 10). Moreover, the approach relies on a careful manual
clean-up procedure, involving tedious per-image hair segmentation
and outlier removal after the initial point cloud reconstruction (see
Figure 3). On average, segmenting the hair takes around 5 minutes
per photograph, assisted with GrabCut [Rother et al. 2004], resulting
in hours of work for a single hair reconstruction. Furthermore,
Patch-based Multi-View Stereo (PMVS) [Furukawa and Ponce 2010]
still produces a large mount of outliers due to ambiguous feature
ACM Transactions on Graphics, Vol. 33, No. 4, Article 126, Publication Date: July 2014
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Figure 1: Using our approach, a user manipulates the taxi cab in a photograph to do a backﬂip, and copy-pastes the cabs to create a trafﬁc
jam (right) by aligning a stock 3D model (inset) obtained from an online repository. Such 3D manipulations often reveal hidden parts of the
object. Our approach completes the hidden parts using symmetries and the stock model appearance, while accounting for illumination in 3D.
Photo Credits (leftmost photograph): Flickr user © Lucas Maystre.

Abstract
Photo-editing software restricts the control of objects in a photograph to the 2D image plane. We present a method that enables
users to perform the full range of 3D manipulations, including scaling, rotation, translation, and nonrigid deformations, to an object in
a photograph. As 3D manipulations often reveal parts of the object
that are hidden in the original photograph, our approach uses publicly available 3D models to guide the completion of the geometry
and appearance of the revealed areas of the object. The completion
process leverages the structure and symmetry in the stock 3D model
to factor out the effects of illumination, and to complete the appearance of the object. We demonstrate our system by producing object
manipulations that would be impossible in traditional 2D photoediting programs, such as turning a car over, making a paper-crane
ﬂap its wings, or manipulating airplanes in a historical photograph
to change its story.
CR Categories: I.3.7 [Computer Graphics]: Three-Dimensional
Graphics and Realism—Virtual Reality;
Keywords: three-dimensional, photo-editing, 3D models
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Introduction

One of the central themes of computer graphics is to let the general
public move from being passive consumers of visual information
(e.g., watching movies or browsing photos) to becoming its active
creators and manipulators. One particular area where we have already achieved success is 2D photo-editing software such as Pho-
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toshop. Once mainly a tool of professional photographers and designers, it has become mainstream, so much so that ‘to photoshop’
is now a legitimate English verb [Simpson 2003]. Photoshop lets
a user creatively edit the content of a photograph with image operations such as recoloring, cut-and-paste, hole-ﬁlling, and ﬁltering.
Since the starting point is a real photograph, the ﬁnal result often
appears quite photorealistic as well. However, while photographs
are depictions of a three-dimensional world, the allowable geometric operations in photo-editing programs are currently restricted to
2D manipulations in picture space. Three-dimensional manipulations of objects—the sort that we are used to doing naturally in the
real world—are simply not possible with photo-editing software;
the photograph ‘knows’ only the pixels of the object’s 2D projection, not its actual 3D structure.
Our goal in this paper is to allow users to seamlessly perform 3D
manipulation of objects in a single consumer photograph with the
realism and convenience of Photoshop. Instead of simply editing
‘what we see’ in the photograph, our goal is to manipulate ‘what
we know’ about the scene behind the photograph [Durand 2002].
3D manipulation of essentially a 2D object sprite is highly underconstrained as it is likely to reveal previously unobserved areas of
the object and produce new, scene-dependent shading and shadows.
One way to achieve a seamless ‘break’ from the original photograph
is to recreate the scene in 3D in the software’s internal representation. However, this operation requires signiﬁcant effort, that only
large special effects companies can afford. It typically also involves
external scene data such as light probes, multiple images, and calibration objects, not available with most consumer photographs.
Instead, in this paper, we constrain the recreation of the scene’s 3D
geometry, illumination, and appearance from the 2D photograph
using a publicly available 3D model of the manipulated object as
a proxy. Graphics is now entering the age of Big Visual Data:
enormous quantities of images and video are uploaded to the Internet daily. With the move towards model standardization and the
use of 3D scanning and printing technologies, publicly available
3D data (modeled or scanned using 3D sensors like the Kinect) are
also readily available. Public repositories of 3D models (e.g., 3D
Warehouse or Turbosquid) are growing rapidly, and several Internet companies are currently in the process of generating 3D models
for millions of merchandise items such as toys, shoes, clothing, and
household equipment. It is therefore increasingly likely that for
most objects in an average user photograph, a stock 3D model will
soon be available, if it is not already.
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Figure 1: Bilateral texture ﬁltering. In this example, the proposed method outperforms [Subr et al. 2009] in terms of both image structure
preservation and texture smoothing. Compared to [Xu et al. 2012], our method effectively restores the shading on the object surface, and
thus its original surface shape. [Karacan et al. 2013] overblurs some of the structure edges, which are preserved better in our scheme.
Parameters: [Subr et al. 2009] (k = 9), [Xu et al. 2012] (λ = 0.015, σ = 2), [Karacan et al. 2013] (k = 15, σ = 0.2, Model 1), and our
method (k = 5, nitr = 3). Input image courtesy Wikimedia Commons.

Abstract

1

This paper presents a novel structure-preserving image decomposition operator called bilateral texture ﬁlter. As a simple modiﬁcation of the original bilateral ﬁlter [Tomasi and Manduchi 1998],
it performs local patch-based analysis of texture features and incorporates its results into the range ﬁlter kernel. The central idea
to ensure proper texture/structure separation is based on patch shift
that captures the texture information from the most representative
texture patch clear of prominent structure edges. Our method outperforms the original bilateral ﬁlter in removing texture while preserving main image structures, at the cost of some added computation. It inherits well-known advantages of the bilateral ﬁlter, such
as simplicity, local nature, ease of implementation, scalability, and
adaptability to other application scenarios.

Structure-preserving ﬁltering is an essential operation with a variety
of applications in computational photography and image analysis.
Such an operation decomposes an image into prominent structure
and ﬁne-scale detail, making it easier for subsequent image manipulation such as tone mapping, detail enhancement, visual abstraction, scene understanding, and other tasks. Separating structure
from detail often depends on measuring the size of local contrast,
where structure is identiﬁed as pixels having relatively large contrast. However, when the ﬁne-scale detail represents texture, as in
Fig. 1, the conventional way of image decomposition may fail because texture often contains strong enough contrast to get confused
with structure.
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Introduction

Many of the structure-preserving smoothing operators are based on
local ﬁltering [Perona and Malik 1990; Tomasi and Manduchi 1998;
Fattal et al. 2007; Paris et al. 2011]. While these nonlinear ﬁlters
are simple and intuitive to use, they are often ill-equipped to extract
structure from texture due to having no explicit measure with which
to distinguish the two. On the other hand, there are optimizationbased [Yin et al. 2005; Aujol et al. 2006; Farbman et al. 2008; Subr
et al. 2009; Buades et al. 2010; Xu et al. 2011; Xu et al. 2012]
and patch-based [Karacan et al. 2013] solutions as well, some of
which have been speciﬁcally designed to handle texture and thus
outperform local ﬁltering in terms of texture removal. However,
they usually come with additional level of complexity and sophistication, which makes them harder to implement, accelerate, scale,
or adapt.
In this paper, we present a novel method for nonlinear image
decomposition based on a simple modiﬁcation to bilateral ﬁlter [Tomasi and Manduchi 1998]. It is in essence a joint bilateral
ﬁlter [Petschnigg et al. 2004; Eisemann and Durand 2004] that incorporates texture information (instead of color information) into
the range ﬁlter kernel. We demonstrate that our method effectively
removes texture while preserving structure, which the standard bilateral ﬁlter often fails to do. Being a simple extension to the popuACM Transactions on Graphics, Vol. 33, No. 4, Article 128, Publication Date: July 2014
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Figure 1: Our image completion algorithm automatically extracts mid-level constraints (perspective and regularity) and uses them to guide
the ﬁlling of missing regions in a semantically meaningful way. Our method is capable of completing challenging scenes such as multiple
building facades (left), strong perspective distortion (middle) and large regular repetitive structures (right). We signiﬁcantly outperform three
representative state-of-the-art image completion techniques for these images (see Figure 2). Image credits (left to right): Flickr users micromegas, Theen
Moy, Nicu Buculei.

Abstract
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We propose a method for automatically guiding patch-based image
completion using mid-level structural cues. Our method ﬁrst estimates planar projection parameters, softly segments the known region into planes, and discovers translational regularity within these
planes. This information is then converted into soft constraints for
the low-level completion algorithm by deﬁning prior probabilities
for patch offsets and transformations. Our method handles multiple planes, and in the absence of any detected planes falls back to
a baseline fronto-parallel image completion algorithm. We validate
our technique through extensive comparisons with state-of-the-art
algorithms on a variety of scenes.

Replacing or ﬁlling regions in images with plausibly synthesized
content is a common image editing operation. This task, known as
image completion, is used in applications ranging from the removal
of unwanted objects in personal photos to movie post-production.
It is also an important step in many graphics algorithms, e.g., for
generating a clean background plate or reshufﬂing image contents.
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Introduction

While much progress has been made, image completion remains a
challenging problem. This is because some amount of higher level
understanding of the scene is often required. The state-of-the-art
automatic algorithms typically rely on low-level cues; they synthesize the missing region as a ﬁeld of overlapping patches copied
from the known region [Wexler et al. 2007]. Here, they attempt
to synthesize an image that locally appears like the known input
everywhere, and such that overlapping patches agree as much as
possible. Barnes et al. [2009] showed how this algorithm can be
sped up using a random search and propagation scheme.
Most of these algorithms have two important limitations. First,
since they only directly copy translated patches from the input, the
performance degrades with scenes that are not fronto-parallel. They
would not be able to effectively handle the perspective foreshortening as shown in Figure 1. The other limitation is in the tendency of
converging to local minima, due to the strong non-convexity of the
objective. This second problem is somewhat alleviated by applying
the algorithm in a coarse-to-ﬁne manner.
Recent approaches handle the fronto-parallel limitation by considering patch transformations such as rotation, scale, and gain/bias
color adjustments [Mansﬁeld et al. 2011; Darabi et al. 2012]. While
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Figure 1: There are multiple challenges when a PushPull operation is performed on a face or edge. Case (a): New faces can either be
inserted for all edges (left) or not at all by adjusting adjacent faces (middle). In addition, our solution can adaptively add new faces where
needed (right). New faces are blue and modiﬁed adjacent faces are green. In (b-d), the left ﬁgure is the input, the middle is the degenerate
result by previous approaches, and the right is our result. Non-planar or self-intersecting faces are red and edge collapses are blue dots.
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PushPull tools are implemented in most commercial 3D modeling
suites. Their purpose is to intuitively transform a face, edge, or vertex, and then to adapt the polygonal mesh locally. However, previous approaches have limitations: Some allow adjustments only
when adjacent faces are orthogonal; others support slanted surfaces
but never create new details. Moreover, self-intersections and edgecollapses during editing are either ignored or work only partially
for solid geometry. To overcome these limitations, we introduce
the PushPull++ tool for rapid polygonal modeling. In our solution,
we contribute novel methods for adaptive face insertion, adjacent
face updates, edge collapse handling, and an intuitive user interface
that automatically proposes useful drag directions. We show that
PushPull++ reduces the complexity of common modeling tasks by
up to an order of magnitude when compared with existing tools.

3D models of plane-dominant man-made objects are widely used in
areas such as architecture, engineering, and design. Therefore, tools
enabling intuitive creation and editing of such models are vital. One
popular and widespread class of tools is what we call the PushPull
techniques. Variants of these are implemented in most commercial
modeling suites such as AutoCad [Autodesk 2014a] or Sketchup
[Trimble 2013]. Their idea is for the user to transform a face or edge
and then automatically adapt the model locally, possibly inserting
new faces and modifying adjacent ones. We identiﬁed three main
challenges for mesh adaption, as explained below.
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Introduction

The ﬁrst challenge is to decide when new faces should be inserted.
On the one hand, inserting new faces is important to add details. On
the other hand, the user might want to adjust the existing adjacent
faces without inserting new ones. However, sometimes adjusting is
not possible, for example when the adjacent face is parallel to the
transformed one. Therefore it is tricky to decide when to add details and when to adjust, especially with slanted surfaces as shown
in Figure 1(a). The second challenge is how vertices and adjacent
faces should be updated. Moving one face affects all the neighboring faces. Care must be taken to keep them planar. This is particularly challenging when the valence of a moved vertex is greater
than three, which requires calculating and adding new vertices to
neighboring faces, as shown in Figure 1(b). The third challenge is
how edge or face collapses should be handled. Moving a face can
cause adjacent edges or faces to collapse. Such collapses must be
handled to maintain a valid mesh, as seen in Figure 1(c).
PushPull++ is a novel tool for the rapid modeling of polygonal objects. It is the ﬁrst method that provides solutions for all three main
challenges. Essentially it is a generalization of common PushPull
practices, supporting both existing and new editing operations. This
is achieved using the following contributions:
ACM Transactions on Graphics, Vol. 33, No. 4, Article 130, Publication Date: July 2014
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Figure 1: True2Form takes as input a 2D vector sketch, here traced on a design drawing (a). We formulate a set of local 3D regularity
properties that our algorithm detects and applies selectively to lift the curves off the page into 3D (b). A baseline inaccurate 3D result (c,
top), is gradually corrected by the selective regularization process (c, bottom). The accompanying histograms show how angles between
all potentially parallel and locally symmetric curves are randomly spread initially but converge to a globally consistent state where these
properties are either ignored or precisely enforced. For example, the curve tangents on the tapered fuselage are not treated as parallel in
global context, despite being near-parallel in 2D (b, green cross). Our 3D curve network can be easily surfaced to bring the sketch to life or
integrate the airplane design with its drive-train (d). Airplane sketch by Spencer Nugent.
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True2Form is a sketch-based modeling system that reconstructs 3D
curves from typical design sketches. Our approach to infer 3D form
from 2D drawings is a novel mathematical framework of insights
derived from perception and design literature. We note that designers favor viewpoints that maximally reveal 3D shape information, and strategically sketch descriptive curves that convey intrinsic shape properties, such as curvature, symmetry, or parallelism.
Studies indicate that viewers apply these properties selectively to
envision a globally consistent 3D shape. We mimic this selective
regularization algorithmically, by progressively detecting and enforcing applicable properties, accounting for their global impact on
an evolving 3D curve network. Balancing regularity enforcement
against sketch ﬁdelity at each step allows us to correct for inaccuracy inherent in free-hand sketching. We perceptually validate
our approach by showing agreement between our algorithm and
viewers in selecting applicable regularities. We further evaluate our
solution by: reconstructing a range of 3D models from diversely
sourced sketches; comparisons to prior art; and visual comparison
to both ground-truth and 3D reconstructions by designers.
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Introduction

Product design, from the inception of an idea to its realization as
a 3D concept, is extensively guided by free-hand sketches [Pipes
2007; Eissen and Steur 2011]. Sketches form an appropriate projective surface for our mental vision, allowing designers to quickly
explore the essence of a 3D shape. Sketches also form an effective tool for visual communication, leveraging the human ability to
imagine a 3D shape from a compact set of descriptive, semantically
diverse, though often inexact, 2D curves. We combine design and
perceptual principles to propose True2Form, a sketch-based modeling tool that infers 3D shapes from a single design sketch. We focus on reconstructing free-form, piecewise-smooth models of manmade objects. In this domain, we exploit the tendency of designers
to strategically sketch curves that are descriptive of the geometry.
These curves trigger our perception of geometric regularities that
aid the inference of depth in line drawings. The phrase “true to
form” meaning “exactly as expected”, signiﬁes our attempt to reproduce the 3D “form” viewers expect from a 2D sketch.
Techniques supporting digital design exist in a continuum between
traditional 2D sketching and 3D CAD modeling. 3D sketch-based
multi-view workﬂows like Fibermesh [Nealen et al. 2007] and
ILoveSketch [Bae et al. 2008] combine 2D drawing and 3D navigation to interactively bridge sketching and CAD modeling. We, in
contrast, leverage the descriptive power of 2D design sketches [Eissen and Steur 2011; Pipes 2007] to directly estimate 3D shape. Designers using True2Form simply draw in 2D or trace over existing
sketches (Figure 1 (a)) and disambiguate accidental occlusion from
curves that intersect in 3D, as they commonly do in real drawings.
Our system is then able to infer a network of general 3D curves,
without requiring the 3D shape or its scaffold to be dominated by
straight lines [Lipson and Shpitalni 1996; Schmidt et al. 2009b].
Despite its single-view focus, True2Form can incorporate and beneﬁt from occasional view changes while drawing (Figure 13).
We base our approach on the premise that the drawing principles
ACM Transactions on Graphics, Vol. 33, No. 4, Article 131, Publication Date: July 2014

Interactive Shape Modeling using a Skeleton-Mesh Co-Representation
J. Andreas Bærentzen∗
Technical University of Denmark

a: Initial triangle
mesh 20096 faces

Rinat Abdrashitov†
University of Toronto

Karan Singh†
University of Toronto

c: PAM after
refitting and
subdivision
33939 faces

b: PAM
31507 faces

d: PAM after
sculpting and
cloning of limbs
on iPad app
161152 faces

Figure 1: The input triangle mesh on the left is converted to our polar–annular mesh representation (PAM) (a). It was reﬁtted to the original
model and subdivided (b,c) and then edited on an iPad using our PAM based sculpting tool (d).
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We introduce the Polar-Annular Mesh representation (PAM). A
PAM is a mesh-skeleton co-representation designed for the modeling of 3D organic, articulated shapes. A PAM represents a manifold mesh as a partition of polar (triangle fans) and annular (rings
of quads) regions. The skeletal topology of a shape is uniquely embedded in the mesh connectivity of a PAM, enabling both surface
and skeletal modeling operations, interchangeably and directly on
the mesh itself. We develop an algorithm to convert arbitrary triangle meshes into PAMs as well as techniques to simplify PAMs
and a method to convert a PAM to a quad-only mesh. We further
present a PAM-based multi-touch sculpting application in order to
demonstrate its utility as a shape representation for the interactive
modeling of organic, articulated ﬁgures as well as for editing and
posing of pre-existing models.

Free-form digital sculpting is steadily replacing traditional CAD
workﬂows for the modeling of organic 3D forms. Animated organic forms adopt anthropomorphic character by articulation and
thus have a dominant skeletal structure. In current practice the
shape and its skeleton are represented independently and geometrically associated by a process called rigging. Early systems based on
a sculpting metaphor recognized the importance of skeletal structures and proposed character construction using implicit functions
deﬁned around shape skeletons [Bloomenthal and Wyvill 1997].
Despite numerous advantages, a fundamental limitation of implicit
surface models is that the skeleton deﬁnes the surface shape and
not vice-versa. This surface is usually tesselated into a mesh that
can be further manipulated. Adding complex shape details to this
mesh will eventually destroy any meaningful connection between
the original skeleton and the ﬁnal 3D shape. Instead, we propose a
novel surface representation called a Polar-Annular Mesh (PAM),
where the surface structure deﬁnes the skeleton. As a result the
mesh can be reﬁned and detailed using popular sculpting techniques
such as found in ZBrush [2010], while preserving skeletal topology.
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Introduction

We are inspired by RigMesh [Borosán et al. 2012], a modeling system that notes the importance of co-modeling, where a set of modeling operations are deﬁned that update both a mesh and a shape
skeleton, so they co-exist through the modeling process. We go
further to deﬁne a co-representation, where the skeletal structure
is directly embedded in the connectivity of the PAM mesh. The
co-represented skeleton is essential to general shape sculpting: it
provides local skeletal reference frames invaluable for coarse, nonlinear shape deformations and holds semantic part information useful in selecting meaningful regions of deformation inﬂuence.
A PAM represents a surface manifold partitioned into topologically polar (i.e. homeomorphic to a disk) and annular regions.
The choice of surface decomposition into poles and annuli is motivated by our focus on organic shapes with articulated limbs, that
are readily captured by annuli, capped by poles. This observation is further corroborated by designer surfaced 3D characters that
amply use polar-annular patches (Figure 2). A PAM uniquely encodes a skeletal connectivity: every region boundary deﬁnes a joint;
ACM Transactions on Graphics, Vol. 33, No. 4, Article 132, Publication Date: July 2014
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Figure 1: Vector graphics illustrations made using the vector graphics complex, and their underlying topology.

Abstract
Basic topological modeling, such as the ability to have several faces
share a common edge, has been largely absent from vector graphics.
We introduce the vector graphics complex (VGC) as a simple data
structure to support fundamental topological modeling operations
for vector graphics illustrations. The VGC can represent any arbitrary non-manifold topology as an immersion in the plane, unlike
planar maps which can only represent embeddings. This allows for
the direct representation of incidence relationships between objects
and can therefore more faithfully capture the intended semantics of
many illustrations, while at the same time keeping the geometric
ﬂexibility of stacking-based systems. We describe and implement
a set of topological editing operations for the VGC, including glue,
unglue, cut, and uncut. Our system maintains a global stacking
order for all faces, edges, and vertices without requiring that components of an object reside together on a single layer. This allows
for the coordinated editing of shared vertices and edges even for objects that have components distributed across multiple layers. We
introduce VGC-speciﬁc methods that are tailored towards quickly
achieving desired stacking orders for faces, edges, and vertices.
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Paint systems I.3.5 [Computer Graphics]: Computational Geometry and Object Modeling—Boundary representations; I.3.5 [Computer Graphics]: Computational Geometry and Object Modeling—
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Introduction

Vector illustrations are widely used to produce high quality 2D
drawings and ﬁgures. They are commonly based on objects that
∗ dalboris@cs.ubc.ca

ACM Reference Format
Dalstein, B., Ronfard, R., van de Panne, M. 2014. Vector Graphics Complexes.
ACM Trans. Graph. 33, 4, Article 133 (July 2014), 12 pages. DOI = 10.1145/2601097.2601169
http://doi.acm.org/10.1145/2601097.2601169.
Copyright Notice
Permission to make digital or hard copies of all or part of this work for personal or classroom use is granted
without fee provided that copies are not made or distributed for prot or commercial advantage and that
copies bear this notice and the full citation on the rst page. Copyrights for components of this work owned
by others than ACM must be honored. Abstracting with credit is permitted. To copy otherwise, or republish,
to post on servers or to redistribute to lists, requires prior specic permission and/or a fee. Request permissions from permissions@acm.org.
Copyright © ACM 0730-0301/14/07-ART133 $15.00.
DOI: http://doi.acm.org/10.1145/2601097.2601169

are assigned to layers, thereby allowing objects on higher layers to
obscure others drawn on lower layers. Objects are typically constructed from collections of open and closed paths which are assigned to a single common layer when they are grouped together.
Closed paths can be optionally ﬁlled by an opaque or semitransparent color in order to represent faces. A rich set of features and editing operations can then be integrated into this framework to yield
powerful systems for 2D illustration.
Our work begins with the observation that basic topological modeling is largely absent in vector graphics systems. While 3D modeling systems readily support the creation of geometry having a
desired topology, in many vector graphics systems it remains difﬁcult to design objects having edges shared by adjacent faces or
vertices shared by sets of incident edges. Our solution is to develop
a novel representation which allows users to directly model the desired topology of the elements in a vector graphics illustration.
Another important observation is that vector graphics illustrations
often consist of 2D depictions of 3D objects [Durand 2002; Eisemann et al. 2009], with the important consequence that a representation of vector graphics objects as strictly two-dimensional entities, such as planar maps, may be counter-productive. In this context, users may also need to represent aspects of the topological
structure of the 3D objects being depicted when creating and editing the visual representation. The topology of the visual objects
may therefore not be in correspondence with their 2D geometry,
but rather be in correspondence with the 3D geometry of the depicted objects, which are mental entities, constructed by perception
[Hoffman 2000]. Such mental visual objects can be represented in
an abstract pictorial space [Koenderink and Doorn 2008] which is
different from both the 2D image space and the 3D world space.
Finally, a third observation is that artists use a variety of techniques
that frequently result in non-manifold representations. For example, a ﬂower or tree can be drawn with a combination of strokes and
surfaces. As a result, non-manifold, mixed-dimensional objects are
the rule in vector graphics, not the exception.
Based on the above observations, we have developed the vector
graphics complex (VGC), a novel cell complex that satisﬁes the following requirements: (a) be a superset of multi-layer vector graphics and planar maps; (b) allow edges to share common vertices and
faces to share common edges; (c) allow faces and edges to overlap,
including when they share common edges or vertices (d) make it
possible to draw projections of 3D objects and their topology without knowing their 3D geometry; (e) represent non-orientable and
non-manifold surfaces; (f) allow arbitrary deformation of the geometry without invalidating the topology; (g) offer reversible operators
for editing the topology of vector graphics objects; and (h) have the
simplicity that would encourage wide-spread adoption.
ACM Transactions on Graphics, Vol. 33, No. 4, Article 133, Publication Date: July 2014
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Figure 1: Given a sparse set of constraints deﬁned on the input surface, we interpolate a dense, non-uniform, anisotropic and non-orthogonal
frame ﬁeld. We then deform the surface to warp this frame ﬁeld into a cross ﬁeld, which we use to guide a uniform, isotropic and orthogonal
quadrangulation of the deformed surface. Finally, we deform the resulting quad mesh back onto the original surface and obtain a non-uniform,
anisotropic and non-orthogonal quadrangulation that follows the prescribed frame ﬁeld (color scale represents element areas).

Abstract
We introduce frame ﬁelds, which are a non-orthogonal and nonunit-length generalization of cross ﬁelds. Frame ﬁelds represent
smoothly varying linear transformations on tangent spaces of a
surface. We propose an algorithm to create discrete, dense frame
ﬁelds that satisfy a sparse set of constraints. By computing a surface
deformation that warps a frame ﬁeld into a cross ﬁeld, we generalize
existing quadrangulation algorithms to generate anisotropic and
non-uniform quad meshes whose elements shapes match the frame
ﬁeld. With this, our framework enables users to control not only
the alignment but also the density and anisotropy of the elements’
distribution, resulting in high-quality adaptive quad meshing.
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Introduction

[Hertzmann and Zorin 2000; Palacios and Zhang 2007], texture synthesis [Lefebvre and Hoppe 2006; Li et al. 2011], and in architectural
geometry [Liu et al. 2011; Panozzo et al. 2013].
The topology of a cross ﬁeld is determined by singular points and
separatrix lines connecting them: the singularities divert the ﬂow of
tangential directions, and the separatrices divide the surface into uniform patches. The arrangement of these topological features can be
used to design cross ﬁelds that follow certain surface characteristics,
such as curvature extrema and principal curvature lines, as well as
to vary the ﬁeld’s density [Bommes et al. 2013a].
We introduce frame ﬁelds, which generalize cross ﬁelds by incorporating anisotropy, scaling and skewness while maintaining the
topological structure of a cross ﬁeld. A frame ﬁeld is deﬁned at
each point of a surface by a pair of – possibly non-orthogonal and
non-unit-length – tangent vectors, and their opposite vectors. It can
be seen as a smoothly varying linear transformation on the tangent
bundle of a smooth surface. Several natural quantities, such as the
curvature tensor, the stress tensor, or a parameterization Jacobian,
can be encoded using frame ﬁelds. We show that by decoupling the
rotational component from the scaling and shearing, a frame ﬁeld
can be uniquely decomposed into a smooth cross ﬁeld and a smooth
symmetric tensor ﬁeld on the tangent bundle.

Cross ﬁelds assign to every point of a surface a smoothly varying
pair of orthogonal directions on the tangent plane. They are extensively used in Computer Graphics for generating quadrilateral
meshes [Bommes et al. 2013a], for non-photorealistic rendering

We propose an interpolation algorithm that generates a dense frame
ﬁeld from a sparse set of constraints. Depending on the application,
the constraints can be manually designed or automatically extracted
from the surface geometry.
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A frame ﬁeld indicates the overall structure of an anisotropic
and scale-varying quad meshing of the surface. In traditional
parametrization-based quadrangulators [Bommes et al. 2013a], a
given cross ﬁeld describes the desired local alignment of mesh elements, whose ideal shape is assumed to be square. Frame ﬁelds
remove this assumption: they additionally describe the length of
mesh edges and their skewness, thus fully specifying the desired
local shape of mesh elements.
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We show how to warp a frame ﬁeld into a cross ﬁeld with a variational approach, by deforming the input surface in R3 . The resulting
surface is isotropically quadrangulated; by warping it back to the
ACM Transactions on Graphics, Vol. 33, No. 4, Article 134, Publication Date: July 2014
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Figure 1: Main steps of our construction, from left to right: initial ﬁeld, feature-aligned inconsistent partition, collapse operations on zero
chains, initial parametrization based on partition, ﬁnal parametrization.

Abstract

1

We present a robust method for computing locally bijective global
parametrizations aligned with a given cross-ﬁeld. The singularities of the parametrization in general agree with singularities of the
ﬁeld, except in a small number of cases when several additional
cones need to be added in a controlled way. Parametric lines can be
constrained to follow an arbitrary set of feature lines on the surface.
Our method is based on constructing an initial quad patch partition
using robust cross-ﬁeld integral line tracing. This process is followed by an algorithm modifying the quad layout structure to ensure that consistent parametric lengths can be assigned to the edges.
For most meshes, the layout modiﬁcation algorithm does not add
new singularities; a small number of singularities may be added to
resolve an explicitly described set of layouts. We demonstrate that
our algorithm succeeds on a test data set of over a hundred meshes.

The goal of this paper is to present a robust global parametrization
algorithm which produces results satisfying common requirements
for arbitrary inputs (local bijectivity, alignment across seams, feature alignment).

CR Categories: I.3.5 [Computer Graphics]: Computational Geometry and Object Modeling—[Geometric algorithms, languages,
and systems];
Keywords: geometric modeling, parametrization
Links:

DL

PDF

∗ e-mail:

amyles@cs.nyu.edu
nico.pietroni@isti.cnr.it
‡ e-mail: dzorin@cs.nyu.edu
† e-mail:

ACM Reference Format
Myles, A., Pietroni, N., Zorin, D. 2014. Robust Field-aligned Global Parametrization.
ACM Trans. Graph. 33, 4, Article 135 (July 2014), 14 pages. DOI = 10.1145/2601097.2601154
http://doi.acm.org/10.1145/2601097.2601154.
Copyright Notice
Permission to make digital or hard copies of all or part of this work for personal or classroom use is granted
without fee provided that copies are not made or distributed for prot or commercial advantage and that
copies bear this notice and the full citation on the rst page. Copyrights for components of this work owned
by others than ACM must be honored. Abstracting with credit is permitted. To copy otherwise, or republish,
to post on servers or to redistribute to lists, requires prior specic permission and/or a fee. Request permissions from permissions@acm.org.
Copyright © ACM 0730-0301/14/07-ART135 $15.00.
DOI: http://doi.acm.org/10.1145/2601097.2601154

Introduction

We build on a commonly used set of techniques for ﬁnding a
parametrization aligned to a guiding cross-ﬁeld generated from surface features. These methods are typically based on minimizing
a global quadratic energy measuring the deviation from the crossﬁeld, subject to the constraint that the topological structure of the
parametrization agrees with the structure of the ﬁeld. Great strides
were made in improving this type of methods as well as the quality
and robustness of parametrization algorithms in general. Yet, even
the state-of-the-art methods fail on a substantial fraction of meshes:
for some methods the result may not be locally bijective, or, in the
cases where nonlinear formulations are constructed to guarantee bijectivity, no feasible solution may be found.
In the latter case, failures may be due to one of three types of problems. The problem may be connectivity-related: connectivity of the
mesh makes it impossible to map the mesh to the plane piecewise
linearly and satisfy all requirements. It may be algorithmic: stateof-the-art efﬁcient methods for imposing bijectivity constraints are
based on restricting the space of solutions to a convex subspace,
and a feasible parametrization may not be in that subspace. Finally,
it may be topological: there are no global parametrizations with the
topology speciﬁed by the ﬁeld in that subspace. Our method includes solutions to all three types of problems: it can be viewed as
a mesh reﬁnement algorithm ensuring that the reﬁned mesh is guaranteed to have a valid parametrization; as a consequence, the initial
parametrization we obtain provides reference frames for convex algorithms that ensures that a feasible solution to the convex problem
does exist. Finally, when topological problems are present in the
ﬁeld, the ﬁeld is implicitly modiﬁed (including adding cones).
Our approach builds on the following well-known observation: locally for any non-singular ﬁeld one can always construct a parametrization simply by following ﬁeld integral lines
ACM Transactions on Graphics, Vol. 33, No. 4, Article 135, Publication Date: July 2014

Detailed Water with Coarse Grids:
Combining Surface Meshes and Adaptive Discontinuous Galerkin
Essex Edwards∗

Robert Bridson∗

Figure 1: A simulation in a 25 × 25 × 25 grid generates thin splashes and sheets down to 1/1200 the domain width.

Abstract
We present a new adaptive ﬂuid simulation method that captures
a high resolution surface with precise dynamics, without an inefﬁcient ﬁne discretization of the entire ﬂuid volume. Prior adaptive methods using octrees or unstructured meshes carry large overheads and implementation complexity. We instead stick with coarse
regular Cartesian grids, using detailed cut cells at boundaries, and
discretize the dynamics with a p-adaptive Discontinuous Galerkin
(DG) method. This retains much of the data structure simplicity
of regular grids, more efﬁciently captures smooth parts of the ﬂow,
and offers the ﬂexibility to easily increase resolving power where
needed without geometric reﬁnement.
CR Categories: I.3.7 [Computer Graphics]: Three-Dimensional
Graphics and Realism—Animation; I.3.5 [Computer Graphics]:
Computational Geometry and Object Modeling—Physically based
modeling;
Keywords: ﬂuid simulation, liquids, meshes, adaptive, discontinuous Galerkin
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Introduction

Simulating liquids for visual effects demands a high resolution surface with detailed motion, but typically not the same high resolution in the entire volume: it is only the surface that we observe,
and experiment and theory often indicate that most of the interesting dynamics (e.g. strong vorticity) are generated at the surface
and remain strongest near the surface. We cannot avoid all volumetric computation, but much is gained by concentrating the bulk
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of the computation on the surface, as surface area scales quadratically with size while volume scales cubically. We are interested
in techniques that take advantage of this opportunity. For liquid
simulation, this encompasses methods for the surface tracker, the
volumetric velocity/pressure solver, and their interactions.
Surface tracking may use an implicit method (e.g. level-set or
volume-of-ﬂuid), explicit method (e.g. marker particles or mesh),
or a hybrid (e.g. particle level set). These approaches are already
capable of spending computation and memory only at the surface.
In this paper we use an existing method to track the surface with an
explicit triangle mesh, and concentrate on handling the dynamics.
While the surface tracker may appear to be conceptually independent of the dynamics’ discretization, artifacts can easily arise if the
surface tracker and dynamical model are poorly coupled.
Broadly speaking, there have been two approaches to simulating a
high-resolution surface without a correspondingly high-resolution
mesh for the entire volume. The ﬁrst category uses a simple coarse
volumetric ﬂuid model everywhere, and adds a secondary model
for the missing high-resolution surface features. These methods are
generally quite fast and attractively simple, but typically make simplifying assumptions that can lead to physically incorrect behavior.
The second category of methods use an adaptive volumetric mesh
that matches the high resolution at the surface but is low resolution in the interior of the liquid. The uniﬁed handling of all the
dynamics is physically consistent and correct, but much more computationally expensive, in large part due to the complexity of using
unstructured or semi-structured meshes.
We present an adaptive method that is physically consistent and correct, but still uses a simple coarse Cartesian grid. To capture highresolution surface details we use detailed cut cells at boundaries,
and adaptively use richer discrete models within grid cells near
the surface, more speciﬁcally a p-adaptive Discontinuous Galerkin
(DG) method.
In summary, our core technical contributions are:
• the ﬁrst application of DG with exact cut cells to moving freesurface problems, and
• a novel particle advection scheme that requires fewer evaluations of the velocity ﬁeld.
We also highlight some ideas that are new to ﬂuid simulation in
graphics:
• p-adaptive techniques, and
• embracing discontinuous approximations at all levels.
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Figure 1: Our method can quickly generate an entire family of ﬂuid simulations from a small set of inputs. Here, we generate a large set of
animations of liquid colliding with walls of varying shapes and locations.

Abstract
We present a method for smoothly blending between existing liquid
animations. We introduce a semi-automatic method for matching
two existing liquid animations, which we use to create new ﬂuid
motion that plausibly interpolates the input. Our contributions include a new space-time non-rigid iterative closest point algorithm
that incorporates user guidance, a subsampling technique for efﬁcient registration of meshes with millions of vertices, and a fast surface extraction algorithm that produces 3D triangle meshes from a
4D space-time surface. Our technique can be used to instantly create hundreds of new simulations, or to interactively explore complex parameter spaces. Our method is guaranteed to produce output
that does not deviate from the input animations, and it generalizes to
multiple dimensions. Because our method runs at interactive rates
after the initial precomputation step, it has potential applications in
games and training simulations.
CR Categories: I.3.7 [Computer Graphics]: Three-Dimensional
Graphics and Realism—Animation
Keywords: Fluid simulation, non-rigid registration, shape blending.
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Introduction

The ability to direct and ﬁne-tune visual effects is one of the main
reasons for their popularity. This is especially true for effects that
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are as difﬁcult to control as ﬂuids. Because modern ﬂuid simulators
expose numerous important parameters to the artist, it involves a
certain degree of trial and error to produce a ﬂuid animation with a
speciﬁc behavior.
A common approach in special effects production is to run simulations in batches to explore the parameter space. Afterward, the
artist and supervisor can select the simulation that best matches the
desired goal. If none of the outputs is chosen, the parameter range
is narrowed down to run additional simulations. However, there
are several downsides to this approach: the new simulations can result in undesired behavior (like a distracting splash in the center of
attention), it may require an excessive number of iterations of expensive ﬂuid simulations, and the data from early simulations are
wastefully discarded.
We propose to solve this problem by smoothly blending between
existing ﬂuid animations. We ﬁrst develop a semi-automatic
method for matching two existing liquid animations. Once we have
this matching, we are able to immediately create new ﬂuid motion
that plausibly interpolates the input.
Our method allows us to instantly synthesize hundreds of new animations from a sparse set of input samples and can be used to interactively explore the parameter space. Further, since our technique is
based on interpolation, it guarantees that the output will not deviate
signiﬁcantly from the provided inputs. After the initial precomputation phase, new animations can be generated on the ﬂy at interactive
rates. As a consequence, it has potential applications in games or
training simulators where it can be used in place of a real-time ﬂuid
simulation.
The key contributions of our work are as follows:
• A new approach to interpolate between free surface ﬂuid simulations with changing topologies.
• A 4D non-rigid iterative closest point algorithm that incorporates user guidance.
• A subsampling technique for efﬁcient registration of meshes
with millions of vertices.
• A fast surface extraction algorithm that produces 3D triangle
meshes from a 4D space-time surface.
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Figure 1: Lava solidifying into pāhoehoe forms complex and attractive shapes. The lava emits light according to the blackbody spectrum
c
corresponding to the simulated temperature. Disney.

Abstract
In this paper, we introduce a novel material point method for heat
transport, melting and solidifying materials. This brings a wider
range of material behaviors into reach of the already versatile material point method. This is in contrast to best-of-breed ﬂuid, solid or
rigid body solvers that are difﬁcult to adapt to a wide range of materials. Extending the material point method requires several contributions. We introduce a dilational/deviatoric splitting of the constitutive model and show that an implicit treatment of the Eulerian
evolution of the dilational part can be used to simulate arbitrarily incompressible materials. Furthermore, we show that this treatment
reduces to a parabolic equation for moderate compressibility and an
elliptic, Chorin-style projection at the incompressible limit. Since
projections are naturally done on marker and cell (MAC) grids, we
devise a staggered grid MPM method. Lastly, to generate varying
material parameters, we adapt a heat-equation solver to a material
point framework.
CR Categories: I.3.7 [Computer Graphics]: Three-Dimensional
Graphics and Realism—Animation I.6.8 [Simulation and Modeling]: Types of Simulation—Animation
Keywords: material point, lava, freezing, melting, physicallybased modeling
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Introduction

From the process of lava solidifying into pāhoehoe to advertisements showing caramel and chocolate melting over ice cream, materials undergoing phase transitions are both ubiquitous and com-
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plex. These transitional dynamics are some of the most compelling
natural phenomena. However, visual simulation of these effects remains a challenging open problem. The difﬁculty lies in achieving
robust, accurate and efﬁcient simulation of a wide variety of material behaviors without requiring overly complex implementations.
Phase transitions and multiple material interactions typically involve large deformation and topological changes. Thus a common
approach is to use a modiﬁed ﬂuid solver, which works well for
viscous Newtonian-ﬂuids or even moderately viscoplastic ﬂows.
However, solid and elastic material behavior is then more difﬁcult
to achieve. Alternatively, Lagrangian-mesh-based approaches naturally resolve elastic deformation, but they must be augmented with
explicit collision detection, and remeshing is required for ﬂuid-like
behaviors with topological changes. Due to the tradeoffs between
solid and ﬂuid methods, many authors have considered explicit coupling between two solvers, but such approaches typically require
complex implementations and have signiﬁcant computational cost.
A common goal is to handle a variety of materials and material transitions without sacriﬁcing simplicity of implementation. This motivation typically drives researchers and practitioners toward particle approaches. For example, SPH and FLIP methods are commonly augmented with an approach for computing strains required
for more general elastic stress response. The key observation is
that particles are a simple and extremely ﬂexible representation for
graphics. This is a central motivation in our approach to the problem.
Computing strain from world-space particle locations without the
luxury of a Lagrangian mesh proves challenging. One approach is
using the material point method (MPM) [Sulsky et al. 1995], which
augments particles with a transient Eulerian grid that is adept at
computing derivatives and other quantities. However, while MPM
methods successfully resolve a wide range of behaviors, they do not
handle arbitrarily incompressible materials. This is in contrast to
incompressible FLIP [Zhu and Bridson 2005] techniques that naturally treat liquid simulation but typically only resolve pressure or
viscosity-based stresses.
In this paper, we present a number of contributions. We show
that MPM can be easily augmented with a Chorin-style projection [Chorin 1968] technique that enables simulation of arbitrarily incompressible materials thus providing a connection to the
commonly used FLIP techniques. We achieve this with a MACgrid-based [Harlow and Welch 1965] MPM solver, a splitting of
the stress into elastic and dilational parts, a projection-like implicit
ACM Transactions on Graphics, Vol. 33, No. 4, Article 138, Publication Date: July 2014
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Connecting Forward and Inverse Problems in Fluids
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Figure 1: Low-resolution captures obtained by tomographic scanning (left) are used as inputs to our method which estimates physically
plausible dense velocity ﬁelds. Such velocity ﬁelds fully determine the ﬂuid state and can be applied in a variety of applications including
ﬂuid super-resolution (right) allowing capture to be integrated into pipelines for visual effects simulation.

Abstract

1

We explore the connection between ﬂuid capture, simulation and
proximal methods, a class of algorithms commonly used for inverse problems in image processing and computer vision. Our key
ﬁnding is that the proximal operator constraining ﬂuid velocities to
be divergence-free is directly equivalent to the pressure-projection
methods commonly used in incompressible ﬂow solvers. This observation lets us treat the inverse problem of ﬂuid tracking as a constrained ﬂow problem all while working in an efﬁcient, modular
framework. In addition it lets us tightly couple ﬂuid simulation into
ﬂow tracking, providing a global prior that signiﬁcantly increases
tracking accuracy and temporal coherence as compared to previous
techniques. We demonstrate how we can use these improved results
for a variety of applications, such as re-simulation, detail enhancement, and domain modiﬁcation. We furthermore give an outlook
of the applications beyond ﬂuid tracking that our proximal operator
framework could enable by exploring the connection of deblurring
and ﬂuid guiding.

Fluid simulation and ﬂuid capture are active research areas in
computer graphics. Due to difﬁculties in acquiring full ﬂow descriptions, the use of captured data in simulations has been limited [Wang et al. 2009; Li et al. 2013].
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Introduction

We aim at decreasing this gap by showing a connection between
proximal methods and ﬂuid tracking as well as simulation. Proximal methods are a class of recent, successful numerical methods
from the image processing/computer vision community that split
difﬁcult multi-objective optimization schemes into simpler subproblems. These sub-problems are expressed and accessed only
by application-speciﬁc solvers known as proximal operators. This
approach encourages modularity and the development of highly optimized solvers for each sub-problem.
Our key ﬁnding is that the pressure solve employed in many ﬂuid
simulators can be interpreted as a proximal operator. This enables
its incorporation as a physical constraint into proximal methods.
We demonstrate the ﬂexibility of this approach by applying it to
the problem of ﬂuid tracking where it allows for an elegant inclusion of prior knowledge into the velocity estimation procedure. In
particular, we couple the Navier-Stokes equations into the estimation procedure, which enables signiﬁcant improvements in tracking
accuracy as compared to state-of-the-art techniques.
Having an accurate velocity ﬁeld of the ﬂow phenomena enables
ﬂexible new applications, such as applying ﬂuid super-resolution
techniques to the captured ﬂows, as well as re-simulations in modiﬁed domains. In this way we demonstrate a meaningful integration
of captured data into ﬂuid simulation pipelines. The speciﬁc contributions of this paper are
• establishing the relationship between ﬂuid pressure solves and
proximal operators,
• a physically constrained, multi-scale tracking method for ﬂuid
densities to reconstruct temporally coherent velocity ﬁelds,
ACM Transactions on Graphics, Vol. 33, No. 4, Article 139, Publication Date: July 2014
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Abstract
We give an algorithm which extracts vortex ﬁlaments (“smoke
rings”) from a given 3D velocity ﬁeld. Given a ﬁlament strength
h > 0, an optimal number of vortex ﬁlaments, together with
their extent and placement, is given by the zero set of a complex
valued function over the domain. This function is the global
minimizer of a quadratic energy based on a Schrödinger operator. Computationally this amounts to ﬁnding the eigenvector
belonging to the smallest eigenvalue of a Laplacian type sparse
matrix.
Turning traditional vector ﬁeld representations of ﬂows, for example, on a regular grid, into a corresponding set of vortex ﬁlaments
is useful for visualization, analysis of measured ﬂows, hybrid simulation methods, and sparse representations. To demonstrate our
method we give examples from each of these.
CR Categories: I.3.7 [Computer Graphics]: Three-Dimensional
Graphics and Realism—Animation
Keywords: Vortex ﬁlaments, DEC, Schrödinger operator, vortex
reconnection, hairpin removal, hybrid methods, ﬂuid simulation
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Introduction

Many velocity ﬁelds common
Water vapor rising
in nature can be encoded by
vortex ﬁlaments in an extraordinarily sparse and efﬁcient
way. Such collections of directed curves (closed or beginning and ending on the
boundary) arise because vorticity always originates in 2D sheets
on interfaces, e.g., on obstacles or between hot and cold ﬂuid,
and then rapidly rolls up into 1D structures. Simulation methods
based on vortex ﬁlaments have been described in the CFD literature [Chorin 1990; Chorin 1993; Bernard 2006; Bernard 2009]
as well as in Computer Graphics [Angelidis and Neyret 2005;
Weißmann and Pinkall 2010], and offer a number of advantages
over grid-based methods:
• no gridding of the domain is required, facilitating simulations in unbounded domains;
• energy and momentum conservation are achieved easily
and problems such as vorticity diffusion avoided;
• ﬁlaments gracefully handle phenomena, such as leapfrogging vortex rings, which are difﬁcult to reproduce with
grid-based methods;

Figure 1: Using a frame from a standard velocity simulation, we
convert it to vortex ﬁlaments and then evolve these. This results in
ﬁner detail than the grid simulation alone could have resolved.
• animators appreciate the intuitive control of ﬂuid ﬂow
through manipulating sets of curves.
For these reasons, ﬁlaments have been used in production and are
now part of the HoudiniTM FX animation software [Side Effects
Software Inc. 2013]. What is missing so far is a method to extract
a vortex ﬁlament representation from a given velocity ﬁeld. Such
a method
1. provides a tool to analyse and visualize measured and computed ﬂows;
2. enables simpliﬁcation and level-of-detail for ﬁlament representations;
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3. allows for new hybrid solvers (e.g., see Fig. 1).
We provide the ﬁrst such method to extract vortex ﬁlaments from
velocity ﬁelds. It is based on a novel criterion for the comparison
of singular vortex ﬁlaments and continuous vorticity. In practice,
our algorithm amounts to setting up a data dependent sparse
Laplacian matrix and using a standard linear algebra package
to ﬁnd the eigenvector corresponding to its smallest eigenvalue.
The ﬁlaments are then extracted through 1D contour tracing.
ACM Transactions on Graphics, Vol. 33, No. 4, Article 140, Publication Date: July 2014
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Figure 1: Subdivision surfaces are widely used in ofﬂine rendering and an important tool for content creation. However, real-time rendering
of tessellated geometry is still fairly expensive, as current pixel shading methods, e.g., multisampling antialiasing (MSAA), do not scale
well with geometric complexity. With our method (AMFS), pixel shading is tied to the coarse input patches and reused between triangles,
effectively decoupling the shading cost from the tessellation level, as shown in this example. AMFS can evaluate different parts of shaders at
different frequencies, allowing very efﬁcient shading. Our shading cost using a single shading frequency (middle right) is here 26% of that of
MSAA (middle left), while the shading cost using multiple shading frequencies (far right) is only 7% of that of MSAA.

Abstract

1

We propose a powerful hardware architecture for pixel shading,
which enables ﬂexible control of shading rates and automatic shading reuse between triangles in tessellated primitives. The main goal
is efﬁcient pixel shading for moderately to ﬁnely tessellated geometry, which is not handled well by current GPUs. Our method
effectively decouples the cost of pixel shading from the geometric
complexity. It thereby enables a wider use of tessellation and ﬁne
geometry, even at very limited power budgets. The core idea is to
shade over small local grids in parametric patch space, and reuse
shading for nearby samples. We also support the decomposition
of shaders into multiple parts, which are shaded at different frequencies. Shading rates can be locally and adaptively controlled, in
order to direct the computations to visually important areas and to
provide performance scaling with a graceful degradation of quality.
Another important beneﬁt of shading in patch space is that it allows
efﬁcient rendering of distribution effects, which further closes the
gap between real-time and ofﬂine rendering.

In today’s graphics processors and real-time applications, a large
portion of the computational resources and power budget is spent
on executing pixel shading on the programmable cores of the GPU.
For over twenty years, the prevailing method has been multisampling antialiasing (MSAA) [Akeley 1993], where shading is invoked once per triangle and pixel. The cost of pixel shading is
therefore tightly coupled to both the geometric complexity and the
screen resolution, and it has been necessary to keep both low.
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Introduction

This is competing with the developers’ goals of providing a richer
visual environment. Tessellation is a tantalizing means to reach that
goal, as highly detailed geometry can be generated without having
to store and transfer huge polygonal meshes. However, tessellation drastically increases the cost of pixel shading. There is also
a trend towards very high resolution displays in consumer devices,
motivated by the reduction of distracting aliasing. This further increases the amount of shading work. For these reasons, rethinking
the way pixel shading works is necessary, in order to reach a higher
level of visual realism even on low power devices.
We propose a new hardware architecture that addresses these concerns by making the pixel shading work largely independent of
the level of tessellation and screen resolution. Figure 1 shows an
example of the substantial savings possible. Following previous
work [Burns et al. 2010; Ragan-Kelley et al. 2011], we decouple
pixel shading from screen space; similar to Burns et al.’s method,
shading is lazily evaluated in a parametric space deﬁned over each
high-level input primitive, e.g., coarse patch. This means shading is
efﬁciently reused between all the triangles in a patch. The shading
rate over a patch is in our system, however, not a priori determined,
but instead locally and automatically chosen based on the ﬁnal tessellated geometry. This avoids potential problems with under/overshading due to local curvature or displacement, and limits shading
reuse between triangles with widely differing orientations.
The second and perhaps most important feature of our architecture,
is that it allows lazy shading and reuse simultaneously at multiACM Transactions on Graphics, Vol. 33, No. 4, Article 141, Publication Date: July 2014
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Abstract
Due to complex shaders and high-resolution displays (particularly
on mobile graphics platforms), fragment shading often dominates
the cost of rendering in games. To improve the efﬁciency of shading on GPUs, we extend the graphics pipeline to natively support
techniques that adaptively sample components of the shading function more sparsely than per-pixel rates. We perform an extensive
study of the challenges of integrating adaptive, multi-rate shading
into the graphics pipeline, and evaluate two- and three-rate implementations that we believe are practical evolutions of modern GPU
designs. We design new shading language abstractions that simplify development of shaders for this system, and design adaptive
techniques that use these mechanisms to reduce the number of instructions performed during shading by more than a factor of three
while maintaining high image quality.
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Introduction

Per-fragment shading computations dominate the cost of rendering in many modern games. For example, high-end “AAA” titles
employ expensive fragment shaders that implement complex material and lighting models needed to represent realistic scenes. Conversely, casual 2D and 3D games employ simple shaders, but these
applications feature commensurately low geometric complexity and
are typically enjoyed on resource-constrained mobile devices with
high-resolution displays. Indeed, today’s highest-resolution tablets
require mobile GPUs to synthesize sharp, four-megapixel images
(more pixels than most modern 27-inch desktop displays) using a
power budget of only a few watts. Under these conditions, shading computations constitute nearly 95% of the processing cost of
modern OpenGL ES applications [Shebanow 2013].
Traditionally, real-time graphics systems have favored simple,
“brute-force” techniques amenable to parallelization or acceleration
via specialized hardware. This approach was justiﬁed by the beneﬁts of performance predictability and continual performance improvement through additional GPU processing resources. However,
energy constraints (now omnipresent for both high-end and mobile
devices) make it increasingly difﬁcult to rely on rapid growth in
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compute capability as a primary mechanism for improving the quality of real-time graphics. Simply put, to scale to more advanced
rendering effects and to high-resolution outputs, future GPUs must
adopt techniques that perform shading calculations more efﬁciently
than the brute-force approaches used today.
In this paper, we enable high-quality shading at reduced cost on
GPUs by extending the graphics pipeline’s fragment shading stage
to natively support techniques that adaptively sample aspects of the
shading function more sparsely than per-pixel rates. Speciﬁcally,
our extensions allow different components of the pipeline’s shading function to be evaluated at different screen-space rates and provide mechanisms for shader programs to dynamically determine (at
ﬁne screen granularity) which computations to perform at which
rates. We perform an extensive study of the challenges of integrating adaptive, multi-rate shading into the graphics pipeline by
evaluating two- and three-rate implementations that we believe are
plausible evolutions of modern GPU designs. We then present new
shading language abstractions that simplify development of shaders
for this system. Last, we describe adaptive shading techniques that
utilize the proposed mechanisms to reduce the number of instructions performed by the graphics pipeline during shading by more
than a factor of three while also maintaining high visual quality.

2

Background

Limiting the cost of shading in real-time rendering applications is a
central challenge for both graphics application developers and GPU
architects. One way to reduce the cost of shading is to simplify the
shading function itself, for example, through manual design of efﬁcient approximations to material and lighting models, by precomputing common sub-computations (often involving preﬁltering of
values in precomputed structures), sharing sampling results within
a quad fragment via differential instructions [Penner 2011], or via
automatic compiler optimization [Guenter et al. 1995; Olano et al.
2003; Pellacini 2005; Sitthi-Amorn et al. 2011].
A complementary strategy is to reduce the number of times the
fragment shading function is invoked during rendering. For example, all modern GPUs attempt to eliminate shader invocations
for occluded surfaces via early-Z cull mechanisms. GPUs also reduce the number of shader invocations by reusing a single shading result for multiple coverage samples in a pixel (multi-sampling
anti-aliasing) [Akeley 1993] and by sharing shader intermediate results across neighboring fragments to compute derivatives. Techniques such as quad-fragment merging exploit spatial coherence
even more aggressively by sharing shading computations between
adjacent mesh triangles [Fatahalian et al. 2010]. In addition, an increasing number of games also exploit temporal coherence of shading by reusing shading results from the previous frame via reprojection [Scherzer et al. 2012; NVI 2013]. Our work also seeks to
reduce shading costs by evaluating the shading function less often,
but we pursue this goal by architecting ﬁrst-class pipeline support
for adaptively sampling components of the shading function (e.g.,
terms with low screen-space variation) at lower than per-fragment
rates. Thus our contributions are orthogonal and complimentary to
the above approaches.
Multi-rate (or “mixed-resolution”) rendering techniques are already
employed by today’s high-end game engines to reduce shading
ACM Transactions on Graphics, Vol. 33, No. 4, Article 142, Publication Date: July 2014
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Figure 1: Images produced by renderers which use the open source Embree ray tracing kernels. These scenes are computationally challenging
due to complex geometry and spatially incoherent secondary rays. From left to right: The White Room model by Jay Hardy rendered in
Autodesk RapidRT, a car model rendered in the Embree path tracer, a scene from the DreamWorks Animation movie “Peabody & Sherman”
rendered with a prototype path tracer, and the Imperial Crown of Austria model by Martin Lubich rendered in the Embree path tracer.

Abstract
We describe Embree, an open source ray tracing framework for x86
CPUs. Embree is explicitly designed to achieve high performance
in professional rendering environments in which complex geometry
and incoherent ray distributions are common. Embree consists of
a set of low-level kernels that maximize utilization of modern CPU
architectures, and an API which enables these kernels to be used in
existing renderers with minimal programmer effort. In this paper,
we describe the design goals and software architecture of Embree,
and show that for secondary rays in particular, the performance of
Embree is competitive with (and often higher than) existing stateof-the-art methods on CPUs and GPUs.
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Introduction

The combination of Moore’s law and the rapid growth in functional
unit replication has substantially increased the compute capability
in modern CPUs. However, efﬁciently exploiting this capability for
ray tracing is challenging. For example, kernels for stepping a ray
through a spatial data structure frequently exhibit ﬁne-grained data
dependent branching and irregular memory access patterns, inhibiting auto-vectorization. Worse, the optimal mapping of a kernel to
†
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a speciﬁc architecture is not always obvious, even for an experienced programmer. Application and workload-speciﬁc constraints
can also affect the choice of data structure and traversal algorithm,
which in turn may affect the vectorization strategy. Consequently,
many ray tracing applications do not use the most efﬁcient combination of algorithms, data structures, and parallelization strategy
for the target architecture, and so run slower than they could.
Embree is an open source ray tracing framework that enables high
performance in new and existing renderers by efﬁciently exploiting
the full compute capability of modern x86 architectures. Embree is
directed at professional rendering environments in which detailed
geometry and secondary illumination effects with incoherent ray
distributions are common. To achieve high performance across a
wide range of workloads and x86 architectures, Embree includes a
suite of hand optimized, low-level kernels for accelerating spatial
data structure construction and traversal. For example, both packet
and single ray intersection queries are supported as well as logic for
dynamically switching between these methods at runtime. These
kernels are accessed through a straightforward and ﬂexible API that
minimally constrains the design of the calling application.

2

Related Work

Recent work in ray tracing has largely focused on minimizing the
total number of rays needed to render a high ﬁdelity image, or on
improving the average performance of traced rays [Glassner 1989;
Havran 2000; Wald 2004]. Embree addresses the latter, primarily
by providing hand-vectorized kernels for x86 CPUs which support
the SSE and AVX instruction sets.

2.1

Packet Tracing

It is possible to vectorize ray traversal of spatial data structures such
as bounding volume hierarchies (BVH) by assigning rays to vector
lanes, and tracing this ray “packet” through the BVH. Since packet
tracing is independent of the vector unit width or instruction set
architecture (ISA), it is broadly applicable and can achieve high
vector utilization for spatially coherent rays. However, packet tracing performs less well for incoherent rays, and the renderer itself
Intel, Intel Core, Xeon, and Xeon Phi are trademarks of the Intel Corporation in the U.S. and other countries. Other product names and brands
may be claimed as property of others.
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Figure 1: Our compiler translates programs written in a high-level language for image processing into a line-buffered pipeline, modeled after
optimized image signal processor hardware, which is automatically compiled to an ASIC design, or code for FPGAs and CPUs. We implement
a number of example applications including a camera pipeline, edge and corner detectors, and deblurring, delivering real-time processing
rates for 60 frames per second video from 480p to 16 megapixels, depending on the platform.

Abstract

1

Specialized image signal processors (ISPs) exploit the structure of
image processing pipelines to minimize memory bandwidth using
the architectural pattern of line-buffering, where all intermediate data
between each stage is stored in small on-chip buffers. This provides
high energy efﬁciency, allowing long pipelines with tera-op/sec. image processing in battery-powered devices, but traditionally requires
painstaking manual design in hardware. Based on this pattern, we
present Darkroom, a language and compiler for image processing.
The semantics of the Darkroom language allow it to compile programs directly into line-buffered pipelines, with all intermediate
values in local line-buffer storage, eliminating unnecessary communication with off-chip DRAM. We formulate the problem of
optimally scheduling line-buffered pipelines to minimize buffering
as an integer linear program. Finally, given an optimally scheduled
pipeline, Darkroom synthesizes hardware descriptions for ASIC or
FPGA, or fast CPU code. We evaluate Darkroom implementations
of a range of applications, including a camera pipeline, low-level feature detection algorithms, and deblurring. For many applications, we
demonstrate gigapixel/sec. performance in under 0.5mm2 of ASIC
silicon at 250 mW (simulated on a 45nm foundry process), realtime 1080p/60 video processing using a fraction of the resources
of a modern FPGA, and tens of megapixels/sec. of throughput on a
quad-core x86 processor.

The proliferation of cameras presents enormous opportunities for
computational photography and computer vision. Researchers are
developing ways to acquire better images, including high dynamic
range imaging, motion deblurring, and burst-mode photography.
Others are investigating new applications beyond photography. For
example, augmented reality requires vision algorithms like optical
ﬂow for tracking, and stereo correspondence for depth extraction.
However, real applications often require real-time throughput and
are limited by energy efﬁciency and battery life.
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Introduction

To process a single 16 megapixel sensor image, our implementation
of the camera pipeline requires approximately 16 billion operations.
In modern hardware, energy is dominated by storing and loading intermediate values in off-chip DRAM, which uses over 1,000× more
energy than performing an arithmetic operation [Hameed et al. 2010].
Simply sending data from mobile devices to servers for processing
is not a solution, since wireless transmission uses 1,000,000× more
energy than a local arithmetic operation.
Often the only option to implement these algorithms with the required performance and efﬁciency is to build specialized hardware.
Image processing on smartphones is performed by hardware image
signal processors (ISPs), implemented as deeply pipelined custom
ASIC blocks. Intermediate values in the pipeline are fed directly
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Figure 1: Unexpected changes of disparity in stereoscopic 3D imagery, such as those introduced by cuts in S3D ﬁlms, are challenging for the
audience. Using an eye-tracker, we recorded eye vergence responses of 16 subjects to step-like changes in disparity (left). Then, a model of
adaptation time was derived, and parameters for the average observer estimated. Having such a predictor enables, for example, optimization
of ﬁlm editing operations to best match the human depth adaptation abilities (right). The colors of the lines connecting points of interest before
and after the cut visualize the corresponding vergence adaptation times.
Pictures from Dracula 4D courtesy of Red Star 3D, www.redstar3d.com
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Abstract
Sudden temporal depth changes, such as cuts that are introduced
by video edits, can signiﬁcantly degrade the quality of stereoscopic
content. Since usually not encountered in the real world, they are
very challenging for the audience. This is because the eye vergence
has to constantly adapt to new disparities in spite of conﬂicting
accommodation requirements. Such rapid disparity changes may
lead to confusion, reduced understanding of the scene, and overall
attractiveness of the content. In most cases the problem cannot be
solved by simply matching the depth around the transition, as this
would require ﬂattening the scene completely. To better understand
this limitation of the human visual system, we conducted a series of
eye-tracking experiments. The data obtained allowed us to derive
and evaluate a model describing adaptation of vergence to disparity
changes on a stereoscopic display. Besides computing user-speciﬁc
models, we also estimated parameters of an average observer model.
This enables a range of strategies for minimizing the adaptation time
in the audience.
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1

Introduction

Over the past few years, stereoscopic 3D (S3D) technology has
been constantly developing, and by now it has become ubiquitous.
However, despite the signiﬁcant improvements, not only in display
devices, but also in image generation, capture and post-processing
techniques, many consumers are still skeptical about the quality of
current S3D content and the future of the technology itself. These
concerns are usually related to naturalness, effortlessness, and overall appearance: S3D effect should not be a distraction.
The difﬁculty in S3D production is that it is not sufﬁcient to produce
two good images in place of one to arrive at a good stereoscopic
effect [Zilly et al. 2011]. S3D is a strong illusion, since it isolates
only one real-world phenomenon, failing to reproduce many others,
a prominent example being the accommodation cue. This imposes
numerous restrictions on the production process: the depth range
and variation must not be too large, view-dependent effects need to
be handled correctly, images carefully registered, and so on.
In this work, we are concerned with rapid temporal changes of
disparity. Humans have a good understanding of the environment
they observe and move through, a so-called “mental image”, which
enhances their capabilities in focusing on different objects [Finke
1989]. However, when the scene is merely a sequence of shots
shown on a ﬂat screen, it is easy to get confused or lose track of the
point of interest, due to, among other things, unexpected changes of
the location or the camera angle. Although less problematic in 2D,
this can be challenging in stereoscopic 3D. In this context, an unpredictable and large change in disparity means that binocular fusion
is lost, and a confusing double image is seen (diplopia). Moreover,
the vergence system needs to quickly adapt to new conditions, in
spite of the conﬂicting goal of the interconnected accommodation
system. This has been identiﬁed as one of the sources of discomfort
in stereoscopic viewing [Hoffman et al. 2008; Lambooij et al. 2009].
The Hollywood style of combining shots developed into a set of
formal conventions that obey the dynamics of visual attention and
control the continuity of space, time, and action. In modern movies
cuts play the most important role (99% of all edits), while dissolves
ACM Transactions on Graphics, Vol. 33, No. 4, Article 145, Publication Date: July 2014
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Figure 1: Example results of light ﬁelds edited by different users. Top: A synthetic light ﬁeld (vase), with ground truth depth information.
Bottom: Two real light ﬁelds (toys and motorbike) captured with the Lytro camera. In this work we evaluate the beneﬁts of different light ﬁeld
interaction paradigms and tools, and draw conclusions to help guide future interface designs for light ﬁeld editing.

Abstract
We present a thorough study to evaluate different light ﬁeld editing interfaces, tools and workﬂows from a user perspective. This
is of special relevance given the multidimensional nature of light
ﬁelds, which may make common image editing tasks become complex in light ﬁeld space. We additionally investigate the potential
beneﬁts of using depth information when editing, and the limitations imposed by imperfect depth reconstruction using current techniques. We perform two different experiments, collecting both objective and subjective data from a varied number of editing tasks
of increasing complexity based on local point-and-click tools. In
the ﬁrst experiment, we rely on perfect depth from synthetic light
ﬁelds, and focus on simple edits. This allows us to gain basic insight on light ﬁeld editing, and to design a more advanced editing
interface. This is then used in the second experiment, employing
real light ﬁelds with imperfect reconstructed depth, and covering
more advanced editing tasks. Our study shows that users can edit
light ﬁelds with our tested interface and tools, even in the presence
of imperfect depth. They follow different workﬂows depending on
the task at hand, mostly relying on a combination of different depth
cues. Last, we conﬁrm our ﬁndings by asking a set of artists to
freely edit both real and synthetic light ﬁelds.
CR Categories: I.3.4 [Computer Graphics]: Graphics Utilities—
Paint systems; I.3.6 [Computer Graphics]: Methodology and
Techniques—Interaction techniques
Keywords: light ﬁeld, edit, interfaces
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Introduction

Light ﬁelds [Levoy and Hanrahan 1996; Gortler et al. 1996] are
rapidly gaining popularity as an alternative to digital photographs.
Consumer light ﬁeld cameras already exist (such as RaytrixTM
or LytroTM ), even compact enough to be included in mobile devices [Venkataraman et al. 2013]. As the number of captured and
shared light ﬁelds increases, the need for editing tools arises as
well. However, current light ﬁeld editing techniques are limited
to changing perspective or focus, or to applying some pre-deﬁned
ﬁlters [Lytro Inc. 2013; Vertical Horizon 2013]. As opposed to the
well-established editing of 2D images, user interfaces to edit light
ﬁelds remain largely unexplored.
Editing light ﬁelds is a challenging task for several reasons. First, a
light ﬁeld is a four-dimensional data structure while the majority of
displays and input devices today are designed for two-dimensional
content. Second, light ﬁelds are redundant which implies that any
local edit on a light ﬁeld needs to be propagated coherently to preserve this redundancy. Finally, while light ﬁelds provide a vivid
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Figure 1: Retargeting from and to a dark display. Left: Image as seen on a 2 cd/m2 peak luminance display. Center: Original image. Right:
Bright image compensated for a 2 cd/m2 display. When the original image is seen through a neutral density ﬁlter reducing luminance 100
times (2.0 D), it will match the appearance of the left image. When the right image is seen through the same ﬁlter thus simulating a dark
display, it will appear similar to the original. Note that the seemingly exaggerated sharpness, color shift and brightness change are not
perceived as such at low luminance levels. The images are best seen when the page is enlarged to 3/4th of the screen width and viewed from
about 0.5 m for a 24” monitor.

Abstract

1

The same physical scene seen in bright sunlight and in dusky conditions does not appear identical to the human eye. Similarly, images shown on an 8000 cd/m2 high-dynamic-range (HDR) display
and in a 50 cd/m2 peak luminance cinema screen also differ signiﬁcantly in their appearance. We propose a luminance retargeting
method that alters the perceived contrast and colors of an image to
match the appearance under different luminance levels. The method
relies on psychophysical models of matching contrast, models of
rod-contribution to vision, and our own measurements. The retargeting involves ﬁnding an optimal tone-curve, spatial contrast processing, and modeling of hue and saturation shifts. This lets us reliably simulate night vision in bright conditions, or compensate for
a bright image shown on a darker display so that it reveals details
and colors that would otherwise be invisible.

Color and contrast perception varies signiﬁcantly across the range
of illumination levels. The most dramatic change in vision is observed when luminance drops below 3–5 cd/m2 , when the retinal
cone cells steadily lose their sensitivity and visual signal is inﬂuenced by the retinal rod cells. In this, so called, mesopic vision
range, we can observe a gradual loss of acuity and color vision.
This important characteristic of the visual system is rarely taken
into account when reproducing colors on electronic displays. While
the state-of-the-art display colorimetry is almost entirely based on
the cone-mediated vision (CIE 1931 color matching functions), a
signiﬁcant portion of the color gamut in modern displays often
lies in the luminance range below 3 cd/m2 , partly mediated by
rods. This is especially relevant for mobile displays, which can
decrease their brightness down to 10-30 cd/m2 of the peak luminance to reduce power consumption. This means that in the case
of a 1000:1 contrast display that is dimmed, about 3/4th of the perceived color gamut cannot be accurately reproduced using traditional cone-based colorimetry.
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Introduction

To simulate and compensate the changes in image appearance due
to a lower absolute luminance level, we propose a new appearance
matching model and luminance retargeting method. The main application of the method is to compensate for appearance change
in dimmed displays. When watching a display under low ambient illumination, it might be preferable to dim the backlight to reduce power consumption or avoid eye fatigue. In other situations,
it could be desirable to reduce the backlight to preserve observer’s
dark adaptation, for example in a car mounted displays at night.
The method can also perform retargeting in the opposite direction,
from dark scenes to much brighter displays, in order to reproduce
the appearance of night scenes, for example in driving simulators
or in computer games.
The method relies on a model of color and contrast perception
across the entire range of luminance. The change of overall brightness and contrast is compensated by optimizing the shape of a tonecurve so that it provides the best compromise between retaining
ACM Transactions on Graphics, Vol. 33, No. 4, Article 147, Publication Date: July 2014

Style Transfer for Headshot Portraits
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(b) Outputs: new headshots with the styles transferred from the examples. The insets show the examples.

Figure 1: We transfer the styles from the example portraits in the insets in (b) to the input in (a). Our transfer technique is local and multi-scale,
and tailored for headshot portraits. First, we establish a dense correspondence between the input and the example. Then, we match the local
statistics in all different scales to create the output. Examples from left to right: image courtesy of Kelly Castro, Martin Schoeller, and Platon.

Abstract
Headshot portraits are a popular subject in photography but to
achieve a compelling visual style requires advanced skills that a
casual photographer will not have. Further, algorithms that automate
or assist the stylization of generic photographs do not perform well
on headshots due to the feature-speciﬁc, local retouching that a professional photographer typically applies to generate such portraits.
We introduce a technique to transfer the style of an example headshot photo onto a new one. This can allow one to easily reproduce
the look of renowned artists. At the core of our approach is a new
multiscale technique to robustly transfer the local statistics of an
example portrait onto a new one. This technique matches properties
such as the local contrast and the overall lighting direction while
being tolerant to the unavoidable differences between the faces of
two different people. Additionally, because artists sometimes produce entire headshot collections in a common style, we show how
to automatically ﬁnd a good example to use as a reference for a
given portrait, enabling style transfer without the user having to
search for a suitable example for each input. We demonstrate our
approach on data taken in a controlled environment as well as on a
large set of photos downloaded from the Internet. We show that we
can successfully handle styles by a variety of different artists.
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Introduction

Headshot portraits are a popular subject in photography. Professional photographers spend a great amount of time and effort to edit
headshot photos and achieve a compelling style. Different styles will
elicit different moods. A high-contrast, black-and-white portrait may
convey gravity while a bright, colorful portrait will evoke a lighter
atmosphere. However, the editing process to create such renditions
requires advanced skills because features such as the eyes, the eyebrows, the skin, the mouth, and the hair all require speciﬁc treatment.
Further, the tolerance for errors is low, and one bad adjustment can
quickly turn a great headshot into an uncanny image. To add to
the difﬁculty, many compelling looks require maintaining a visually
pleasing appearance while applying extreme adjustments. Producing
such renditions requires advanced editing skills beyond the abilities
of most casual photographers. This observation motivates our work:
we introduce a technique to transfer the visual style of an example
portrait made by an artist onto another headshot. Users provide an
input portrait photo and an example stylized portrait, and our algorithm processes the input to give it same visual look as the example.
The output headshot that we seek to achieve is the input subject,
but as if taken under the same lighting and retouched in the same
way as the example. We also support the case in which an artist
has produced a collection of portraits in a consistent style. In this
case, our algorithm automatically picks a suitable example among
the collection, e.g., matching beardless examples to beardless inputs.
ACM Transactions on Graphics, Vol. 33, No. 4, Article 148, Publication Date: July 2014

Transient Attributes
for High-Level Understanding and Editing of Outdoor Scenes
Pierre-Yves Laffont

Zhile Ren

Xiaofeng Tao
Brown University

Chao Qian

James Hays

PRUH³DXWXPQ´

PRUH³ZDUP´

PRUH³UDLQ´

PRUH³ZLQWHU´

PRUH³PRLVW´

PRUH³QLJKW´

Figure 1: Our method enables high-level editing of outdoor photographs. In this example, the user provides an input image (left) and six
attribute queries corresponding to the desired changes, such as more “autumn”. Our method hallucinates six plausible versions of the scene
with the desired attributes (right), by learning local color transforms from a large dataset of annotated outdoor webcams.

Abstract

1

We live in a dynamic visual world where the appearance of scenes
changes dramatically from hour to hour or season to season. In
this work we study “transient scene attributes” – high level properties which affect scene appearance, such as “snow”, “autumn”,
“dusk”, “fog”. We deﬁne 40 transient attributes and use crowdsourcing to annotate thousands of images from 101 webcams. We
use this “transient attribute database” to train regressors that can
predict the presence of attributes in novel images. We demonstrate
a photo organization method based on predicted attributes. Finally
we propose a high-level image editing method which allows a user
to adjust the attributes of a scene, e.g. change a scene to be “snowy”
or “sunset”. To support attribute manipulation we introduce a novel
appearance transfer technique which is simple and fast yet competitive with the state-of-the-art. We show that we can convincingly
modify many transient attributes in outdoor scenes.

The appearance of an outdoor scene changes dramatically with
lighting, weather, and season. Fog might roll into a city as night
falls, tree branches in a forest can be dusted with light snow, and
an overcast day can clear into a gorgeous sunset. The visual world
we live in is captivating because of these constant changes. A great
deal of photography focuses on capturing images when these transient properties are interesting, unusual, or striking. This paper is
the ﬁrst large scale study of “transient scene attributes” which inﬂuence scene appearance. We address questions such as: How accurately can we recognize them? Can we modify scenes to change
these properties?
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Introduction

To support these experiments we annotate thousands of images to
create the Transient Attribute Database. A key property of the
database is that rather than using unrelated images we sample photographs from 101 webcam sequences. This allows us to reason
about intra-scene attribute changes. We can observe how a particular mountain scene changes with season or how a particular
city scene changes with weather. These examples of intra-scene
attribute variations will drive our attribute manipulation approach.
We focus on outdoor scenes because they vary in more ways than
indoor scenes (e.g. weather and seasons).
The Transient Attribute Database uses a taxonomy of 40 attributes
related to weather (e.g. “cold” and “snow”), lighting (e.g. “sunny”),
time of day (e.g. “dawn / dusk”), season (e.g. “autumn”), and
more subjective impressions (e.g. “mysterious” and “soothing”).
While some of these scene properties could be derived from ground
truth meteorological data (e.g. when the temperature is above the
threshold we consider the scene “hot”) we instead annotate each
attribute manually. Thus our attributes are perceptual in nature. We
use a carefully cultivated pool of crowdsourced workers to annotate
each image with independent attribute labels.
We use our database to train and evaluate regressors which predict
ACM Transactions on Graphics, Vol. 33, No. 4, Article 149, Publication Date: July 2014

Compact Precomputed Voxelized Shadows
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Figure 1: An example of using our algorithm to evaluate precomputed shadows from the sun when viewing the scene at varying scales. Our
compact data structure occupies 100MB of graphics memory and is equivalent to a 256k×256k (i.e. 2621442 ) shadow map. With a ﬁlter size
of 9×9 taps, shadow evaluation is done in < 1ms at 1080p resolution.

Abstract
Producing high-quality shadows in large environments is an important and challenging problem for real-time applications such as
games. We propose a novel data structure for precomputed shadows,
which enables high-quality ﬁltered shadows to be reconstructed for
any point in the scene. We convert a high-resolution shadow map
to a sparse voxel octree, where each node encodes light visibility
for the corresponding voxel, and compress this tree by merging
common subtrees. The resulting data structure can be many orders
of magnitude smaller than the corresponding shadow map. We also
show that it can be efﬁciently evaluated in real time with large ﬁlter
kernels.
CR Categories: I.3.7 [Computer Graphics]: Three-Dimensional
Graphics and Realism—Color, shading, shadowing and texture;
Keywords: shadows, real-time, precomputed
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Introduction

With state of the art real-time shadowing algorithms, it is still difﬁcult
to generate high-quality shadows in large open scenes. When a user
needs to simultaneously see detailed shadows of nearby objects
∗ {erik.sintorn|kampe|olaolss|uffe}@chalmers.se
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and alias-free shadows in the far distance, the traditional shadow
mapping algorithm [Williams 1978] algorithm breaks down. A
common remedy is to use Cascaded Shadow Maps (CSMs), where
the view frustum is partitioned and one shadow map is rendered for
each partition [Engel 2006; Zhang et al. 2006; Lloyd et al. 2006].
This provides a roughly uniform shadow-map resolution for all view
samples. However, even with aggressive culling techniques, this can
require re-rendering parts of the scene several times, which affects
performance. Additionally, the resolution in distant regions can,
even if it matches the screen sample frequency well, be insufﬁcient
to capture complex shadow casters without aliasing.
Most virtual scenes in real-time applications contain a large portion
of static geometry, and it is not uncommon to have one or more
static key lights (e.g. the sun). Under these circumstances, it can be
desirable to use precomputed shadows, which can be both faster to
evaluate and can provide higher quality shadows than what is possible with fully dynamic techniques. A dynamic technique, e.g. CSMs,
can then be used for the dynamic geometry, which represents just
a fraction of the triangles and ﬁll-rate requirements. This generally
results in both higher, and more stable, performance and improved
quality.
Consequently, this is very common in practice and is supported in
some form by all major game engines. One common approach is
to store pre-calculated visibility information in texture maps (often
called light maps), which can be immediately queried during shading. Light maps provide light-source visibility information during
shading at almost no cost but are quite limited in some respects.
First, they can only be used to evaluate shadows on the surface of
static geometry, which is problematic as dynamic and volumetric
receivers must use some other technique to be shadowed by the
static environment. Secondly, for the static geometry, a unique UV
parametrisation must be created, which can be difﬁcult and cumbersome. Thirdly, even with lossy image-compression techniques,
these maps can require a considerable amount of memory if high
resolutions are required.
The goal of this paper is to design a data structure that provides
precomputed shadow information from static geometry and a static
ACM Transactions on Graphics, Vol. 33, No. 4, Article 150, Publication Date: July 2014
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Lund University and Intel Corporation

Figure 1: A close-up of the crown scene rendered using Embree 2.0 modiﬁed with our novel traversal algorithm. This scene renders, including
shading, frame buffer updates, and all other overhead, about 22% faster with our algorithm on a Haswell-based ultrabook. The performance
improvement comes from our traversal, which is 36% faster than the fastest traversal algorithm in Embree for this scene. For other scenes,
our traversal algorithm can be over 50% faster.

Abstract

1

While each new generation of processors gets larger caches and
more compute power, external memory bandwidth capabilities increase at a much lower pace. Additionally, processors are equipped
with wide vector units that require low instruction level divergence
to be efﬁciently utilized. In order to exploit these trends for ray tracing, we present an alternative to traditional depth-ﬁrst ray traversal that takes advantage of the available cache hierarchy, and provides high SIMD efﬁciency, while keeping memory bus trafﬁc low.
Our main contribution is an efﬁcient algorithm for traversing large
packets of rays against a bounding volume hierarchy in a way
that groups coherent rays during traversal. In contrast to previous
large packet traversal methods, our algorithm allows for individual
traversal order for each ray, which is essential for efﬁcient ray tracing. Ray tracing algorithms is a mature research ﬁeld in computer
graphics, and despite this, our new technique increases traversal
performance by 36-53%, and is applicable to most ray tracers.

Ray tracing [Whitted 1980] is a ﬂexible tool that forms the basis
for state of the art photo-realistic rendering algorithms. Recently, it
has also seen increasing use in real-time applications. One of the
core operations in a ray tracer is determining the closest visible surface along a ray. The performance of this operation is critical and
is usually accelerated by building a spatial data structure over the
scene. One of the most popular spatial data structures is the bounding volume hierarchy (BVH). The time required to trace a set of
rays against a BVH is dependent on the size of the scene, the distribution of the rays, the quality of the BVH, and the performance of
the ray traversal algorithm. Our goal is to create a high-performance
ray traversal algorithm that is less sensitive to the size of the scene
and the distribution of the rays, compared to other packet tracing
approaches.
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Introduction

Modern CPUs employ a variety of techniques to improve performance by rearranging programs to exploit inherent parallelism [Hennessey and Pattersson 2011]. Superscalar CPUs can execute multiple instructions simultaneously on different functional
units and pipelining is used to issue a new instruction each clock
cycle. This makes it possible to realize high throughput with many
independent instructions, even though the latency of different instructions may differ. When the CPU is unable to issue a new instruction, resources are wasted. Therefore, instruction scheduling
is performed both by the compiler and the CPU. However, efﬁcient
scheduling is possible if and only if the algorithm contains enough
independent instructions at any given time. Our goal is to construct
a ray traversal algorithm that aligns well with current hardware, by
providing enough parallel work within a single instruction stream.
Data level parallelism attempts to make the most out of each instruction by performing the same computation on several data items
using single instruction multiple data (SIMD) execution. The extra performance scales linearly with SIMD width for suitable algorithms and is very power efﬁcient. Current trends indicate that
SIMD width will continue to increase in the future. For example,
contemporary CPUs have a SIMD width of 256 bits, the many-core
Xeon Phi architecture features 512-bit SIMD, and most GPUs have
a width of 1024 or 2048 bits. Algorithms need to have low instrucACM Transactions on Graphics, Vol. 33, No. 4, Article 151, Publication Date: July 2014
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Figure 1: Our framework spans the entire pipeline for simulating volumetric musculoskeletal systems, starting from data on the active
shapes of muscles to physically based simulation of muscles and soft tissues coupled to the skeletal system. (a) MRI1 of the eye can reveal
both passive and active muscle shapes. (b) Reconstructed muscle shapes. (c) Physically based simulation of an individual’s eye movement
using our system. (d) Upper arm with six muscles and a bone in close sliding contact with each other. Volume preservation produces realistic
lateral bulging. (e) Dynamic simulation of arm with soft tissues, a soft glove, and contact with the environment.

Abstract

1

We introduce a new framework for simulating the dynamics of musculoskeletal systems, with volumetric muscles in close contact and
a novel data-driven muscle activation model. Muscles are simulated
using an Eulerian-on-Lagrangian discretization that handles volume preservation, large deformation, and close contact between adjacent tissues. Volume preservation is crucial for accurately capturing the dynamics of muscles and other biological tissues. We show
how to couple the dynamics of soft tissues with Lagrangian multibody dynamics simulators, which are widely available. Our physiologically based muscle activation model utilizes knowledge of the
active shapes of muscles, which can be easily obtained from medical imaging data or designed to meet artistic needs. We demonstrate
results with models derived from MRI data and models designed for
artistic effect.
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Introduction

Our goal is to simulate biomechanically plausible movement of human “digital doubles” and ﬁctional creatures. Such simulations are
of central importance to computer animation. Skilled artists and
motion capture techniques can generate high levels of realism, but
such animations are very labor intensive to produce and reuse. For
this reason, there has been a growing emphasis on physically based
musculoskeletal simulation in computer graphics; see Sec. 2 for a
review.
However, musculoskeletal simulations are extremely challenging,
due to the sheer complexity of such systems. Here are some of the
challenges: (1) Most tissues are highly deformable and volumetric solids that need 3D discretizations to fully capture signiﬁcant
effects. Some effects, such as the bulging of active muscles, also
depend on the fact that these tissues are essentially incompressible. In all previous work, volumetric soft tissues are either ignored
or simulated using Lagrangian ﬁnite element methods (FEM). (2)
Even more challenging is the fact that muscles slide relative to each
other, in close contact. Detecting and responding to close internal contact between 3D meshes can be expensive using standard
collision processing methods. Perhaps for this reason, most musculoskeletal simulations in graphics during the last decade have
avoided handling such internal sliding contact. It is also important to handle external contact with the environment. (3) Muscles
are controlled by neural activation, but representing the behavior of
active muscles remains challenging, despite a century of progress
in muscle biomechanics. For example, the widely used “Hill-type”
models [Zajac 1989] can have have large errors (about 50%), even
in highly controlled laboratory settings [Herzog 2004]. The behavior of active muscles in vivo is even less understood, due to
motor unit diversity within muscle, and other issues such as motor unit recruitment, cycling, bistability of ﬁring rates, etc. (4) Finally, bones are connected to muscles through tendons, and to other
bones through ligamentous joints. Simulation of multi-rigid body
systems with bones and low dimensional joint constraints is well
understood. The challenge is in simulating the dynamics of the coupled musculoskeletal system to move the character, and to model
important non-local effects such as how the impact on a boxer’s
glove affects the motion of the entire body.
We propose a new framework for musculoskeletal simulation in
ACM Transactions on Graphics, Vol. 33, No. 4, Article 152, Publication Date: July 2014
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Figure 1: Bunnies parachute into a pool of water. Cloth, rigid bodies and ﬂuids coupled through constraints interact seamlessly in our
framework.

Abstract

1

We present a uniﬁed dynamics framework for real-time visual effects. Using particles connected by constraints as our fundamental
building block allows us to treat contact and collisions in a uniﬁed
manner, and we show how this representation is ﬂexible enough to
model gases, liquids, deformable solids, rigid bodies and cloth with
two-way interactions. We address some common problems with
traditional particle-based methods and describe a parallel constraint
solver based on position-based dynamics that is efﬁcient enough for
real-time applications.

Uniﬁed solvers have become popular tools in ofﬂine visual effects
in recent years. Notable examples include Maya’s Nucleus solver
[Stam 2009] and Softimage’s Lagoa. We were inspired by the features of these packages, and our goal here is to create a uniﬁed
solver capable of simulating gases, liquids, deformable solids, rigid
bodies, and cloth, interacting with one another in real-time.
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Introduction

The concept of a uniﬁed dynamics solver is attractive. Having a
single piece of software that can simulate multiple object types that
were previously handled by specialized solvers means less code to
write, optimize, and maintain. Additionally, objects that were previously simulated in isolation can now interact with each other in
a fully coupled way. In this paper we present a uniﬁed approach
that makes some compromises in realism to meet our goal of realtime performance, but enables a wider range of effects than was
previously possible. Our framework is built on the position-based
dynamics method (PBD) [Müller et al. 2007] which is popular in
computer games and interactive applications for its simplicity and
stability.
Our paper is organized as follows: ﬁrst we discuss our particlebased representation (section 3), we then present our general purpose parallel constraint solver (section 4) followed by the constraint
types used in our solver (sections 5-8). Our main contributions are
summarized below:
• Extending constraint averaging to PBD to support parallel execution (section 4)
• Approximate shock propagation to increase convergence of
rigid stacks (section 5.2)
• Static and dynamic friction in PBD (section 6.1)
• Two-way ﬂuid solid coupling (section 7.1)
• Gas simulation with PBD (section 7.2)
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Figure 1: We propose a new “projection-based” implicit Euler integrator that supports a large variety of geometric constraints in a single
physical simulation framework. In this example, all the elements including building, grass, tree, and clothes (49k DoFs, 43k constraints), are
simulated at 3.1ms/iteration using 10 iterations per frame (see also accompanying video).

Abstract

1

We present a new method for implicit time integration of physical
systems. Our approach builds a bridge between nodal Finite Element
methods and Position Based Dynamics, leading to a simple, efﬁcient,
robust, yet accurate solver that supports many different types of
constraints. We propose specially designed energy potentials that
can be solved efﬁciently using an alternating optimization approach.
Inspired by continuum mechanics, we derive a set of continuumbased potentials that can be efﬁciently incorporated within our solver.
We demonstrate the generality and robustness of our approach in
many different applications ranging from the simulation of solids,
cloths, and shells, to example-based simulation. Comparisons to
Newton-based and Position Based Dynamics solvers highlight the
beneﬁts of our formulation.

Physics-based simulation of deformable material has become an indispensable tool in many areas of computer graphics. Virtual worlds,
and more recently character animations, incorporate sophisticated
simulations to greatly enhance visual experience, e.g., by simulating
muscles, fat, hair, clothing, or vegetation. These models are often based on ﬁnite element discretizations of continuum-mechanics
formulations, allowing highly accurate simulation of complex nonlinear materials.
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Introduction

Besides realism and accuracy, a number of other criteria are also
important in computer graphics applications. By generality we mean
the ability to simulate a large spectrum of behaviors, such as different types of geometries (solids, shells, rods), different material
properties, or even art-directable extensions to classic physics-based
simulation. Robustness refers to the capability to adequately handle
difﬁcult conﬁgurations, including large deformations, degenerate
geometries, and large time steps. Robustness is especially important
in real-time applications where there is no “second chance” to re-run
a simulation, such as in computer games or medical training simulators. The simplicity of a solver is often important for its practical
relevance. Building on simple, easily understandable concepts –
and the resulting lightweight codebases – eases the maintenance of
simulators and makes them adaptable to speciﬁc application needs.
Performance is a critical enabling criterion for realtime applications.
However, performance is no less important in ofﬂine simulations,
where the turnaround time for testing new scenes and simulation
parameters should be minimized.
Current continuum mechanics approaches often have unfavorable
trade-offs between these criteria for certain computer graphics applications, which led to the development of alternative methods, such
as Position Based Dynamics (PBD). Due to its generality, simplicity,
robustness, and efﬁciency, PBD is now implemented in a wide range
of high-end products including PhysX, Havok Cloth, Maya nCloth,
and Bullet. While predominantly used in realtime applications, PBD
is also often used in ofﬂine simulation. However, the desirable qualities of PBD come at the cost of limited accuracy, because PBD is
not rigorously derived from continuum mechanical principles.
We propose a new implicit integration solver that bridges the gap
ACM Transactions on Graphics, Vol. 33, No. 4, Article 154, Publication Date: July 2014

Color Map Optimization for 3D Reconstruction with Consumer Depth Cameras
Qian-Yi Zhou∗

Input

Vladlen Koltun†

Optimized reconstruction

Figure 1: Given a geometric model and corresponding color images produced by a consumer-grade RGB-D camera (left), our approach
optimizes a photometrically consistent mapping of the images to the model.

Abstract

1

We present a global optimization approach for mapping color images onto geometric reconstructions. Range and color videos produced by consumer-grade RGB-D cameras suffer from noise and
optical distortions, which impede accurate mapping of the acquired
color data to the reconstructed geometry. Our approach addresses
these sources of error by optimizing camera poses in tandem with
non-rigid correction functions for all images. All parameters are
optimized jointly to maximize the photometric consistency of the
reconstructed mapping. We show that this optimization can be performed efﬁciently by an alternating optimization algorithm that interleaves analytical updates of the color map with decoupled parameter updates for all images. Experimental results demonstrate
that our approach substantially improves color mapping ﬁdelity.
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Introduction

Consumer depth cameras are now widely available. Tens of millions of such cameras have been shipped and miniaturized versions are being developed for integration into laptops, tablets, and
smartphones. As a result, millions of people can now create highﬁdelity geometric models of real-world objects and scenes [Newcombe et al. 2011; Chen et al. 2013; Zhou and Koltun 2013; Zhou
et al. 2013].
However, capturing an object’s geometry is not sufﬁcient for reproducing its appearance. A visually faithful reconstruction must also
incorporate the apparent color of every point on the object. In this
respect the results demonstrated by recent reconstruction systems
are less impressive. To color geometric models produced using consumer depth cameras, existing systems use a volumetric blending
approach that integrates color samples over a voxel grid [Izadi et al.
2011; Nießner et al. 2013; Whelan et al. 2013; Bylow et al. 2013;
Sturm et al. 2013; Endres et al. 2014]. This produces color maps
that convey the object’s general appearance, but suffer from blurring, ghosting, and other visual artifacts that are apparent at close
range.
There are several factors that diminish the quality of reconstructed
color maps. First, the geometric model for which the color map is
constructed is produced from noisy data and is inaccurate. Second,
the camera poses that are used to map the input images onto the
model are estimated from the same noisy data and are likewise imprecise. Third, the shutters of depth and color cameras in consumer
devices are not perfectly synchronized, thus for handheld scans the
color camera is not in rigid correspondence with the depth camera: this further increases the misalignment of the projected images.
Fourth, color images produced by consumer RGB-D cameras suffer from optical distortions that are not accounted for by the pinhole
camera model.
In this paper, we describe an approach for optimizing the mapping
of color images produced by a handheld RGB-D camera to a corresponding geometric reconstruction. Our approach addresses the
aforementioned difﬁculties in a coherent optimization framework.
To correct imprecise camera localization, we jointly optimize the
ACM Transactions on Graphics, Vol. 33, No. 4, Article 155, Publication Date: July 2014

Real-time Non-rigid Reconstruction using an RGB-D Camera
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Figure 1: Our system enables the real-time capture of general shapes undergoing non-rigid deformations using a single depth camera.
Top left: the object to be captured is scanned while undergoing rigid deformations, creating a base template. Bottom left: the object is
manipulated and our method deforms the template to track the object. Top and middle row: we show our reconstruction for upper body, face,
and hand sequences being captured in different poses as they are deformed. Bottom row: we show corresponding color and depth data for the
reconstructed mesh in the middle row.

Abstract
We present a combined hardware and software solution for markerless reconstruction of non-rigidly deforming physical objects with
arbitrary shape in real-time. Our system uses a single self-contained
stereo camera unit built from off-the-shelf components and consumer graphics hardware to generate spatio-temporally coherent
3D models at 30 Hz. A new stereo matching algorithm estimates
real-time RGB-D data. We start by scanning a smooth template
model of the subject as they move rigidly. This geometric surface
prior avoids strong scene assumptions, such as a kinematic human
skeleton or a parametric shape model. Next, a novel GPU pipeline
performs non-rigid registration of live RGB-D data to the smooth
template using an extended non-linear as-rigid-as-possible (ARAP)
framework. High-frequency details are fused onto the ﬁnal mesh using a linear deformation model. The system is an order of magnitude
faster than state-of-the-art methods, while matching the quality and
robustness of many ofﬂine algorithms. We show precise real-time
reconstructions of diverse scenes, including: large deformations of
users’ heads, hands, and upper bodies; ﬁne-scale wrinkles and folds
of skin and clothing; and non-rigid interactions performed by users
on ﬂexible objects such as toys. We demonstrate how acquired models can be used for many interactive scenarios, including re-texturing,
online performance capture and preview, and real-time shape and
motion re-targeting.
CR Categories: I.3.3 [Computer Graphics]: Three-Dimensional
Graphics and Realism—Digitizing and Scanning; I.4.1 [Image Processing]: Digitization and Image Capture—Scanning
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Introduction

Acquiring 3D models of the real-world is a long standing problem
in computer vision and graphics. For static scenes, real-time reconstruction techniques are now highly mature [Newcombe et al. 2011;
Izadi et al. 2011; Nießner et al. 2013]. However, real-time reconstruction of non-rigidly deforming objects remains challenging. The
ability to reconstruct the ﬁne-grained non-rigid motions and shape
of physical objects in a live and temporally consistent manner opens
up many applications. For example, in real-time, a user can re-target
their motions and detailed expressions to avatars for gaming or video
conferencing. An actor’s performance and motions can be captured
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Proactive 3D Scanning of Inaccessible Parts
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Figure 1: Proactive scanning of a tangled Banana tree. We freely move the scanner around to capture the scene while physically moving
aside occluding leaves to scan the trunk and branches (a). In (b) we zoom on the interactive modiﬁcation. Our algorithm reconstructs a 3D
scene, including its interior parts (c) and generate a plausible mesh (d).

Abstract

1

The evolution of 3D scanning technologies have revolutionized the
way real-world object are digitally acquired. Nowadays, highdeﬁnition and high-speed scanners can capture even large scale
scenes with very high accuracy. Nevertheless, the acquisition of
complete 3D objects remains a bottleneck, requiring to carefully sample the whole object’s surface, similar to a coverage process. Holes and undersampled regions are common in 3D scans of
complex-shaped objects with self occlusions and hidden interiors.
In this paper we introduce the novel paradigm of proactive scanning, in which the user actively modiﬁes the scene while scanning
it, in order to reveal and access occluded regions. We take a holistic
approach and integrate the user interaction into the continuous scanning process. Our algorithm allows for dynamic modiﬁcations of
the scene as part of a global 3D scanning process. We utilize a scan
registration algorithm to compute motion trajectories and separate
between user modiﬁcations and other motions such as (hand-held)
camera movements and small deformations. Thus, we reconstruct
together the static parts into a complete uniﬁed 3D model. We evaluate our technique by scanning and reconstructing 3D objects and
scenes consisting of inaccessible regions such as interiors, entangled plants and clutter.

In recent years we observe signiﬁcant advancements in 3D scanning technologies. With emergence of systems such as Kinect,
PrimeSenseand Asus Xtion, scanners have become commercial off-the-shelf products introducing space-time 3D acquisition to
end-users. As scanners continuously evolve, we experience a consistent increase in their resolution, frame-rate and accuracy. Nevertheless, the scanning process is still cumbersome and complex,
requiring some level of expertise and tedious steps.
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Introduction

A major challenge in scanning 3D objects is to capture their complete geometry. Proper sampling of the object’s surface requires the
user to rotate around the object, capturing it from different views.
This is a tedious process as the user is required to repeatedly check
and rescan local parts that were not captured correctly in a stop,
evaluate and rescan manner. This problem arises mainly, due to
scan accessibility as parts in the 3D object are hidden by physical
occlusions and cannot be scanned.
The accessibility problem is especially common in complex objects with large concavities, hidden interior parts and self occlusions which are inaccessible to the scanning device. Nowadays, this
problem is handled through a tedious process where parts are scanned separately and registered in a post-process step [Brown and
Rusinkiewicz 2007]. While feasible, this is a meticulous job, requiring careful planning and registration of the parts together. In
our case, registration of hidden interior parts with their exterior is
more challenging since typically there is no overlapping between
them.
We present a novel proactive scanning process inspired by the emerging trend of robust scanning systems [Li et al. 2013]. We follow the observation that many times inaccessible regions can be
made accessible through a simple and local modiﬁcation of the
scene. For example, given tangled plant, the user scans its dense
foliage by moving scanner around and interacts with the scene by
locally dragging away leaves to reveal the occluded branches and
scan them (Figure 1). Thus, our method enhances the scanning
process with user interaction (with the scene) allowing to modify
and access inaccessible parts while continuously scanning it. User
modiﬁcations are incorporated in a holistic manner, as an integral
part of a 3D scanning process.
At the core of our method is a 3D registration and motion trajecACM Transactions on Graphics, Vol. 33, No. 4, Article 157, Publication Date: July 2014

Topology-Varying 3D Shape Creation via Structural Blending
1

Ibraheem Alhashim1
Honghua Li1,2
Kai Xu2
Junjie Cao3
2
Simon Fraser University
National University of Defence Technology

Rui Ma1
Hao Zhang1
3
Dalian University of Technology

Abstract
We introduce an algorithm for generating novel 3D models via
topology-varying shape blending. Given a source and a target
shape, our method blends them topologically and geometrically,
producing continuous series of in-betweens as new shape creations.
The blending operations are deﬁned on a spatio-structural graph
composed of medial curves and sheets. Such a shape abstraction
is structure-oriented, part-aware, and facilitates topology manipulations. Fundamental topological operations including split and
merge are realized by allowing one-to-many correspondences between the source and the target. Multiple blending paths are sampled and presented in an interactive, exploratory tool for creative 3D
modeling. We show a variety of topology-varying 3D shapes generated via continuous structural blending between man-made shapes
exhibiting complex topological differences, in real time.
CR Categories: I.3.5 [Computer Graphics]: Computational Geometry and Object Modeling—Geometric algorithms, languages,
and systems
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Figure 1: 3D shapes generated by topology-varying blending between a source (left) and a target (right), along three different
blending paths. Part correspondence is shown by matching colors;
some parts (neutral colors) are unmatched.
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Introduction

Shape blending is a common technique that has been most widely
studied in the areas of interpolation-based animation and mesh morphing [Alexa 2002]. An essential step for most methods is to compute a mapping between the source and target meshes [Sheffer et al.
2006], assuming that the shapes have the same topology. Volumetric approaches based on implicit shape representations can be
topology-altering, e.g., [Cohen-Or et al. 1998; Breen and Whitaker
2001]. However, like the case for mesh morphing, the resulting
in-betweens only serve to visualize a temporal deformation process; they need to maintain certain physical properties of the source
(target) or remain unchanged intrinsically, aside from articulation,
throughout the process. In both cases, the in-betweens are typically
computed via purely geometric means, governed by motion energy
minimization and physical constraint satisfaction.
In this paper, we view and adopt shape blending from a different
angle. Our goal is shape creation, i.e., to create novel and plausible
3D models using the in-betweens generated by shape blending. To
obtain interesting and creative shape variations, we assume that the
input shapes differ both in geometry and topology. We aim to obtain
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continuous and plausible blending with both geometric and topological variations. Our focus will be on the latter since topology
plays the key role in altering shape structures and the novelty and
diversity of the model creations are more fundamentally attributed
to these structural variations; see Figure 1.
The technical challenges to our shape blending problem are twofold. Not only must the computed in-betweens possess new topological structures that reﬂect a blending between the topologies of
the input shapes, the blending results must also be properly controlled and ﬁltered to attain a certain degree of plausibility. By
“plausible”, we require the results to be functionally similar to the
source and target. For example, as shown in Figure 1, the created
in-betweens for two chairs should all be “chair-like”.
The key observation behind our approach is that the functional or
semantic information about a shape is primarily built into its part
structure, rather than geometric details. To obtain topology-varying
shape blending with plausible in-betweens, two fundamental building blocks of any blending technique, namely, the shape representation and the correspondence scheme, ought to be structure-oriented,
part-aware, and facilitate topological operations. In this paper, we
focus on blending between mesh models representing man-made
3D objects which often possess rich structural and topological variations. We focus on structural blending at the part level which contributes to the overall preservation of shape functionatily. Figure 3
provides an outline of our shape blending scheme.
Spatio-structural graph. For each 3D shape, we build a spatiostructural graph (or simply, a structural graph) composed of parametric 1D curves and 2D sheets which are medial abstractions of
the shape parts; see Section 4.1. The graph nodes represent geometric entities that have spatial location and extent. The graph edges
deﬁne connectivity between the shape parts. With such a graph representation, we refer to topological changes to a shape as any structural changes to the graph, e.g., adding or removing a node, altering
edge connections, and merging or splitting of graph nodes, etc. The
ACM Transactions on Graphics, Vol. 33, No. 4, Article 158, Publication Date: July 2014
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Sean Bell

Wa
Walk
alk
a
lk
lk
kingGeek
in
ingGeek
n

Christer
Chr
te
er Edv
er
E
Edva
Edvar
a tsen

Bill Wilso
Wilson
son
on

Jerine
e
Lay

(a) 5000+ Internet photographs

Kavita Bala
Noah Snavely
Cornell University∗

atravellingmo
atravellingmo
rav
ra
avellingm
av
vellingmo
vellin
om

bg
bgv2
bgv23
bgv
b
gv
gv2
g
v
v2
2

Traveling
Travelin
Traveli
TravelingO
TravelingOtte
avelingOtte
avelingOtt
avelingOt
a
elingOtt
elingOtte
e
lingOt
ng
ngOtt
ngOt
g tte
gO
ter
te

Jesus
esus R
Rodrigue
Ro
Rodri
odriguez
ue
ue

(b) Human judgements of surface reflectance

atravellingmo
atravellingmo
atravelli
vellingmo
vell
om
om

Bill Wilson
Wilso

(c) Intrinsic image decompositions: input image, reflectance, shading

Figure 1: We introduce a public dataset of indoor scenes for intrinsic images in the wild (a). (b) Our crowdsourcing pipeline lets users
annotate pairs of points in each image with relative reﬂectance judgements. (c) Our intrinsic image decomposition algorithm performs well in
respecting the human judgements and is based on a fully-connected conditional random ﬁeld (CRF) that incorporates long-range interactions
in the reﬂectance layer while simultaneously maintaining local detail. All source images are licensed under Creative Commons ( ).

Abstract

1

Intrinsic image decomposition separates an image into a reﬂectance
layer and a shading layer. Automatic intrinsic image decomposition
remains a signiﬁcant challenge, particularly for real-world scenes.
Advances on this longstanding problem have been spurred by public
datasets of ground truth data, such as the MIT Intrinsic Images
dataset. However, the difﬁculty of acquiring ground truth data has
meant that such datasets cover a small range of materials and objects.
In contrast, real-world scenes contain a rich range of shapes and
materials, lit by complex illumination.

Intrinsic image decomposition is a long-standing inverse problem
with many applications in graphics and vision [Land and McCann
1971]. The goal of intrinsic images is to separate an image into two
layers, a reﬂectance (albedo) image and a shading (irradiance) image, which multiply to form the original image. Reliable algorithms
for separating illumination from reﬂectance in scenes would enable
a range of applications, such as image-based resurfacing, texture
transfer between images, relighting, material recognition, and other
interior design tasks. There has been signiﬁcant recent progress on
the problem of intrinsic image decomposition, aided by the release
of the MIT Intrinsic Images dataset [Grosse et al. 2009], which
contains carefully constructed ground truth for images of objects.
However, intrinsic image decomposition is still very challenging,
especially on images of real-world scenes. There is currently no
standard dataset for evaluating intrinsic images on images of such
scenes, due in part to the challenge of capturing real-world photos
with known ground truth reﬂectance and illumination. To span the
rich range of real-world scenes we need a large set of images. For
this scenario, both careful measurement (as in [Grosse et al. 2009])
and using rendered images of synthetic scenes are not practical or
satisfactory. Instead, to cover a rich variety of real-world conditions,
we select thousands of images from public photo collections [Bell
et al. 2013] and leverage human perception by turning to crowdsourcing to collect material annotations for each image.

In this paper we introduce Intrinsic Images in the Wild, a largescale, public dataset for evaluating intrinsic image decompositions
of indoor scenes. We create this benchmark through millions of
crowdsourced annotations of relative comparisons of material properties at pairs of points in each scene. Crowdsourcing enables a
scalable approach to acquiring a large database, and uses the ability of humans to judge material comparisons, despite variations in
illumination. Given our database, we develop a dense CRF-based
intrinsic image algorithm for images in the wild that outperforms a
range of state-of-the-art intrinsic image algorithms. Intrinsic image
decomposition remains a challenging problem; we release our code
and database publicly to support future research on this problem,
available online at http://intrinsic.cs.cornell.edu/.
CR Categories: I.4.6 [Image Processing and Computer Vision]:
Scene Analysis—Photometry, Shading
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Introduction

We present a new, large-scale database of Intrinsic Images in the
Wild—real-world photos of indoor scenes, with crowdsourced annotations of reﬂectance comparisons between points in a scene. Rather
than creating per-pixel (absolute) annotations, we designed a scalable approach to human annotation involving humans reasoning
about the relative reﬂectance of pairs of pixels in each image. This
dataset is the ﬁrst of its kind for intrinsic images, both in its scale
and in its use of human annotation: the dataset contains over 5,000
images featuring a wide variety of scenes, and has been annotated
with millions of individual reﬂectance comparisons (on average 100
judgements per image). This makes our dataset several orders of
magnitude larger than existing intrinsic image datasets. In addition,
we include a dataset of about 400 images with a dense set of annotations (on average 900 per image). Figure 1 illustrates our dataset,
including the pairwise comparisons we collect (Figure 1(b)).
Motivated by our new dataset, we have also created a new intrinsic
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c Jason Salavon (a) are a creative way to visualize image data. However, attempts to
Figure 1: Average images, such as ‘Kids with Santa’ 
replicate this technique with data automatically scraped from the Internet (b) does not lead to good results (c,d). In this work, we propose an
interactive framework for discovering visually informative modes in the data and providing visual correspondences within each mode (e).

Abstract
This paper proposes an interactive framework that allows a user
to rapidly explore and visualize a large image collection using the
medium of average images. Average images have been gaining
popularity as means of artistic expression and data visualization, but
the creation of compelling examples is a surprisingly laborious and
manual process. Our interactive, real-time system provides a way to
summarize large amounts of visual data by weighted average(s) of
an image collection, with the weights reﬂecting user-indicated importance. The aim is to capture not just the mean of the distribution,
but a set of modes discovered via interactive exploration. We pose

this exploration in terms of a user interactively “editing” the average
image using various types of strokes, brushes and warps, similar to
a normal image editor, with each user interaction providing a new
constraint to update the average. New weighted averages can be
spawned and edited either individually or jointly. Together, these
tools allow the user to simultaneously perform two fundamental
operations on visual data: user-guided clustering and user-guided
alignment, within the same framework. We show that our system is
useful for various computer vision and graphics applications.
CR Categories: I.3.8 [Computer Graphics]: Applications—;
Keywords: big visual data, average image, data exploration
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Introduction

The world is drowning in a data deluge [The Economist, Feb 25th
2010], and much of that data is visual. An estimated 3.5 trillion
photographs have been taken since the invention of photography, of
which 10% within the past 12 months. Facebook alone reports 6
billion photo uploads per month; YouTube sees 72 hours of video
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